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Introduction to Enterprise Networking !!
During the past 35 years, the acceptance and growth of  high-performance 
corporate network systems and infrastructures have been prolific in South 
Africa - as they have been in the all countries.  !
We’ve seen the development of  open, standards-based networks that first 
made connectivity available to everyone. And we’ve experienced the rise in importance of  the 
Internet followed rapidly by the advancement of  social media from consumer fad and business 
pariah to corporate necessity for the mobile executive driven by massive strides in wireless 
network technology. !
Today we’re witnessing the adoption of  cloud computing, one of  the fastest growing trends in 
business whereby shared resources, software and applications are consumed by organisations ‘on-
demand’ from cloud-based service providers, much as we consume water or electricity supplied 
by a public utility company.  !
On-demand cloud services, including online collaboration tools and social networking platforms, 
are able to deliver speed, efficiency and marketing advantages to businesses over and above the 
obvious cost benefits which are said to be as high as 20 to 30% of  total IT expenditure. !
Many of  the changes to the Information Technology (IT) industry have been chronicled in the 
past two editions of  Enterprise Networking, a book that was first written some fourteen years ago. 
  
Since then, the book has been updated a number of  times. The first revision was launched in 
South Africa in 2003. Eight years on, a second revision became available and now, in 2014, a 
third revision – the fourth edition - highlights and charts the changes experienced by those in the 
IT industry in recent times. I was delighted when it becoming a standard reference work, found 
on many IT manager’s e-readers and other devices. I was again pleasantly surprised when it 
assumed the role of  an introductory text work in many technical colleges around the country.  !
For example, I am constantly amazed at the speed with which devices can communicate today 
compared to just a few years ago, boosted by ever-increasing bandwidth requirements of  servers, 
routers, switches and applications.  !
Ten gigabits-per-second (Gbps) wired speed was considered ground breaking in 2003, but 
nowadays, out-the-box networking components can be configured to deliver speeds of  around 
100 Gbps in wireless form across the most complex corporate-wide network infrastructures. !
And as technology presses ahead, the cadence of  the drumbeat to which it is marching is 
quickening. Already, all-optical computer chips promise a future computing world based on light 



speed. In just a few short years we’ll be measuring network speeds, even in garden-variety LANs, 
in terabits-per-second. One terabit equals 1000 gigabits. Is this the next frontier? !
Over the past two decades, a new generation of  technologies has been born underlying the 
importance of  decreasing latency, which is today as urgent as increasing speed. Peer-to-peer 
messaging, cache-friendly algorithms and now real-time analytics.  !
Effective data gathering, its analysis and the subsequent application and interpretation of  
business intelligence makes it possible for planners and strategists to reveal unseen trends linked 
to issues such as customer behaviour changes, operational patterns and future business trends. !
It is able to help organisations reduce operational costs, pinpoint new business opportunities and 
react quickly to retail demands. It could also identify outdated or inept business methodologies 
ready for upgrade or redesign. !
Gaining business intelligence is often about asking the right questions to amass data. In this light, 
organisations are increasingly turning to new vehicles to amass bigger and more assorted data 
sets which can be converted into better-quality knowledge with appropriate analysis.  !
One of  the keys to obtaining this level of  business intelligence is the strength of  the corporate 
infrastructure and the business processes and systems underpinning it. A challenge common to all 
organisations committed to data-driven decision making is to obtain the most appropriate data 
from their computer systems. !
One of  the most fundamental and all-pervasive business systems is the corporate network. It has 
the capability to help power business innovation using its own infrastructure as a basis.  !
In this light, network reliability is gaining importance and relevance. Now 99.999% uptime is 
considered the average network benchmark. Time is money. What’s more, new virtualised 
infrastructures and cloud-based revolutions have changed how servers, switches and client 
computers behave on the network, making management ever more challenging.  !
And the challenges keep on coming. Today, there is a growing army of  mobile workers that 
demands access to every networked and Internet-based service from anywhere on the planet 
using their latest PC tablets, smartphones and laptop PCs. The ‘bring your own device’ (BYOD) 
movement is well established and growing exponentially. !
Because BYODs are able to sidestep the physical, logical and personnel security controls 
associated with traditional corporate networking management functions, the spotlight continues 
to focus on security. !



What exactly are these security issues? Privacy heads the list. It includes secure access when 
connecting to cloud services and it encompasses authentication/ authorisation and endpoint 
security validation. !
Despite these uncertainties, overall security provided by cloud computing hosts and their 
associates has the potential to be as good as - if  not better than - the security barriers common to 
most traditional computer systems, if  addressed correctly. !
Against this backdrop, hardware life-cycles are becoming increasing shorter thanks to modern 
innovations. In order to launch new, more secure network services, investments continue to be 
made by vendors in a variety of  hardware appliances which not only compete for space and 
power in the data centre, but add layers of  complexity in order to meet deployment, integration 
and application objectives. !
The problems are particularly evident in telecoms and service provider networks where they are 
compounded by the increasing costs of  energy, capital investment challenges and the rarity of  
skills necessary to operate increasingly complex hardware-based appliances in burgeoning data 
centres.  !
As a result, data centres have been steadily evolving to become virtualised, along with their server 
and storage infrastructures. Virtualisation is changing the footprint of  the in-house data centre, 
shrinking it in size and scope along with the need for physical servers and large storage 
repositories. !
Although applications and storage are moving to the cloud, the on-site data centre remains a 
critical cog in the corporate IT wheel, particularly in terms of  application delivery to the 
enterprise user. !
Today, the data centre is tasked with seamlessly interweaving cloud and terrestrial applications, 
services and cloud components - notably networking, server and storage infrastructures - while 
supporting the management of  mobile virtual machines (VMs) and end users.  !
At the same time, corporate IT departments are challenged to deliver greater data centre 
efficiency while orchestrating better operational processes to support, for example, multiple 
virtual servers and networks demanding more bandwidth. !
System managers are having to cope with the congestion resulting from increased traffic flows 
across the network, often caused by processes and procedures that were once the province of  a 
single server but which are now distributed across the data centre on multiple servers many of  
which are virtualised. !



With virtualisation changing application architectures - by separating application layers across 
multiple virtual machines (VMs) on multiple physical servers - it’s time for next-generation 
thinking when it comes to data centre offerings. !
Perhaps it comes in the form of  Network Functions Virtualisation (NFV), a new-generation 
technology with the potential to advance significant change in the way networks are built, 
operated and managed.  !
NFV is expected to enable a wide variety of  eco-systems and encourage openness. For example, it 
will open the virtual appliance market to pure software entrants, small players and academia, 
encouraging new services and new revenue streams to be optimised more quickly and at much 
lower risk. !
A key benefit of  NFV is its potential to radically alter the way service providers design future 
networks as they strive for increased flexibility. In this light, service providers expect the 
accelerated adoption of  NFV to significantly reduce both the cost of  building their networks and 
the cost of  network operations. 

However, for the adoption of  NFV to take root on a broad scale, it will have to explore and 
optimise the symbiotic relationship that potentially exists with software-defined networking (SDN) 
technology. !
Researchers point to the possibility that NFV and SDN could revolutionise communications 
service providers' businesses as they primarily impact carrier network infrastructure and data 
centre markets.  

Both NFV and SDN have burst upon the telecommunications scene in the past year, representing 
the culmination of  efforts to break up vertical proprietary stacks in telecom technology. The 
principles underlying both began to appear in network standards and software recently, effectively 
priming the market for change. 
Today, making a smart IT decision means knowing a lot more about networks than their cost. 
Decisions have become a business-continuity prerogative and price has little relevance here. 
Performance is key – both now and in the future. !
For network managers and administrators, maintaining a competitive edge in the marketplace – 
particularly in the light of  projected new technological improvements - is vital. Failure could 
mean the difference between a fast-tracked promotion, or a slow walk to the HR department to 
collect severance pay.  !
These are some of  the key reasons for the existence of  this e-book. I believe Enterprise Networking is 
a valuable resource for anyone involved in networking, giving them a quick, high-level overview 
of  the main technical and business issues. Hopefully its contents will help people who need an 



overview of  the opportunities, the challenges and the trends in the modern networked computing 
field to make better decisions. !
Over the years has become gratifyingly popular. I was delighted when it becoming a standard 
reference work, found on many IT manager’s e-readers and other devices. I was again pleasantly 
surprised when it assumed the role of  an introductory text work in many technical colleges 
around the country. I believe this 2014 update will be equally as well received.  !
Complying with our original mission, the editorial team has continued to keep the technical 
information non-partisan. Enterprise Networking is, therefore, a no-nonsense, no-hype and sales-free 
zone designed as a useful source of  information, not a thinly-disguised product brochure.  !
We’ve restructured the text to reflect the contrasting, and sometimes contradictory, worlds we live 
in – the physical world of  wires and antennas, switches and routers, access points and BYODs, 
the virtual world of  wireless networks, broadband connections, and the new-age world of  cloud-
based networks and the ‘on-demand’ consumption of  computing resources. 
  
Enterprise Networking breaks new ground as it is available as an e-book for free over the Internet. I 
urge you to delve into it. And I invite you to use the contact details below to let me know of  your 
own experiences – good, bad or exciting - in today’s rapidly evolving networked world. !
Martin May 
Regional Director (Africa) Extreme Networks !
Email:  mmay@enterasys.co.za  •  mamartin@extremenetworks.com 
Facebook:  http://www.facebook.com/martin.may.enterasys  
Youtube:  http://www.youtube.com/user/mrmartinmay 
Twitter:@MartinMay001 
Linkedin:  http://za.linkedin.com/pub/martin-may/19/609/415 !
+27 83 437 3823  •  www.enterasys.co.za  •  www.enterasys.com  •  www.extremenetworks.com  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PART I 
Chapter 1 
THE CABLE FOUNDATION !
The importance and current implementations of  cabling systems for data networks is reviewed in 
this section. The relevant cable standards are discussed, and the final section is a quick reference 
for current cabling specifications for Ethernet installations. 

!

 



THE CABLE FOUNDATION !
The debate as to whether wireless local area networks (WLANs) are ready to replace cable-based 
LANs is not yet resolved. The technology driving WLANs is still in its development phase as 
opposed to cable-based LANs, which have reached a high level of  maturity.  !
Clearly the long-term benefits to be achieved through WLANs suggest that wired LANs will 
eventually become largely redundant. However, issues of  battery technology, connection speeds 
and security all need to be addressed before such a future becomes a reality !
While the rate of  technological development in this area is extremely fast, it is worthwhile 
remembering that LANs have for the past twenty five years or more had a cable foundation – first 
copper and then a mix of  copper and optical fibre. !
Therefore the importance of  cabling systems remains and is highlighted in this section along with 
a discussion on past, present and future cable standards. !
 In the 1990s, local area networking changed from allowing the sharing of  expensive resources 
into a strategic company resource, which for many enterprises remains their competitive 
advantage. The emphasis was - and still is - on optimising information flow.  !
In cabled LANs, this information is transported by the active LAN components and the 
associated communications software in a secure, error-corrected, resilient environment across the 
cable and was seen as the vehicle enabling the information flow. The cable is still seen as a key 
supporting element of  a company’s business – and one of  the most significant investments an 
organisation makes.  !
From the earliest days, this investment was expected to have a 10- to15-year duration – and time 
has proven this projection to be correct, despite the fact that other LAN technologies have 
changed and evolved.  !
Cable infrastructures were always designed to grow in parallel with the organisations they served, 
in line with the companies’ network strategies.  !
One of  the first milestones reached by LAN vendors was the ability to provide Ethernet 802.3 
10Mbit/sec, 100Mbit/sec and 1000Mbit/sec, and Token Ring 802.5 4Mbit/sec, 16Mbit/sec 
and 100Mbit/sec on unshielded telephony twisted pair (UTP) cabling.  !
Electromagnetic interference (EMI) and other sources of  outside interference were traditionally a 
concern with UTP wiring, but transmission technologies combined with UTP’s physical 
characteristics in the late ‘90s eliminated this concern.  !



Cabling companies learned that when wires were twisted together, each receives the same 
amount of  noise through the cable’s jacket. Since the signal is sent as a difference of  two lines, 
the noise is common to both lines and the difference is not affected. This cancellation effect 
became known as common-mode rejection and continues to offer major cost savings in today’s 
cable plant installations.  !
UTP became popular at the turn of  the century because it was cheaper in terms of  termination 
costs, while components were significantly less expensive than STP or co-ax (TV) cable. !
Cost of  ownership !
The first insight into the costs resulting from the ownership of  IT products was provided by 
research group Gartner. In 1987, Gartner published the results of  its survey of  major 
organisations across the USA. It discovered that it costs, on average, $1 500 to move a computer 
user, while a telephony user was only costing an organisation $300 for the same move. These 
figures are significantly higher today.  !
Why the difference in cost? The answer was found in the saturation wiring provided by telephone 
wiring schemes of  the day. Wherever the employee moved, a phone jack could always be found 
within a few metres. With data cabling, a special team, often working out of  hours, had to be 
called in, with inevitable expense.  !
The team would design and install the specialist-type connections required to extend a traditional 
LAN installation. The conclusions were that an organisation using an unshielded saturation 
wiring system could afford to provide a connection to every location, whereas a traditional 
solution was neither economical nor practical in providing a saturated installation.  !
The Gartner report also forecast that in an average organisation, 22.5% of  all employees would 
move within a year. This is the so-called churn rate - the rate of  adds, moves and changes that 
affect any computer installation over a year. The costs associated with the churn rate are among 
the main drivers of  today’s WLANs and Wi-Fi technology.  !
But before this technology arrived, a managed solution to saturation wiring was required and 
several companies devised modular wiring schemes that had the cable/components for a total 
solution, but which could be installed in a modular fashion. These became known as structured 
wiring schemes.  !
The early proprietary systems such as AT&T’s Premises Distribution System (PDS) have since 
morphed into a variety of  standards, and are now mostly coalesced around a single standard 
around the world, the TIA/EIA 568 Commercial Building Wiring Standard. The TIA/EIA-568-
B standards were first published in 2001 and have now been superseded by TIA/EIA-568-C 
standards.  



!
At the time, there were many arguments about which was the cheapest cabling system, but as the 
cost of  cable installation has always been a function of  manpower time, so installation costs were 
similar across all competing technologies of  the day with the ‘structured’ system winning because 
of  its ability to ‘future-proof ’ the LAN. It is still with us today and remains the basis of  all LAN 
installations – wired and wireless.  !
A structured wiring solution is broken down into a set of  sub-systems with each having a range of  
cables and products geared to provide an economical saturated wiring solution for a given area.  
 !!

 
Work location subsystem !
Starting at the user, there is a work location subsystem. This subsystem can be both unshielded 
(the most common) and shielded (rarely specified today), or fibre with a range of  baluns to 
physically interface a user device or computer resource into a wall socket.  !
Baluns (BALanced/UNbalanced) match the impedance characteristics of  co-ax, twin-ax or dual 
co-ax to that of  twisted pair, enabling conversion from twisted pair to the appropriate type of  
connector.  !
In the days before ‘open systems’ became common, this allowed IBM’s old 3270 terminals, 
System/3x and AS/400 and iSeries, as well as computer systems from (now defunct) Wang 
Laboratories and other vendors that require exotic cabling schemes to function in a twisted pair 
environment.  

BACKBONE HUB     PUNCHDOWN STRUCTURED    RJ45 
NETWORK TECHNOLOGY    BLOCKS      WIRING



!
Horizontal subsystem !
The second module is the horizontal wiring subsystem. This subsystem can be provided on co-ax, 
fibre, shielded or unshielded twisted pairs. While more prevalent today, a decade ago few people 
used coaxial cable because it was relatively expensive, less flexible and occupied more space in 
ducts or cable trays.  !
The horizontal subsystem provides connectivity from the wall sockets to a wiring punch-down 
block or patch panel. This is usually housed in the wiring closet, which is part of  the 
administration subsystem.  !
Administration subsystem !
This consists of  the cross-connects or physical connections between patch panels or punch-down 
blocks and interfaces that provide a method of  linking other subsystems. A building often has one 
or more of  the subsystems in place to support telco voice services.  !
These subsystems can be adapted or augmented to support other types of  communications, such 
as data or video. The existing twisted pair wiring in most buildings provides a flexible, low-cost 
data cabling solution that eliminates proprietary media schemes such as co-axial, twin-axial or  

 
dual co-axial cable, while still allowing for high transmission rates.  !
Backbone subsystem !
The backbone subsystem provides the interconnection of  the administration subsystems. Once 
again, fibre, co-ax and unshielded twisted pairs are supported.  



!
However, in the early 2000s a definite trend emerged in new installations to use fibre for the data 
traffic. Nevertheless, fast adoption was slowed because, although more fibre interfaces were 
available, they were thought of  as expensive.  !
The breakthrough was achieved by the growing demand for multimedia, video, data and voice 
applications on the LAN and this spurred an increase in fibre and fibre interface production, 
causing prices to fall.  !
Splicing and terminating fibre optic cable used to require a high level of  expertise, but 
commercially available fibre splicing kits soon became available, allowing the operation to be 
performed by most technicians. Fibre optic soon became the medium of  choice for the 
interconnection of  horizontal subsystems thanks to characteristics such as immunity to electro-
magnetic interference, security, high bandwidth and small diameter. !
Fibre optic cable also provided an order of  magnitude increase in bandwidth over traditional 
copper wire. A strand of  fibre, only one sixth of  a human hair, can carry as much data as 800 
pairs of  copper wire. With the increase of  clutter in conduits and cable trays, size had become an 
important consideration when choosing cabling.  !
Campus subsystem !
Finally, there was the campus subsystem, which interconnected various buildings in a linked 
geographical area. Co-ax or fibre was used, but fibre became the preferred solution, thus 
connecting various building backbone subsystems into a cohesive enterprise-wide network. !
Interconnecting the system !
Networking these structured wiring schemes together became the major focus for many LAN 
companies. In the early days of  enterprise networks the devices that bought together the tens, 
hundreds or thousands of  individual network connections were generically termed intelligent 
hubs.  !
These were essentially shared media devices, where connections were given a certain amount of  
a slice of  the available back-plane capacity (the total aggregated amount of  traffic across all ports 
that a hub could handle at any one time). Various tricks had to be pulled to balance the demand 
for bandwidth between the various users to maximise throughput.  !
In the late nineties switching began to compete with, dominate, and eventually supersede hubs. 
Switches give each connection full wire-speed links to whatever they are connecting to – if  a user 
on a 100Mbps Ethernet port is connecting to a server, the switch gives him the full 100Mbps 



while he’s talking to the server, rather than dividing it between a number of  users all talking to 
whatever is on their segment.  !
The most common way to connect everything became a modified star topology, where point-to-
point connections form a star of  UTP along the horizontal runs from the wiring closet on each 
floor to each workstation. This is still the most often installed topology today, with wiring closets 
connected via a switch, and Cat 6 or 7 cabling or fibre on the vertical risers connecting the 
switches into the backbone.  !
This modular structure in the horizontal wiring subsystem allows for the rapid connection and 
movement of  devices. Since the topology is a physical star, it eliminates many of  the traditional 
problems of  bus and (previous) ring architectures, such as a single point of  failure. It also provides 
for fault tolerance, for switches that support both Ethernet and Token Ring (although this is no 
longer a requirement), and allows management of  individual ports.  !
This gives multi-vendor solutions a degree of  management by monitoring and managing 
individual cable runs. For example, if  a given threshold of  traffic or number of  errors is reached, 
automatic segmentation occurs, isolating the offending equipment and preserving the remainder 
of  the network.  !
The evolving infrastructure !
Networking soon moved into key business areas as the strategic weapon in providing the 
competitive edge. This changed the way organisations made their purchasing decisions. A 
realisation of  the importance of  the cable plant and the savings delivered by moving to structured 
wiring made this the solution of  choice.  !
Organisations that employed the technology soon set about maximising cost of  ownership over 
time. As network speeds increased to cater for ever more bandwidth hungry applications, and as 
networks needed to start supporting voice and other multimedia traffic, data pipes became maxed 
out sooner rather than later, so (cheaper) Cat 5e was soon replaced by Cat 6 and then Cat 6a 
cable or Augmented Category 6 (as it was alternatively known) defined for frequencies of  500 
MHz – twice that of  Cat 6. This improved alien crosstalk characteristics, allowing 10GBASE-T 
to be run for the same distances as previous protocols. !
Fibre soon became the preferred backbone option, paving the way for later technology advances 
and its gradual adoption throughout the network. This came about when it was discovered that a 
well-designed premises cabling network could also be less expensive when done in fibre instead of  
copper.  !
Conversion from copper networks is still on-going with media converters and other gadgets that 
convert most types of  systems to fibre optics becoming available.  



!
Cable specifications !
Category 1 – Cat 1 unshielded twisted pair, used for transmission of  audio frequencies. It is used 
as speaker wire, doorbell wire, etc, and is not suitable for networking applications.  !
Category 2 – Cat 2 unshielded twisted pair, used for transmission at frequencies up to 1.5MHz. It 
is used in analogue telephone applications and is not suitable for networking applications.  !
Category 3 – Cat 3 unshielded twisted pair with 100O impedance and electrical characteristics 
supporting transmission at frequencies up to 16MHz. It is defined by the TIA/EIA 568-B 
specification.  !
Category 4 – Cat 4 unshielded twisted pair with 100O impedance and electrical characteristics 
supporting transmission at frequencies up to 20MHz. It is defined by the TIA/EIA 568-B 
specification.  !
Category 5 – Cat 5 unshielded twisted pair with 100O, impedance and electrical characteristics 
supporting transmission at frequencies up to 100MHz. It is defined by the TIA/EIA 568-B 
specification.  !
Category 5e – Cat 5e, Enhanced Cat 5, Cat 5+. This standard specifies transmission 
performance that exceeds Cat 5. Cat 5e has improved specifications for NEXT, PSELFEXT and 
Attenuation. Like Cat 5, it consists of  unshielded twisted pair with 100Ω impedance and 
electrical characteristics supporting transmission at frequencies up to 100MHz. It is defined by 
the TIA/EIA 568-B specification.  !
Category 6 – Cat 6 is an unshielded twisted pair standard that supports transmission at 
frequencies up to 250MHz over 100Ω twisted pair.  !
Category 6a standard ANSI/TIA/EIA-568-B.2-10 supports frequencies of  up to 500MHz – 
twice that of  Cat 6.  !
Category 7 – Cat 7 features even more strict specifications for crosstalk and system noise than Cat 
6. To achieve this, shielding has been added for individual wire pairs and the cable as a whole. 
Besides the foil shield, the twisting of  the pairs and number of  turns per inch causes RF shielding 
and protects from crosstalk. The standard was created to allow 10 Gigabit Ethernet over 100m of  
copper cabling.  !
Category 7a (or Augmented Category 7) is defined at frequencies up to 1000 MHz, suitable for 
multiple applications including CATV (862 MHz). Simulation results have shown that 40 Gigabit 
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Ethernet may be possible at 50 metre and 100 Gigabit Ethernet at 15 metres. However, most 
enterprise networks seem to opt for fibre, rather than Cat7. !
Optical fibre cabling !
Modern optical fibre cables are able to carry more than one optical fibres. These elements are 
typically individually coated with plastic layers and contained in a protective tube suitable for the 
environment where the cable will be deployed. !
In practical fibres, the cladding is usually coated with a layer of  acrylate polymer or polyimide. 
This coating protects the fibre from damage but does not contribute to its optical waveguide 
properties. Individual coated fibre (or fibre formed into ribbons or bundles) then has a tough resin 
buffer layer and/or core tube(s) extruded around them to form the cable core.  !
Several layers of  protective sheathing, depending on the application, are added to form the cable. 
Rigid fibre assemblies sometimes put light-absorbing (dark) glass between the fibre, to prevent 
light that leaks out of  one fibre from entering another. This reduces cross-talk between the fibres, 
or reduces flare in fibre bundle imaging applications. !
For indoor applications, the jacketed fibre is generally enclosed, with a bundle of  flexible fibrous 
polymer strength members like Aramid, Twaron or Kevlar, in a lightweight plastic cover to form 
a simple cable. Each end of  the cable may be terminated with a specialised optical fibre 
connector to allow it to be easily connected and disconnected from transmitting and receiving 
equipment. !
For use in more rugged environments, a much more robust cable construction is required. In 
loose-tube construction the fibre is laid helically into semi-rigid tubes, allowing the cable to 
stretch without stretching the fibre itself. This protects the fibre from tension during laying and 
due to temperature changes.  !
Loose-tube fibre may be ‘dry block’ or gel-filled. Dry block offers less protection to the fibres than 
gel-filled, but costs less. Instead of  a loose tube, the fibre may be embedded in a heavy polymer 
jacket, commonly called ‘tight buffer’ construction.  !
Tight buffer cables are offered for a variety of  applications, but the two most common are 
‘breakout’ and ‘distribution’. Breakout cables normally contain a ripcord, two non-conductive 
dielectric strengthening members (normally a glass rod epoxy), an Aramid yarn, and 3 mm buffer 
tubing with an additional layer of  Kevlar surrounding each fibre.  !
The ripcord is a parallel cord of  strong yarn that is situated under the jacket(s) of  the cable for 
jacket removal. Distribution cables have an overall Kevlar wrapping, a ripcord, and a 900 
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micrometer buffer coating surrounding each fibre. These fibre units are commonly bundled with 
additional steel strength members, again with a helical twist to allow for stretching. !
Because the infrared light used in fibre optic communications cannot be seen, there is a potential 
laser safety hazard to technicians. In some cases the power levels are high enough to damage 
eyes, particularly when lenses or microscopes are used to inspect fibres which are inadvertently 
emitting invisible IR. Inspection microscopes with optical safety filters are available to guard 
against this. !
Networking protocols !
Since its inception at Xerox Corporation in the early 1970s, Ethernet has been the dominant 
networking protocol, quickly surpassing Token Ring, Fibre Distributed Data Interface (FDDI), 
and Asynchronous Transfer Mode (ATM) for desktop connectivity.  !
Of  all current networking protocols, Ethernet has the highest number of  installed ports. Its data 
speeds have increased from 10 to 1000 megabits per second (Mbps), while providing a simple, 
cost-effective option for backbone and server connectivity.  !
Gigabit Ethernet builds on top of  the Ethernet protocol, but increases speed tenfold over Fast 
Ethernet to 1000 Mbps, or 1 gigabit per second (Gbps). This protocol, which was standardized in 
June 1998, is the dominant player in high-speed LAN backbones and server connectivity today.  !
In order to accelerate Ethernet speeds from 10 Mbps up to 1 Gbps, several challenges had to be 
overcome, one of  the biggest being the adaption of  the Ethernet physical interface. They were 
resolved by merging two technologies together: IEEE 802.3 Ethernet and ANSI X3T11 Fibre 
Channel.  !
Following Fast Ethernet’s increase in speeds from 10 to 100 Mbps, Gigabit Ethernet was the next 
iteration, increasing the speed to 1000 Mbps.  !
The initial standard for Gigabit Ethernet was produced in June 1998 as IEEE 802.3z, and 
required optical fibre. 802.3z is commonly referred to as 1000BASE-X, where -X refers to either 
-CX, -SX, -LX, or (non-standard) -ZX. !
IEEE 802.3ab, ratified in 1999, defines Gigabit Ethernet transmission over UTP Cat 5, 5e, or 6 
cabling and became known as 1000BASE-T. With the ratification of  802.3ab, Gigabit Ethernet 
became a desktop technology as organisations could use their existing copper cabling 
infrastructure. !



IEEE 802.3ah, ratified in 2004 added two more Gigabit fiber standards, 1000BASE-LX10 
(which was already widely implemented as vendor specific extension) and 1000BASE-BX10. This 
was part of  a larger group of  protocols known as Ethernet in the First Mile. !
Initially, Gigabit Ethernet was deployed in high-capacity backbone network links (for instance, on 
a high-capacity campus network). In 2000, Apple's Power Mac G4 and PowerBook G4 were the 
first mass produced personal computers featuring the 1000BASE-T connection.  It quickly 
became a built-in feature in many other computers.  !
As of  2009 Gigabit NICs (1000BASE-T) were included in almost all desktop, laptop and server 
computer systems. !
Higher bandwidth 10 Gigabit Ethernet standards have since become available as the IEEE 
ratified a fibre-based standard in 2002, and a twisted pair standard in 2006. As of  2009, 10Gb 
Ethernet has been replacing 1Gb in the LAN backbone and has begun to migrate down to high-
end server systems. !
There are five physical layer standards for gigabit Ethernet using optical fibre (1000BASE-X), 
twisted pair cable (1000BASE-T), or balanced copper cable (1000BASE-CX). !
The IEEE 802.3z standard includes 1000BASE-SX for transmission over multi-mode fibre, 
1000BASE-LX for transmission over single-mode fibre, and the nearly obsolete 1000BASE-CX 
for transmission over balanced copper cabling.  !
These standards use 8b/10b encoding, which inflates the line rate by 25%, from 1000 Mbps to 
1250 Mbps, to ensure a DC balanced signal. The symbols are then sent using NRZ. !
IEEE 802.3ab, which defines the widely used 1000BASE-T interface type, uses a different 
encoding scheme in order to keep the symbol rate as low as possible, allowing transmission over 
twisted pair. !
Ethernet in the First Mile later added 1000BASE-LX10 and -BX10. !!



PART I 
Chapter 2 
THE EVOLUTION OF NETWORKING TECHNOLOGIES !
This section reviews Ethernet, Token Ring and FDDI. This section will bring a new entrant to 
networking up to date and give an understanding of  why we are where we are today. 

!
 



!
THE EVOLUTION OF NETWORKING TECHNOLOGIES !
On 27 January 2006, the world’s last telegraph message was sent by Western Union, bring the 
curtain down on the transatlantic radio telegraph service launched almost 100 years earlier – in 
1907. !
In many respects, it was surprising that this network had lasted so long. Back in the 1940s the 
packet switched network was born when the first regular telephone lines were used to send digital 
messages. Twenty two years later the Advance Research Project Agency (ARPA) began work on 
its so-called ‘Inter-galactic’ network, the first attempt to establish a sustainable wide area network 
for communication purposes.  !
ARPAnet !
Seven years later, in 1969, ARPA launched its first successful long distance packet-switching 
communication network under the ARPAnet banner. The network connected four universities 
and the researchers working on the project. Despite its snail-like communication speed, ARPAnet 
is today recognised as the predecessor of  the Internet. By 1973, 75% of  ARPAnet traffic was 
email and soon the File Transfer Protocol (FTP) was introduced, enabling the uploading and 
downloading of  files. !
TCP/IP protocol suite  !
In its quest to reduce the complexity and diversity of  existing networks, ARPA’s research group 
developed the Internet Protocol (IP) and Transmission Control Protocol (TCP). !
TCP/IP is a layered protocol stack that provides reliability and simplicity in data communication. 
Version 4 of  the protocol was standardised in 1978. Significantly, the underlying standard 
protocol remains in use today in the Internet. !
SNA !
SNA is IBM’s proprietary networking specification and, in the mainframe era, was once deeply 
established in most large corporates. It succumbed to obsolescence more than a decade ago when 
users moved their SNA networks to open multi-vendor solutions based on IP.  !
SNA was complex but well understood and, although very expensive to implement, it was 
reliable, manageable, predictable and secure.  !
During the mid-1980s, IBM adopted Token Ring as its preferred networking technology for PCs, 
and all of  IBM’s strategic products were enhanced with Token Ring capabilities.  



!

 
Token Ring !
The IEEE802.5 Token Ring standard – first published in 1994 - originally had limited vendor 
support, apart from IBM. Token Ring operated at 4Mbit/sec, but was quickly upgraded to run at 
16Mbit/sec. Then, during 1998, the first 100Mbit/sec IEEE802.5t products were introduced, 
and by late 1999 industry received 1000Mbit/sec Token Ring IEEE802.5v.  !
For most of  its early years, Token Ring had no IEEE802.5 media attachment standards for either 
unshielded twisted pair or fibre optic cabling.  !
Lacking these standards, many proprietary Token Ring networks developed. This was one of  the 
contributing factors to the lack of  widespread Token Ring support from LAN manufacturers.  !
Even IBM was forced to expand its support to include Ethernet solutions, a step it took when it 
accepted that Token Ring was failing in the market.  !
Though it is often said by Token Ring enthusiasts that Token Ring was more reliable than 
Ethernet it was not able to withstand the Ethernet onslaught and quickly faded in popularity. !
Ethernet !
Running in tandem with early Internet development, experiments were being conducted by the 
IT industry to develop Local Area Network (LAN) communications. Challenging the Token Ring 
networking standard was Ethernet.  !



Initially more expensive than Token Ring to implement, Ethernet overcame this challenge when 
it changed from a bus to a star-based logical network and physical star wiring. As costs fell and 
speeds increased it defeated all opposition. !
Ethernet was invented at Xerox in Palo Alto in the USA, in 1976 and a patent was awarded to 
the Xerox Corporation in 1977. Commercialisation of  Ethernet was achieved by an industry 
consortium of  DEC, Xerox and Intel in 1981 as Ethernet Version 1.0 using CSMA/CD at 
10Mbit/sec.  

 
The Ethernet standard IEEE802.3 was adopted by the International Standards Organisation 
(ISO) in 1983 and started life at 1Mbit/sec. It quickly moved to the 10Mbit/sec variant - 
IEEE802.3i - supported by various media, including co-ax, fibre and twisted pair cables.  !
Ethernet’s popularity resulted in a flurry of  standards activity to push its capabilities even further. 
100Mbit/sec Fast Ethernet – IEEE802.3u; 1000Mbit/sec Gigabit Ethernet – IEEE802.3z (and 
variations for different media) and 10 000Mbit/sec 10Gigabit Ethernet – ratified as IEEE802.3ae 
(again with variations for different media).  !
The use of  Thick and Thin Net co-axial cable was overshadowed by the rapidly increasing use of  
unshielded twisted pair (UTP). Various vendor-specific products had been available since 1987 to 
permit Ethernet operation over UTP.  
In order to formalise this trend, the IEEE802.3 10BASE-T committee first met in August 1987 at 
a meeting sponsored by Hewlett-Packard. The result of  their deliberations, the IEEE802.3i 
standard, became an official standard for networking in August 1990. However, diehards still call 
it 10BASE-T, referencing the committee’s name.  !
The IEEE802.3 committee continued its work, and by 1994 it had a standard in place for 
100Mbit/sec Ethernet on Category 5 UTP cabling – the 100BASE-T specification.  



!
By 1997 the IEEE responded to the fact that installations were all star-wired, with Ethernet 
workstations being on their own individual connection. This paved the way for IEEE802.3x, the 
full-duplex derivative of  Ethernet, which permeated through all of  the subsequent Ethernet 
derivatives.  !
Gigabit Ethernet IEEE802.3z was specified in 1998, operating at 1000Mbit/sec over fibre, and 
gained widespread adoption during 1999 and 2000. The UTP version of  Gigabit Ethernet was 
ratified in 1999 as IEEE802.3ab, specifying Category 5 four-pair UTP cabling.  !
In 2001, 10 000Mbit/sec products were introduced using the specifications developed by the 
GEA (Gigabit Ethernet Alliance), which were ratified in 2002. They were initially only available 
in fibre versions and aimed at metropolitan area networking requirements using dense wave 
division multiplexing (DWDM) at the data link layer.  !
10 Gigabit Ethernet (10GBASE-S, L and E) then became available for single and multimode 
fibre, as well as copper standards (10GBASE-CX and T under 802.3ak and an802.3an). !
The development of  fibre optic standards for Ethernet began in 1992 when the IEEE802.3 
10BASE-F task force developed three elements to this standard. Fibre optic variants of  Ethernet 
were accepted rapidly because they offered higher performance, electrical isolation and distance 
(tens of  kilometres with some versions).  !
The first, IEEE 10BASE-FA for active star, defined a new fibre optic MAU and hub. This scheme 
was similar to the FOIRL standard, except that data was synchronised at the transceiver, not at 
the hub.  !
This method allowed the data packets to travel through more hubs than the ‘four-repeater’ limit 
set by FOIRL. Unfortunately, these differences required the definition of  a new hub in place of  
the then current repeater standard.  !
With the widespread use of  bridges, the ‘four-repeater’ limit was rarely an issue. So FOIRL 
remained the dominant standard implementation.  !
The second FOIRL standard, IEEE 10BASE-FP, was known as the passive star implementation. 
This scheme made use of  an optical splitter for the hub. Its chief  benefit was that it required no 
power at the hub. It did have some serious problems, the most significant being that, in most 
installations, the network required tuning or ‘balancing’ of  the optical power received at each 
node whenever the network’s configuration was changed.  !
This problem was solved by increasing the dynamic range of  each receiver, but that increased the 
manufacturing cost. Finally, the IEEE adopted FOIRL as an IEEE standard - IEEE 10BASE-FL. 



!
In the last decade, as bandwidth demands grew and as bandwidth-intensive technologies - such 
as streaming multimedia – gained momentum, Ethernet advanced to the point where it is 
capable of  providing speeds of  10 gigabits per second (10G Ethernet) and 100 Gbit/sec (100G 
Ethernet). !
Today, the Ethernet standard dominates LAN connectivity industry in all its forms. This is not 
because it is the best technology, but because of  the sheer number of  manufacturers who support 
it. The research and development dollars invested into Ethernet equal the total spent on all other 
LAN developments, and it shows.  !
Ethernet is now used in metropolitan and even wide area networks and has become the interface 
of  choice for public network broadband services. !!



PART I 
Chapter 3 
NETWORKING TECHNOLOGIES FOR THE BACKBONE !
This section gives an overview of  Gigabit Ethernet, ATM, Fibre Distributed Data Interface 
(FDDI) and reviews the copper standard for this technology, TP-PMD. This is included to give a 
historical overview of  backbone technologies and their development. For LAN, campus and 
metro solutions today the predominant technology is Ethernet 

 



NETWORKING TECHNOLOGIES FOR THE BACKBONE !
Going beyond High speed links connect future network users to the core !
The backbone has always been an important architectural element for building enterprise 
networks because it is able to provide a path for the exchange of  information between different 
local area networks (LANs) or sub-networks. A backbone can link diverse networks in the same 
building, in different buildings in a campus environment, or over wide areas.  !
The backbone is also a vital core element because, as connections to the desktop get faster by 
orders of  magnitude every few years, it must support these exponential traffic intensities without 
needing major infrastructure upgrades.  !
In recent years we have witnessed significant increases in Internet bandwidth requirements, 
driven by high-capacity business data services, ever-powerful 3G/4G wireless smartphones and 
tablet PCs together with the rise in video-intensive websites such as YouTube. !
Backbone designs have come under fire from meshed-access networks, but their many 
efficiencies, including traffic consolidation (through the elimination of  multiple paths with 
different types of  traffic) and their role as high-bandwidth switched-services platforms have kept 
them at the forefront - as have their economies of  scale, self-healing architectures and intelligent 
routing properties. !
In addition to flexible topologies and styles of  design, today’s network backbones boast intelligent 
routing features together with dynamic bandwidth resource allocation functionality as well as the 
flexibility of  distributed or centralised network management options. !
While we are witnessing the evolution of  the backbone of  the modern corporate network, we are 
also seeing the appearance of  the data centre in a central role, connecting together servers, 
applications and storage across one infrastructure.  !
What’s more, new-age virtualisation and cloud computing technologies are forcing enterprises to 
rethink their data centre designs to ensure the performance and efficiency of  computing and 
storage resources in the face of  increasing application demands. !
To meet these challenges, enterprises require networking solutions that must now go beyond high 
speed connectivity. The network must be interoperable, scalable and optimised to meet the 
automation and visibility requirements of  a highly dynamic data centre and equally advanced 
corporate network infrastructure. !
In the beginning !



The quest for high performance networks began in June 2002 with the ratification of  the 10 
Gigabit Ethernet (10Gbps) standard. Up to then 10 Megabit Ethernet (10Mbps) was considered 
the industry standard. But the thousand-fold bandwidth speed upgrade was seen as a boon for 
network managers, who could have Ethernet to the desktop in whatever flavour was needed, and 
they could scale it up through the network to the backbone and run it directly into the storage 
area network (SAN) and out into the wide area network. !
Intelligent network services at Layer 3, like multiprotocol label switching (MPLS), caching, load 
balancing, Quality of  Service (QoS), security and network policies were all still transparently 
supported from desktop-to-server-to-WAN, as were Layer 2 functions such as spanning tree, 
802.1p prioritisation and 802.1Q VLANS.  !
Because 10 Gigabit Ethernet used the familiar and well understood IEEE 802.3 Ethernet media 
access control (MAC) protocol, frame format and frame size, it was easily implemented. !
Typical applications for 10 Gigabit Ethernet in the core were:  !
• Server interconnects for groups or clusters of  servers – 10 Gigabit Ethernet was seen as a viable 

alternative to the then more expensive technologies like InfiniBand and proprietary 
interconnects.  

• Aggregation of  multiple Gigabit Ethernet segments into 10 Gigabit  
• Ethernet downlinks  
• High-speed switch-to-switch interconnects in the backbone  
• High-speed inter-building links in a campus to allow ‘server-less’ buildings  !
10 Gigabit Ethernet Benefits  !
Apart from ease of  implementation, 10 Gigabit Ethernet brought with it some significant 
business benefits including relatively low implementation costs and ease of  migration. The speed 
of  10 Gigabit Ethernet provided a lower-latency experience to the user, enabling high-quality 
information to be transmitted without problems such as large lag times or packet loss.  Also, the 
additional available bandwidth compensated for the ‘bursty’ nature of  data common in 
enterprise applications, lessening the user’s experience of  uneven network access.  !
Because 10 Gigabit Ethernet remained essentially Ethernet technology, typical networking 
capabilities such as QoS, policy-based networking, security and load balancing capabilities were 
applied as usual. An additional technical benefit of  10Gbps technology included the provision of  
enough bandwidth to implement remote SANs.  !
The main catalyst for 10 Gigabit Ethernet becoming more prevalent in enterprise wiring closets 
was the continued evolvement of  the 10 Gigabit Ethernet standard - more specifically 10 Gigabit 
Ethernet over copper cabling (10GBASE-CX4). 



  
Also known by its working group name IEEE 802.3ak, 10GBASE-CX4 was approved in 
February 2004. It provided ‘low cost’ 10 Gigabit Ethernet connectivity over copper, supporting 
drive distances of  15 metres.  !
This was soon superseded by the ratification of  the 10GBASE-T standard (officially IEEE 
802.3an), approved in June 2006. It enabled the provision of  10Gbps connections over 
conventional unshielded or shielded twisted pair cables for drive distances of  up to 100 metres. !
In its original format, the IEEE 802.3ae 10 Gigabit Ethernet standard supported both single-
mode and multi-mode fibre media, supporting drive distances of  up to 40km.  !
This capability enabled organisations to extend their data centres to more cost-effective locations 
significant distances away from their existing campuses. This also allowed them to support 
multiple campus locations within that 40km range.  !
Within data centres, switch-to-switch applications, as well as switch-to-server applications, could 
then be deployed over a more cost effective multimode fibre medium or, with the advent of  
10GBASE-T, Category 6 and 7 UTP, to create 10 Gigabit Ethernet backbones that supported the 
continuous growth of  bandwidth hungry applications.  !
With 10 Gigabit backbones, companies had the capability to provide a Gigabit  
Ethernet service to workstations and to the desktop, thus supporting emerging applications such 
as streaming video and so-called ‘high-end’ graphics.  !
10 Gigabit Ethernet also provided lower network latency due to the speed of  the link and over-
provisioning bandwidth to compensate for the bursty nature of  data in enterprise applications in 
those days.  !
In addition 10 Gigabit Ethernet provided infrastructure for both network-attached storage (NAS) 
and storage area networks (SANs). 10 Gigabit Ethernet was able to offer equivalent or superior 
data carrying capacity at similar latencies to many other popular storage networking technologies 
of  the day, including 1 or 2 Gigabit Fibre Channel, Ultra160 or 320 SCSI, ATM OC-3, OC-12 
and OC-192, and HIPPI (High Performance Parallel Interface).  !
Soon, there were numerous applications for Gigabit Ethernet in storage networks which 
seamlessly extended to 10 Gigabit Ethernet, including business continuance/disaster recovery, 
remote backup, storage on demand and streaming media.  !
As the network evolved into the mission-critical component it has become, so it became 
responsible for far more than simply enabling the applications that drive business operations.  !



Today's network backbones (and infrastructures) are extensions of  these business operations. As 
such, they must adapt to growth, accommodate modern data-intensive applications, manage the 
latest security threats and be capable of  adopting new technologies that extend the edge of  the 
network. !
From 10 to 100 Gigabit 
  
In 2005, the IEEE standards body began investigating the need for an even higher Ethernet 
speed. Based on Ethernet’s history of  increasing its speed tenfold with each new standard, the 
new standard had to be based around 100 Gigabit Ethernet.  !
100 Gigabit Ethernet was ratified by the IEEE in 2010 and has quickly become one of  the most 
significant underlying network technologies that enable ubiquitous network access over a variety 
of  wired and wireless media.  !
It has opened the door to significantly higher-capacity networks and enabled networks to scale in 
ways that were previously impossible. !
At the same time backbone design has evolved and is now flexible enough to accommodate 
multiple protocols and operating systems, whether switching them transparently or actually 
becoming involved in the intelligent operations of  the protocol. !
Backbones now have the capability to interconnect diverse sites, switch or route all the protocols 
of  the access network, and accommodate both in-band and out-of-band protocol transmissions. !
The Internet Protocol (IP) is one of  the most common backbone network and 
internetwork protocols, and can be deployed in many ways on the backbone to facilitate network 
layer communication. The protocol supports simple, smart and scalable solutions to meet the 
challenges of  today’s mobile, fixed and converged Internet services. !
As networks migrate to the cloud, the value of  the symbiosis between100 Gigabit Ethernet and 
the IP protocol is becoming increasingly apparent; they are usually ubiquitous across the LAN 
and WAN.  !
High-capacity IP-based Ethernet solutions are now required by everyone from service providers 
looking to generate new revenue streams to cloud-based service providers and large enterprises 
who are moving to support instantaneous collaboration across multiple sites.  !
The combination of  wired and wireless networks is increasingly common as organisations look to 
extend their networks. Based on a wired backbone, various Wi-Fi networks now hang off  the 
Ethernet backbone and wirelessly connect a wide range of  desktop computers, portable PCs, 
tablet PCs and smartphones as well as peripherals and storage devices.  



!
Wi-Fi is not only suitable for extending the corporate network where it is impractical or too costly 
to use cabling, but to allow freedom of  movement to staff  and visitors - and to facilitate Internet 
access while roaming or in meeting rooms and outdoor facilities. !
The future !
Beyond any capacity and performance benefits, the network backbone of  the future must be 
designed to provide a streamlined path for adopting emerging technologies as well as 
developments of  current technology that will need to be applied in the years to come. !
For example, it may be ‘virtualised’ to increase flexibility and scalability. It will most likely 
incorporate proactive intrusion detection and prevention programs to increase information 
security. And it will be more fault-tolerant and redundant. It will definitely offer more powerful 
computing resources and data storage solutions by leveraging both local and cloud solutions. !
FDDI - an early backbone solution !
Fibre Distributed Data Interface (FDDI) - and the associated copper standard for this technology, 
TP-PMD - was widely expected to become the backbone technology of  choice in the early 
nineties. As with so many other promising technologies, market demand did not come at the 
same time as technology development, and it was too expensive for mass deployment. By the 
time prices started to fall, vastly cheaper Fast Ethernet had come along, and FDDI never 
recovered.  !
FDDI had been around in draft form for nearly a decade as a solution without a problem. The 
practicality was that many companies could not justify the cost of  a move to FDDI, which at the 
time was ten times the price of  an Ethernet connection. It took until 1994 to create a viable 
FDDI market to justify the millions invested to develop the products.  !
FDDI could be found installed in many fibre backbones up to the turn of  the century, and the 
copper version, TP-PMD, was used for server connections. It did not take too long for Ethernet 
to catch up to FDDI’s speed advantage, however, and it started to displace it as the high-speed 
server connection.  !



 
Then, just as FDDI was getting established, the ATM Forum ratified the first ATM specifications, 
which gave FDDI a direct competitor in the backbone. ATM was set to dominate in the 
backbone through the late ’90s because of  its QoS advantages.  !
The adoption by many manufacturers of  QoS features into mainstream Ethernet products meant 
that many organisations did not have to implement ATM across the network. While the struggle 
for dominance went on at the backbone, 10/100Mbit/sec Ethernet cemented itself  for the 
majority of  desktop connections.  !
In the early days of  structured wiring solutions, far-sighted companies looking at saving costs in 
the long term laid fibre in the backbone. In those days it would have been either 10Mbit/sec 
Ethernet or 16Mbit/sec Token Ring on fibre, bridging to departmental subnets using copper on 
the horizontal.  !
Some also laid dark fibre – in other words, unterminated fibre – ready for a potential increase in 
demand for networking bandwidth.  !
ATM – paving the way !
Asynchronous Transfer Mode (ATM) was considered a ‘serious technology’ in carrier voice 
delivery services, and found a niche solution in many corporate backbone networks. It failed to 
capture any significant market share in the true LAN implementations because of  high costs and 
lack of  real demand to the desktop.  !
ATM could not displace Ethernet in the corporate environment, but is still used as the 
infrastructure by carriers today.  !
ATM was born in an AT&T laboratory in Naperville, Illinois, USA, in 1980. It was developed as 
a switching technique that would satisfy voice as well as data in a packet format. At a 1988 



meeting in Seoul, South Korea, the CCITT recommended the use of  ATM for broadband ISDN 
(BISDN), which is a standard public telecommunications infrastructure supporting broadband 
services for both home and business.  !
ATM’s packet-switching technique was achieved by using short fixed-length packets called cells. 
As the cells are of  a fixed length, ATM switch design was simpler. Both the processing of  and the 
variability of  delays are reduced, both of  which are essential for time-sensitive services such as 
video and voice. The cell length is 53 bytes, comprising five header bytes and 48 bytes of  data.  !
In hindsight, ATM can be seen as the true implementation of  ISDN’s goals in that it provided 
seamless voice, video and data services using the SONET/SDH transport mechanism. ATM 
could provide both LAN and WAN services with adaptable capacity.  

 
With one technology providing desk-to-desk seamless communications, the concept of  LAN/
WAN will cease – so the story went. However, the large installed base of  Ethernet precluded 
widespread adoption of  ATM in the LAN. The merging of  the LAN/WAN industry has 
changed the focus, and the merging of  all these services is now not a function of  the hardware, 
but the communications protocols used at the IP layer. !
In 1991, the ATM Forum was founded with an initial membership of  four companies. The 
objective was to accelerate the standardisation of  this new technology for LAN implementation. 
The forum quickly grew to over 600 members from all branches of  computing and 
communications.  !
It is remarkable that, despite its large size and the fact it was not a standards body, but relied on 
vendor co-operation, it managed to complete, publish and implement enough standards to 
enable multi-vendor ATM solutions to be integrated into existing networks of  that time.  !
Standards were critical in making the basic ATM services deliverable with any hope of  vendor 
interoperability. The ATM Forum was unique in its approach. It looked for viable solutions and 



then picked the best, lobbying support using a ‘lead, follow or get out of  the way’ technique. Key 
to the speed of  progress was its two-thirds majority voting rules, radically different from other 
standards bodies such as ANSI or IEEE, which can be stopped in their tracks by an individual 
serious objection.  !
Why didn’t ATM become the mainstream desk-to-desk connectivity technology envisioned by the 
early pioneers? The problem was that ATM was an all-or-nothing solution. To use it meant 
scrapping your existing networking products, which was commercial suicide. If  an organisation 
had 1 000 Ethernet-connected PCs, to change them to ATM in those days would have been 
prohibitively expensive – even before the company bought the ATM switches.  

 
Another major issue was business applications, which were designed to run on existing LAN 
technologies. The only way for ATM to succeed was to simulate a legacy system so that the 
applications would run unchanged. This caused ATM installations to be very complex, as 
reflected in the standards needed to implement a solution.  !
One of  the main attractions of  ATM was its efficient emulation of  circuit switching. Although a 
connectionless technology, it could implement the features of  a connection-based service. QoS is 
the ability to provide an appropriate communications channel for the traffic passing over the 
channel.  !
Voice needs low bandwidth, but must have a continuous service, while data needs very high 
bandwidth in relatively short bursts. QoS needs to be defined and then mechanisms need to be 
available to regulate the service to the defined parameters.  !
Some of  the parameters that control QoS are the cell loss ratio and cell delay variation. Having 
set them for the traffic type, the mechanisms to control and deliver are defined by the service’s 
supported variable bit rate, available bit rate, constant bit rate and explicit bit rate. Mechanisms 
such as flow control and congestion management are all required to deliver QoS.  



!
The practicalities in implementing a QoS scheme place a burden on the switches used to 
construct the network. On a request for a service, a switch needs to know the network topology 
and whether bandwidth is available to support the call before the switch can accept the QoS 
request. Network information can be configured on installation, but this does not fit well with the 
user churn rate that affects IT installations.  !
As a multi-service delivery technology, ATM was seen as a great technology until the end of  the 
1990s, delivering the best of  the circuit-switched and the packet-switched worlds.  !
It was timed correctly for the integration into network service providers’ moves to digital services, 
but was commercially defeated by Ethernet in the LAN and IP (Internet protocol) and Frame 
Relay in public data network services.  !
TDM – gone, but not forgotten !
Time division multiplexing (TDM) was developed to allow a single physical connection to carry a 
number of  lower-performance sources by enabling the signals to be sliced into discrete chunks of  
data that could be combined in a single communications channel without interfering with each 
other.  !
This technique had been used for decades with digitised voice communications to enable many 
phone users to be mixed onto a single carrier while maintaining uninterrupted bandwidth. This 
was achieved by allocating a specific time-slot to a given call, guaranteeing the performance of  
individual calls. However, it was wasteful because it could not re-allocate unused bandwidth to 
other users during a lull in a particular call.  !
The original TDM delivered a circuit-switched connection, in that each call was given a dedicate 
link. To make better use of  the bandwidth, labels or tags were attached to identify the separate 
connections so that any time-slot could be used as long as it was free. The basic packet switching 
techniques formed the basis of  X.25.  !
X.25 offered connection speeds up to 64kbit/sec. While this technology was developing, 
telephony companies under the European standards body, the Comite Consultatif  International 
Telephonique et Telegraphique (CCITT – now called the ITU), developed a digital 
communications mechanism known as Integrated Services Digital Network (ISDN).  !
ISDN was first specified in the 1970s and used a 16kbit/sec signal channel to control the call and 
two 64kbit/sec data channels. These were multiplexed together, up to 32 channels at a time, to 
form the megastream (1 028Mbit/sec) services. The high speed provided a primary rate service, 
the 64kbit/sec low speed provided the secondary rate.  !



ISDN originally used circuit switching techniques similar to TDM’s and suffered the same 
bandwidth inefficiencies. This was not addressed until the mid-1980s when broadband ISDN 
began to solidify as a standard for high-speed digital communications.  !
This was in response to the mistaken but widely held view that the future would see voice 
communications replaced with full-motion video communications, with phones replaced by 
interactive television sets.  !!



PART I 
Chapter 4 
WIRELESS TECHNOLOGIES !
Cable-free networking is now possible. Recent improvements have boosted bandwidth and so 
broadened the scope of  applications for which wireless LANs are appropriate solutions. As the 
standards bodies focus on even greater speeds, applications will become more widespread. 
Compare the latest wireless network standard IEEE802.11a with its speed of  54Mbit/sec with 
the days when the industry said that twisted-pair copper wire had reached its limit at 112kbit/sec! 

 



WIRELESS TECHNOLOGIES !
Networking without cabling has been possible for many years now and is so widespread it’s no 
longer the exception but rather the rule in modern offices, hotels and conference centres as well 
as, increasingly, in the home.  !
Wireless connections that allow users to roam at will have moved from science fiction to 
commodity technology, moving rapidly from the slow, barely 1Mbit/sec transmission speeds to 
54Mbit/sec (for the 802.11a standard) to 300 Mbit/sec (for the 802.11n standard) and now at 
least 500 Mbit/sec for the latest the 802.11ac standard. !
WHY WIRELESS? !
Local area networking has established itself  as the best means to provide company-wide 
connectivity, the sharing of  expensive resources and the seamless integration of  business 
applications. The initial drawback of  LANs - having to install a specialist cabling system which 
was not easily extended or changeable - has been solved by structured wiring schemes with 
wireless access points.  !
Wireless connectivity was driven by the need for mobility. With the popularity of  laptop 
computers over the last decade, came a new breed of  computer user demanding mobility. Users 
wanted to be able to wander freely around corporate departments accompanied by their laptop, 
while having continual access to company data, email services and the Internet.  !
Wireless LANs also became popular for conference room locations, open-plan environments - 
such as large retail floors - as well as areas where staff  members are highly mobile, such as 
hospitals or logistics operations.  !
Wireless networks also extended the reach of  wired network services, not just for the mobile user, 
but from building to building, without incurring carrier tariffs for the external service.  !
Today the laptop has been superseded by the latest tablet PC and supplemented by new-
generation smartphones placing mobility at the top of  every computer users list of  demands. !
While wireless networking was driven by the popularity of  ‘hot-desking’ in the 1990s - to 
accommodate temporary staff, outside consultants and others working on a project basis – today 
its driven by the bring-your-own-device (BYOD) phenomenon which has created a dense 
population of  devices with varying transmit power levels, generating more traffic and creating 
new Wi-Fi design considerations for the enterprise. !
Wireless networks also extended the reach of  wired network services, not just for the mobile user, 
but from building to building, without incurring carrier tariffs for the external service.  



!
Over time, a number of  techniques have been used by wireless network products to transmit data 
including the use of  radio frequencies and infrared light. The technologies differ in usage, 
communications distances and configuration with each displaying strengths and weaknesses 
depending on the application.  !
Spread-Spectrum Technology !
Spread-spectrum remains the most widely used technology for wireless LANs. Originally 
developed in the 1950s by the US government, spread-spectrum provided secure and reliable 
communications in the battlefield. Security is achieved by including a ‘spreading code’ within the 
data stream.  !
Anyone without the spreading code will be unable to tap into the network. By using a unique 
code for each spread-spectrum network, it is possible to use multiple spread-spectrum systems 
within the same area or region.  !
Units that receive data from different networks will not have the correct code, so these data 
transmissions appear to the system as ‘noise’.  !
There is the possibility of  performance degradation if  more than one spread spectrum network is 
in the same area, because each network competes for the same range of  frequencies for 
transmitting the data.  !
When the Federal Communications Commission (FCC) approved spread spectrum for 
commercial use in 1985, it allocated three bands of  frequencies: 902MHz to 928MHz, 
2400MHz to 2483.5MHz, and 5725MHz to 5850MHz.  !
These are the Industrial, Scientific and Medical (ISM). Use of  the ISM bands does not normally 
require a license from the communications regulator in most countries, although their use is 
somewhat regulated to prevent interface problems.  !
End-user licensing is not a requirement, and users can move from area to area without fear of  
interfering with other devices operating at the same frequency – unless there are too many 
networks in the same footprint, at which point data throughput could start to suffer.  !
Narrowband High-Frequency Radio (RF) !
Narrowband high-frequency radio uses low power at 18GHz. This kind of  high-frequency radio 
requires each device to use the same frequency when transmitting and, as narrowband requires a 
clear channel uninterrupted by other devices, each user of  a narrowband product must register 



and obtain a license before operating the device. There are different licensing authorities for 
different geographical regions, making global solutions a problem.  !
Since each transmitter/receiver pair of  devices transmits using its own unique frequency, it is 
unlikely to interfere with other RF devices in the same licensing area. However, if  a device is 
moved to another area where other devices are in operation, it is possible to interfere with a 
device operating on the same frequency. Security on an RF network is maintained and enforced 
by including network IDs as part of  the data system. Without the correct network ID, the data 
cannot be decoded.  !
Infrared !
Most people are familiar with infrared devices such as the TV remote control. Infrared is light, 
although not visible to the human eye. Light, naturally enough, will not penetrate solid objects, 
but, with a frequency of  over 1000GHz, infrared has the bandwidth available to carry hundreds 
of  megabytes of  data.  !
This is how data is transmitted down fibre cables. No government bodies control light 
frequencies, so there are no licensing requirements, which means that infrared technology has 
unlimited use globally.  !
Each infrared device has a transmitter and a receiving unit, which sends and receives; the light is 
then converted to electrical signals. Using mirrors to focus the signal down to a fine beam would 
be one way of  implementing infrared and would allow for high-speed transmission, because most 
of  the light beam is focused to a particular spot.  !
It’s a technique that is typically used when transmitting the beam across buildings or for long 
distances. This method requires that the devices be positioned so they have a clear line of  sight. 
Another approach is to flood a room with the signal by not focusing the beam as much, much like 
a standard light bulb.  !
The advantage is that a transmitter can communicate with multiple receivers. The disadvantage 
is that the distance and data rates are reduced as a result of  the lost energy, so, typically, infrared 
operates between devices which are no more than 25 metres apart.  !
Security in an infrared system is achieved in the same manner as in a high-frequency radio 
system. Network IDs are inserted into the data stream.  !
Without the network ID the data cannot be decoded. As infrared signals are not part of  the radio 
spectrum, they are not regulated.  !



Infrared wireless was marketed heavily in the early nineties, but never became particularly 
popular because it was unreliable – not because of  the technology itself, but because it needs 
uninterrupted line of  sight.  !
For devices in an office to communicate, transceivers had to be placed very carefully to ensure 
people moving around did not cut the beam, and for point-to-point links outdoors, things as 
mundane as birds or inclement weather could interfere with transmission.  !
Wireless RF networks in the ISM band did not have the same problems and were also 
unregulated, so their price dropped rapidly to become easily affordable.  !!

 !
Bluetooth !
Bluetooth is a wireless RF standard originally developed by engineers at Ericsson before being 
embraced by other industry players through the Bluetooth Special Interest Group in 1998.  !
Founding members included Ericsson, Sony Ericsson, IBM, Intel, Toshiba and Nokia, with many 
others joining later.  !
Bluetooth has become popular for connecting peripherals or accessories such as printers, wireless 
headsets and mouses, and most notably for connecting mobile phones to other devices.  !
Bluetooth is not a data networking technology per se, rather it is a device interconnection 
technology, but as the standard became more stable since the early part of  the new century and 
speeds increased, it is being used for more applications.  



!
Falling under IEEE 802.15.1 group, Bluetooth operates at the same radio frequencies as 802.11 
wireless networks, but has much shorter ranges. It is divided into three classes – Class 1 at 
100mW can reach about 100 metres, Class 2 at 2.5mW reaches 10m, and Class 3 at 1mW can 
travel 1m.  !
Bluetooth version 1.0 was slow and unreliable (mostly because of  software implementation 
issues), running at 1Mbit/sec, but by Bluetooth 2.0 many of  the problems had been ironed out 
and speeds had been increased to 3Mbit/sec. Later versions of  Bluetooth addressed security, 
usability and QoS issues.  !
The latest version – v4.0, also called Bluetooth Smart – featuring low energy technology is widely 
available on PCs, smartphones and many thousands of  other devices. !
Bluetooth 4.0 also includes Classic Bluetooth as well as Bluetooth high speed and Bluetooth low 
energy protocols.  !
Bluetooth high speed is based on Wi-Fi, and Classic Bluetooth consists of  legacy Bluetooth 
protocols. !
Bluetooth low energy (BLE), previously known as WiBree, is a subset of  Bluetooth v4.0 with an 
entirely new protocol stack for rapid build-up of  simple links. As an alternative to the Bluetooth 
standard protocols that were introduced in Bluetooth v1.0 to v3.0, it is aimed at very low power 
applications running off  a coin cell. Chip designs allow for two types of  implementation, dual-
mode, single-mode and enhanced past versions.  !
The provisional names WiBree and Bluetooth ULP (Ultra Low Power) were abandoned and the 
BLE name was used for a while. In late 2011, new logos “Bluetooth Smart Ready” for hosts and 
“Bluetooth Smart” for sensors were introduced as the general-public face of  BLE. !
Implementing Wireless !
Environments suitable for wireless networking implementation include those where devices 
typically require the mobility of  employees. It is also useful in environments that cannot 
accommodate standard cabling transmissions, such as electrical, noisy factory environments or 
listed buildings that, for architectural reasons, cannot be wired. !
Example Applications !
• Retail point-of-sale systems with several cash registers. These environments are continually 

being re-organised to present a fresh look to the shopping public. 



• Factory floors where a number of  people walk around inputting information to the central 
computing resource. This makes it difficult to make a direct cable connection to a network. 

• Company environments where the employees are mobile and often change workstations, or 
environments that only require temporary or occasional network connections. 

• Buildings that cannot be modified or altered because of  their historical significance. !

 
There are two approaches that can be used when implementing a wireless network: peer-to-peer 
and hierarchical architectures. The latter is based on a base station controller concept. !
Peer-Level Architecture !
In a peer-level architecture, each device has the same level of  priority. Any device can 
communicate with any other device on the network directly, without going through a mediator. A 
peer-level architecture is less expensive to implement, because it does not require a central 
controller for inter-device communication. When communicating at peer level, however, users 
can experience what is known as the ‘near-far’ problem.  !
The problem occurs when devices close to each other communicate among themselves and are 
unable to communicate with devices located further away from the original group. This is 
because the receivers adjust themselves to the incoming signal, so once they have adjusted to a 
near station, the far station’s signal is below the threshold now acceptable to the receiving station.  !
Networks based on peer-level architecture provide a way for small workgroups to form ad hoc 
networks wherever convenient. Typical examples include groups of  people getting together for a 
meeting or conference without the convenience of  having a central hub available. They generally 
have less need for large amounts of  bandwidth, requiring only the ability to transfer small files or 
to co-ordinate organisers, etc.  !



Using this type of  architecture, throughput speeds are typically 1-2Mbit/ sec and distance is 
limited to around 40 metres. In addition, a peer-level architecture does not lend itself  to 
providing network management capabilities.  !
These systems have largely dropped by the wayside in favour of  base-station architectures.  !
Base-Station Architecture !
As the name implies, this architecture uses a centralised base unit that controls access and 
communications between the devices on the network. The near-far problem, which is prevalent 
in peer-level architectures, does not affect hub-based architectures because each device uses the 
central controller for communicating.  !
The base-station is a convenient location for integrating wireless LAN devices into existing 
networks, and provides a convenient way to allow network managers to control the wireless 
network.  !
These architectures provide wireless LAN devices with high data throughput rates – as much as 
300 Mbit/sec signaling rate, although actual throughput is normally significantly less. A rule of  
thumb is that you’ll typically get around half  the data rate in actual throughput, and that’s 
assuming the wireless connection doesn’t scale back speed because of  interference.  !
These higher-performance implementations provide larger coverage between the wireless LAN 
devices and the base station.  !
Standards bodies have not been slow in responding to market demands for wireless technology. 
The IEEE 802.11 committee has ratified specifications for 11Mbit/sec IEEE 802.11b (in the 
2.4GHz band) and 54Mbit/sec 802.11a (in the 5GHz band) and 802.11g giving 54MBit/sec in 
the 2.4GHz band.  !
Then, 802.11g, which became known globally as Wi-Fi, was theoretically backwards compatible 
with 802.11b equipment, although in practice the presence of  11b could significantly impact 
overall network speed.  !
In 2009 the 802.11n standard was ratified, delivering greater performance, more range, and 
improved reliability than previous standards. Among its key innovations, was multiple-input 
multiple-output (MIMO), a signal processing and smart antenna technique for transmitting 
multiple data streams through multiple antennas. As a result, up to five times the performance 
and up to twice the range compared to the earlier 802.11g standard became available. !



802.11n was able to operate on either the 5 GHz frequency at full speed or on the 2.4 GHz 
frequency in ‘mixed mode’ supporting systems capable of  using 802.11b or 802.11g, but it would 
slow the entire network down to the maximum speed of  the earliest standard connected. !
Today, the fifth generation of  Wi-Fi standards, 802.11ac, builds on IEEE 802.11n in the 5GHz 
spectrum.  Its purpose is to improve data rates into the multi-Gbps speeds, increase RF 
bandwidth utilisation efficiency and support denser AP deployments.     !
Much as 802.11n gave early WLAN infrastructures a much needed boost in performance, 
802.11ac promises to do the same for the next generation of  wireless networks. Fortunately, 
802.11ac is backwards compatible with 802.11n in the 5GHz band, allowing the two to coexist. !
A key focus of  the 802.11ac standard is to bring wired-speed performance to the WLAN, 
meeting user demands for more bandwidth while facing the challenge of  ultra dense client 
environments needing airtime fairness.   !
This is appropriate because Wi-Fi has largely succeeded at displacing Ethernet in the access 
portion of  the corporate network. As a result, the number of  wireless clients in most 
organisations is multiplying at a fast rate and applications such as imaging and video are 
requiring more performance from the average WLAN.   !
As the commercial population becomes more mobile – thanks to the BYOD phenomenon - video 
and voice applications have increased the demand for pervasive bandwidth. !
With an average corporate mobile device/user ratio approaching 2.7 (laptop, tablet, and/or 
smartphone), client congestion has become a problem for wireless networks. !
The challenge for 802.11ac is to meet functional demands and the explosive wireless market 
growth that is expected. !
From a technical perspective, 802.1ac has expected multi-station WLAN throughput of  at least 
one gigabit per second and a single link throughput of  at least 500 Mbit/s.  This is accomplished 
by extending the air interface concepts embraced by 802.11n: These include wider RF 
bandwidth (up to 160 MHz), more MIMO spatial streams (up to eight), multi-user MIMO 
(which allows an AP to transmit to multiple clients simultaneously), and four times the high-
density amplitude modulation (up to 256-QAM from the 64 QAM of  802.11n).  !
802.11ac is also faster because, operating only in the 5GHz band, it allows for more non-
overlapping channels, which means less noise. This gives users the opportunity to design networks 
with higher capacity. !



Note that while wider channel bonding (80MHz and optionally 160MHz) delivers more capacity 
in the band, enterprise networks’ channels should be kept at 40MHz so that adjacent APs are 
assigned non-overlapping channels in the spectrum, thus avoiding interference. !
Other features include multi-User MIMO. This is vital for streaming videos to multiple devices. 
Prior to 802.11ac, data streams from APs were transmitted to each of  its devices separately and 
serially, thereby limiting the effective throughput for each individual device.  !
802.11ac provides up to eight spatial streams which doubles the number of  spatial streams used 
in 802.11n. (Note: In wave-1 only three spatial streams are supported.) 
The beam-forming feature of  802.11ac detects where devices are and intensifies the signal in 
their direction(s) to focus RF energy for better signal strength, rather than broadcast wireless 
signal equally in all directions. !
802.11ac mandates support of  80MHz wide channels with optional 160MHz wide channels to 
achieve higher data rates than are achieved with 802.11n. !

802.11ac Data Rates by Channel Width !
Achieving higher data rates, however, comes at a cost: fewer available channels in the 5 GHz 
band. With 802.11a, there are a total of  24 non-overlapping channels available, but with 
802.11ac, achieving the maximum data rate possible reduces that number to two for 80MHz and 
only one for 160 MHz wide channels. !
The key to applying new technologies such as 802.11ac is first leveraging the necessary expertise 
to successfully plan for the technology’s adoption into the environment.  Many of  the algorithms 
of  802.11n are being reused, but enhanced, with 802.11ac, which should make the technology 
easy to incorporate into existing networks. !
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However, realising the benefits of  802.11ac will not be as simple as replacing access points. 
Instead it will require coordination in a number of  areas including design and planning, 
infrastructure and client devices. !
For example, there is flexibility in how 802.11ac is deployed, so enterprise-class products will ship 
with variations on the number of  antennas, spatial streams and channel widths. It is important 
for organisations to understand how these parameters will impact performance, particularly in 
terms of  the number of  devices supported. !
This is particularly relevant for early enterprise adopters, who will likely be supporting large 
volumes of  single-stream handset clients, as well as clients that use the (soon-to-be-obsolete) 
2.4GHz band. !
There are issues to be weighed between accommodating the high density of  these devices with 
enough channels to avoid co-channel interference and realising the aggregate throughput 
advantages of  the greater channel widths of  80MHz and (after wave-1) 160MHz. !
By 2015 all new Wi-Fi products coming to market are expected to be based on 802.11ac 
technology. This will be welcomed by the environmentally-conscious, as 802.11ac allows client 
devices to consume less power due to minimal power requirements from 11ac chipsets. !
Wireless Regional Area Networks !
One of  the standards that still has significant relevance for the developing world is the IEEE 
802.22 standard, designed some time ago to bring reliable and secure high-speed broadband 
communications to under-served and un-served communities. 
 
This standard for Wireless Regional Area Networks (WRANs) takes advantage of white spaces in 
the TV frequency spectrum between channels. It uses cognitive radio (CR) techniques to allow 
sharing of  a geographically unused spectrum allocated to the television broadcast service, on a 
non-interfering basis, to bring broadband access to hard-to-reach, low population density areas, 
typical of  rural environments.  !
Globally, it has potential for wide applicability. It is the first worldwide effort to define a 
standardised air interface based on CR techniques including dynamic spectrum access, 
incumbent database access, accurate geolocation techniques, spectrum sensing, regulatory 
domain dependent policies, spectrum etiquette and coexistence for optimal use of  the available 
spectrum.  !
It provides broadband wireless access over a large area up to 100km from the transmitter at up to 
22 Mbps per channel. !



Security  !
Separate from their underlying transmission techniques, 802.11 networks have a variety of  
security mechanisms. The original 802.11 specifications defined a simple security protocol called 
WEP (Wireless Equivalent Privacy). This protocol uses a fixed pre-shared key and the RC4 
cryptographic cipher to encode data transmitted on a network. Stations must all agree on the 
fixed key in order to communicate.  !
This scheme was shown to be easily broken and is now rarely used except to discourage transient 
users from joining networks. Current security practice is given by the 802.11i specification that 
defines new cryptographic ciphers and an additional protocol to authenticate stations to an access 
point and exchange keys for doing data communication. Further, cryptographic keys are 
periodically refreshed and there are mechanisms for detecting intrusion attempts and for 
countering them.  !
Another security protocol specification commonly used in wireless networks is WPA (Wi-Fi 
Protected Access). Defining authentication and encryption protocols, it was a precursor to 
802.11i. WPA specifies a subset of  the requirements found in 802.11i and is designed for 
implementation on legacy hardware.  !
Authentication is most commonly done using one of  two techniques: by 802.1X and a backend 
authentication service such as RADIUS, or by a minimal handshake between the station and the 
access point using a pre-shared secret. The former is commonly termed WPA Enterprise with the 
latter known as WPA Personal. Since most people will not set up a RADIUS backend server for 
wireless network, WPA-PSK is by far the most commonly encountered configuration for WPA. !
Specifically WPA requires only the TKIP cipher that is derived from the original WEP cipher. 
802.11i permits use of  TKIP but also requires support for a stronger cipher, AES-CCM, for 
encrypting data. (The AES cipher was not required in WPA because it was deemed too 
computationally costly to be implemented on legacy hardware.) !
The 802.11e defined protocols for deploying multi-media applications such as streaming video 
and voice over IP (VoIP) in an 802.11 network.  !
Like 802.11i, 802.11e also had a precursor specification termed WME (later renamed WMM – 
or Wi-Fi Multimedia) that was defined by an industry group as a subset of  802.11e. It was 
deployed to enable multi-media applications while waiting for the final ratification of  802.11e in 
2007. !
Importantly, 802.11e and WME/WMM enabled prioritised traffic through Quality of  Service 
(QoS) protocols and enhanced media access protocols. Appropriate implementation of  these 
protocols enabled high speed bursting of  data and prioritised traffic flow. 



!
All modern wireless equipment must support WPA2 to be ‘Wi-Fi’ certifiable. Note that a 
common danger in implementing wireless is that often only WEP is enabled by default. WPA2 
runs in Personal mode (encryption only) or Enterprise mode (encryption plus authentication).  !
Both network interface cards and access points have to be WPA or WPA2 capable – this can be 
done through a firmware upgrade in many cases, otherwise new equipment would need to be 
purchased.  !
One of  the best ways to protect a wireless network and its links is through the use of  a virtual 
private network (VPN). VPNs secure communications by creating impenetrable ‘tunnels’ through 
which the encrypted data travels. Many companies provide VPN service to their mobile and 
offsite workers and similar services can be adopted for surveillance systems too. !
An important step in the process is to establish control over the network to authorise, limit or 
block access to the infrastructure based on authentication, location and needs assessments. !
The network management solution selected to perform these tasks should have the ability to 
correlate and sort large volumes of  threat data while providing complete visibility and control of  
the security environment. It should also deliver compliance enablement and, if  possible, support 
an audit process while providing open interoperability with third party devices.  !
Leading systems today offer an array of  forensic tools together with native voice over IP support 
and the ability to upgrade or combine intrusion detection systems (IDS) and intrusion prevention 
systems (IPS) in the same application and within the same ‘box’ or appliance.  !
Several methods can be used to detect threats, including signature-based and anomaly-based 
detection as well as stateful protocol analysis - the process of  comparing predetermined profiles 
of  generally accepted definitions of  benign protocol activity for each protocol state against 
observed events to identify deviations. !
With these defenses in place, it is safe to integrate wireless networks into a broad-based business 
communications infrastructure. In fact, the trend towards converged, multi-service networks is 
very much part of  today’s corporate landscape as organisations move to rationalise technology 
spending by permitting voice, video and data to run over a common communications 
infrastructure.  !
While networks continue to grow organically, some have evolved into convoluted technology 
nightmares. However, it is possible to plan a strategy that ensures service level targets set by an 
organisation’s user community are equally met by data, voice and video systems – including video 
surveillance systems – without undue complexity or cost. !



Before wireless connectivity can become a standardised, widespread solution in most companies, 
there are several issues to be considered, not least of  which is security. The common perception is 
that on a wired LAN, the data stays on the wire. This is not always true. If  one is using a wireless 
LAN, the bits and bytes are flying through the air, available to all.  !
For the real answer to security issues, one must look to the next level in the network layer and 
examine how the data is encoded on the wired or wireless LAN, the power and coverage area of  
the signal, and what security features that particular LAN architecture possesses.  !
Switched Wireless !
The first wireless access points were so-called ‘thick’ APs – they had all the intelligence, security 
and management built into the device. In 2002 a new class of  APs started to come to market, 
consisting of  ‘thin’ APs connected by UTP cables to a wireless switch, creating a new type of  
switched wireless network.  !
The advantage of  ‘thin’ APs in a switched wireless network is that the APs are simpler and 
cheaper to install (they’re typically powered by Power over Ethernet [PoE] meaning only a single 
cable has to be laid to them), and it’s easier to apply policy-based network management and 
security as the intelligence is in the central switch in the wiring closet.  !
Another advantage is that load-balancing and redundancy can be managed more easily, and 
rogue APs can be more easily identified and isolated.  !
Security from an intrusion detection point of  view is also vastly easier in a switched wireless 
infrastructure. The wireless switches themselves are expensive, however, so for smaller networks 
(with only a handful of  APs) it still makes sense to look at a ‘thick’ AP solution.  !
If  there is a down side to think APs it’s the fact that capital expenditure scales linearly with the 
size of  the wireless network, with vendors packing multiple separate APs into single arrays for 
high-density deployments together with software that manages and configures multiple thick APs. !
Installation, interference and propagation issues !
While setting up one or two or three APs is fairly straightforward, a large installation can be very 
difficult in terms of  achieving the desired coverage area with no black spots. Most organisations 
implementing WLAN systems would use the services of  a skilled wireless specialist to do a 
complete site survey.  !
Propagation of  the signal through various materials vary, and some unexpected effects can 
happen where there is a mixture of  construction materials, metal reinforcement or large filing 
systems. Interference also needs to be carefully studied – faulty microwave ovens, cordless phones, 



malfunctioning access points (possibly from devices on other companies’ networks nearby), 
Bluetooth devices and even fluorescent lights.  !
The future of  converged wired/wireless networks !
As many organisations are discovering, gaining an acceptable return on investment from 
corporate networks with separate wired and wireless network management systems is challenging 
in today’s modern business environment. !
The consumerisation and mobilisation of  IT has changed the corporate landscape by enabling 
employees to use their personal, Wi-Fi-enabled smartphones, laptops and tablet computers as 
their primary networking devices in the workplace. It’s a development that has gained 
considerable traction in the last year, thanks to the broad acceptance of  BYOD initiatives. !
As today’s workforce uses a variety of  wired and wireless devices, IT departments are now 
challenged to provide an open networking environment which integrates traditional wired and 
modern wireless components, while maintaining security over corporate data and intellectual 
property and ensuring compliance with acceptable user policies. !
Unified network management is the solution. A unified network is one that integrates wired and 
wireless network elements, rather than having them exist as two separate entities operating in 
parallel. !
Unified network management means having one console handling common wired and wireless 
network functionality. This includes planning, provisioning, configuring and the monitoring of  
network performance, security and integrity. !
The single console should include a number of  unique features that are essential to wireless 
network management, including connection reliability, spectrum management and monitoring, as 
well as location and tracking functionality. !
For many organisations, transitioning from a primary wired Ethernet infrastructure to a unified 
wired and wireless LAN is becoming a top priority in the wake of  increased use by employees of  
multiple operating systems and multimedia services, together with the adoption of  new-
generation cloud technologies, all driven by rising BYOD adoption. !
Dynamic network demands of  this nature are undermining the efficiencies of  many traditional 
corporate networks, a significant number of  which are falling behind in terms of  delivering 
secure services to their diversified user communities with potentially disastrous security 
repercussions.  !



Planning is important when considering a transition to integrated network management. 
Delivering applications to mobile users on a large scale requires a fresh approach to architecting 
wired and wireless networks. Continuing to treat them as separate access networks doesn't make 
business sense as it significantly adds to complexity, high costs and an unpredictable mobile user 
experience.  !
An integrated architecture for unified wired/wireless networking should simplify the access layer 
architecture and provide the IT department with granular controls to securely manage and 
deploy mission-critical business apps and services for both mobile and desk-bound users. !
While almost every networking device in use today has a wireless interface, many of  them still 
have a wired connection port that users can employ when working from their desks. This presents 
IT staff  with the challenge of  creating a fully integrated, easily managed and secure access layer 
network that provides transparent and always-on wired-to-wireless edge services. !!!



PART I 
Chapter 5 
BRIDGING, SWITCHING AND ROUTING !
The LAN devices that we build networks with - bridging, switching and routing have become 
increasingly important as networks increase in size. New technologies mean that virtually every 
port accessing the network is a switched wire-speed port. This section illustrates the major 
differences between devices and some applications. Technologies are merging and being 
implemented directly into silicon, with high speed switches providing routing and the router as a 
hardware device now being considered a software service. 

 



Bridging, Switching and Routing !
Bridging, switching and routing are core technologies. As networks have increased in size over the 
last decade, technology advancements have meant that almost every port accessing the network is 
now a switched port running at full wire speed.  !
Actual throughput is now determined predominantly by interface cards, protocol stacks, 
application software and server response, not by the physical network connections.  !
In this section we examine the most common devices for creating  
high speed network connections, and how we connect networks together.  !
Why the need for speed?  !
The PC’s ability to display complex graphics and images has raised the expectation of  the users. 
They in turn have put greater demands on the communications infrastructure to deliver complex 
high-content documents.  !
If  anything is certain, it is that networks get bigger and, with more users sharing it infrastructure 
– wired or wireless - available bandwidth gets consumed and the network slows down.  !
A good LAN is a victim of  its own success. By enabling information transfer, improvements in 
productivity and ease of  access to information, it encourages more business functions to be 
transferred to PC, tablet, smartphone and other applications running over the network.  !
And it’s the modern devices’ ease of  use and adaptability that are at the root of  the network’s 
bandwidth problem. Modern mobile devices have driven the need for applications to look and 
feel the same, largely because it enables new applications to be adopted very quickly, with the 
minimum of  assistance. The enabler here is the graphical user interface (GUI).  !
Back in the day, users were happy (or unhappy) with simple text until the advent of  windows-type 
graphical front-ends became standard. Complex data and graphics cause bandwidth utilisation 
problems as large, complex files move around the network from storage to printer to workstation 
to mobile device.  !
Interactive Web-based systems that regularly download large chunks of  Java, Flash and ActiveX 
to provide feature-rich interfaces, along with voice and video clips, have accelerated bandwidth 
usage. On top of  this, the use of  Voice over IP for packetising telephone calls to carry over the 
LAN means that low latency and almost 100% reliability have become must-have requirements.  !



You can no longer put a piece of  cable around a building and plug all your computer users into it 
or fill the building with wireless access points and expect fast data transmission. You have to think 
architecture, and you have to think bandwidth conservation.  !
Today’s networks almost all employ a backbone feeder architecture. This is a system involving a 
LAN backbone, with departmental solutions configured as sub-networks which are isolated but 
connected – bridged – onto the backbone.  !
Hubs, Bridging, Switching and Routing !
Star topology Ethernet networks need a way to connect the various devices on the network so 
that each one connects into a single logical segment, allowing the devices to see each other.  !
Common a decade or so ago, the hub (also called a concentrator) was a device that effectively 
acted at Layer 1, taking several copper connections and linking them into a segment, with a little 
bit of  intelligence to monitor for excessive collisions or traffic storms caused by a faulty device, 
and remove them from the segment if  necessary.  !
A hub allowed each device on the network to get a share of  the available bandwidth. It created a 
practical limit on how many workstations could share a single segment. Bandwidth management 
in hubs is thus became a constant headache.  !
Today, hubs have been superseded by switches, which give each device wire-speed network 
connections (i.e. a 10 Mbps connection on a 10BASE-T Ethernet network).  !
Bridging enables filtering of  traffic, removing unnecessary packets and only transferring data in 
and out of  the subnet that explicitly needs to traverse the wider network. This mechanism 
conserves bandwidth by controlling who and what can transfer information onto the backbone.  

 



Super-fast bridges that allow devices to connect simultaneously at wire-speed are called switches. 
In the early days of  switching these devices were only used at highly congested points, but as costs 
have dropped they have become widely available with a variety of  port densities. They have 
effectively replacing hubs as concentrators and bridges as internetworking devices in the network.  !
During the mid ’90s, much of  the processing for switches was embedded into dedicated hardware 
chips known as ASICs (Application-Specific Integrated Circuits) to provide higher speeds and 
add a great deal of  intelligence to what was once a fairly primitive device.  !
Later came solutions with a mixture of  ASIC-based hardware processing with microprocessor-
based software routing and traffic management modules.  !
Bridging between networks is not the only choice in managing traffic – routing performs a similar 
task, and has the advantage of  being able to link different network types and subnets. Routers are 
the most common way to link networks where advanced traffic management is required.  !
Connecting at Layer 2 - fast and simple !
Bridges and routers are defined by where they sit with regard to the OSI reference model. Layer 
1 defines the wiring infrastructure, which can be extended within the standards by using repeaters 
(which cleans up and amplifies the signal and sends it on its way) and hubs (which join segments 
together). These have very limited functionality, but can extend the physical coverage of  the 
network.  

 
Layer 2 describes the access method of  sharing the cabling infrastructure, and products that 
operate at this level are called data link bridges. They behave as a node on the network and can 



link two networks together. Data link bridges receive information for the second network and 
effectively re-send it error-free as new information, while suppressing broadcasts and ensuring 
that only relevant information is forwarded.  !
A switch provides the data link bridging function by creating a point-to-point link between the 
ports communicating, operating at Layer 2 (that is, the MAC address level). The power of  the 
switch is that every connection simultaneously gets its own point-to-point link during its 
particular transmission – a switch is rather like a telephone exchange that sets up hundreds or 
thousands of  simultaneous dedicated circuits for the duration of  any communications, and then 
drops them as soon as they’re done.  !
More advanced switches can also look at Layer 3 or Layer 4 information to enable policy-based 
networking, virtual LANs and prioritisation, blurring the line slightly between switches and 
routers.  !
Because they do not understand logical network addresses, data link bridges and Layer 2 switches 
construct one homogeneous, flat network. This can cause problems if  you think about how 
devices locate each other by broadcasting. Large networks can suffer from bandwidth problems 
caused by excessive broadcast traffic, commonly called broadcast storms.  !
On the upside, bridges and Layer 2 switches work at the Data Link Layer (OSI Layer 2) and are 
independent of  the higher-level protocols, so different communications software can run across 
them. This enables multi-vendor systems to be constructed easily, all sharing the same 
infrastructure.  !
Because bridging performs a simple task – either forward packet or do not forward packet – 
bridging devices can be installed in a network without being configured, and they will 
automatically learn what devices surround them and make their own forwarding decisions in a 
process termed transparent bridging.  !



 
Today, bridging any similar technology - Ethernet-to-Ethernet - is a straightforward task. 
However, in years past bridging dissimilar technology created several problems. Ethernet has a 
maximum packet size of  1 500 bytes, where (for example) Token Ring has a maximum packet 
size of  4 000 bytes. Moving packets from Ethernet to Token Ring is straightforward, but putting 
Token Ring packets on an Ethernet network caused problems.  !
The bridge or switch would need to fragment the bigger packets and sequentially send them at 
the smaller packet size. Then there was the question of  addressing, because the differing 
technologies used different bit patterns to specify the destination. Bridging for linking dissimilar 
technologies by dealing with the differing addressing schemes, while fragmenting and re-
assembling packets, became known as translation bridging.  !
As Ethernet steadily becomes the only LAN technology on enterprise networks, the requirement 
for translation bridging has become obsolete. !
Connecting at Layer 3 - not as fast, much more powerful !
Layer 3 products are network-aware – that is, they can read and use the network addresses. 
Devices operating at this layer on the network are routers and Layer 3 switches (once called 
‘routing switches’). Routers and Layer 3 switches need a specific feature set to support the 
communications protocol being used: on a TCP/IP network, TCP/IP routing capability is 
required, while on a pre-2005 Novell NetWare network you need an IPX-capable router.  !
Most routers can handle multiple protocols, although this has become unimportant as IPX and 
other legacy protocols like Vines have been replaced by IP.  !



In the new paradigm of  silicon-based switching, all functions can be achieved in hardware by 
using specialist ASICs. This increases and reduces variable delay. Today, manufacturers are 
looking to have pure hardware devices.  !
Routers and Layer 3 switches can be used to build big, complex networks and filter out unwanted 
traffic, preserving bandwidth, but with different applications because of  their relative speeds 
versus processing power.  !
The router uses routing protocols to find out where a specific device is located, and determine 
whether or not traffic is allowed to and from that device, or even whole networks. Once 
discovered, network information is entered into a routing table. Routers keep these tables up to 
date and exchange information between themselves using specific routing protocols, so even with 
no data flowing, routers are continually using the communications paths to keep themselves 
configured correctly.  !
When information is broadcast onto the network, the router reads the packet to identify the 
communications protocol and the address for which the packet is destined. From its routing 
tables, the router can determine the paths along which a packet may be sent to the desired 
destination.  !
The router then applies the rules that you have configured into it to ensure that the route taken is 
the most cost-effective for the desired destination. This intelligent use of  communication paths is 
one of  the main advantages that routers have over switches.  !
Routers can be programmed to do very sophisticated traffic management.  !
Layer 3 switches can provide traffic routing and management, and are very much faster than 
equivalent routers as much of  their intelligence is built into hardware ASICs. This speed comes 
at the expense of  sophistication in routing functionality, however, such as routing between 
VLANs or different IP network address structures.  !
The routing function is considered a software service, and routers have now been given the job of  
handling the most complicated routing tasks, especially where additional traffic shaping, 
management or security is needed, such as between the LAN and WAN, or between different 
sections of  large LANs where high levels of  security or segregation are needed.  !
We can construct a network from switches or routers with exactly the same topology, but need to 
choose which device gives the necessary throughput within the performance and cost budget, and 
whether it makes sense to segment a network to create different broadcast domains.  !
When building a network using Layer 2 devices (bridges and simpler switches) we employ the 
IEEE802.2 logical link control (LLC) sub-layer which deals with addressing and multiplexing on 



multi-access media. A disadvantage with this is that one or more of  your communications paths 
will not be fully utilised as they are on standby.  !
Which one to use? !
Building a network using Layer 3 switches and routers, while requiring device support for the 
necessary protocols, has the advantage that all your communications paths will be fully utilised, 
along with enforcement of  your network usage policies.  !
The drawback of  routed links is that each routing device has to process the information and 
determine the path through the network, increasing latency and hence the delay in getting 
information across it.  !
Your buying decision has to be based on price versus performance versus functionality against 
your actual communications requirements and budget.  !
In summary: bridges are most commonly used to increase the size of  networks. They can also be 
used to isolate departments for bandwidth reasons or to keep sensitive information in a given 
domain. Although translational bridges were used to link dissimilar networks (as in an Ethernet to 
Token Ring) today the only remaining application for bridging is connecting wireless LAN 
Ethernet segments to wired LAN Ethernet segments, or connecting wireless LAN to wireless 
LAN.  !
A common way of  making point-to-point wireless links is to take two wireless bridges, fit them 
with high-gain directional antennas, and point them at each other over quite long distances 
(15-20km is entirely possible using standard 802.11b hardware).  !
Layer 2 switches are high-speed bridges that also act as concentrators (hubs), where all devices 
communicate at wire-speed (within limits, of  course) Layer 3 switches incorporate some elements 
of  routing, but implement as much as possible in silicon to give extremely high speeds and low 
latency.  !
The routing function, selecting the correct path, is kept in the software, and once the path is 
established, the transferring of  the information is handled by the ASICs at wire-speed and is 
called stream switching.  



 
When introduced in the early 1990s, switches examined the header of  a frame and forwarded it 
immediately before waiting for the rest of  the frame to arrive. Known as cut-through switches, 
they did not check the entire frame for errors, which made them cheaper and faster than later 
generation equipment which processed the entire packet, checking its integrity and then making 
a forwarding decision.  !
These later devices are known as store-and-forward switches and formed the second wave of  
switches, but as ASIC speeds increased and their price fell, they came to dominate switching.  

 



Note that cut-through switches do not examine an entire frame and so are unable to translate a 
frame from one LAN format to another. Store-and-forward switches can reformat the 
information for a different packet structure, enabling different technologies to be interconnected.  !
A key feature in switches is workstation support capabilities - that is, how many workstations per 
port they can support. Some switches function only in workgroup applications in that they only 
support a single MAC address per switch port. This means one device per port only. System-
based switches allow multiple MAC addresses per port, which allows you to connect downstream 
hubs and switches.  !
The total number of  MAC addresses per unit should be sufficient for the LAN segments that you 
intend to connect. Modern switches support multiple MAC addresses per port.  !
Routers are used inside the LAN when networks are very big and where complex routes exist as 
back-up paths in the event of  line failures, and to connect LANs into WAN infrastructure.  !
As for ‘brouting’ – bridging and routing in one unit – the box primarily routes information, but if  
it does not understand the communications protocol, it reverts to bridging, which can move any 
protocol anywhere.  !
ATM Switching !
Asynchronous Transfer Mode (ATM) has become widely accepted as the standard switching 
mechanism for digital telecommunication networks. It has been deployed within local and wide 
area networking products, but predominantly by wide area public networks. ATM’s small cells 
keep latency low while being able to combine variable bit rate information, such as LAN packets, 
and constant bit rate information, such as voice.  !
Because ATM switching is implemented in hardware and switches can be meshed, it can scale to 
support applications that are orders of  magnitude larger than today’s largest networks.  !
Routing services, not necessarily routers, have a place in their ability to interconnect with 
networks using different security methods. In today’s infrastructures, the routing service is the 
primary means of  interconnecting virtual networks as opposed to yesterday’s physically dissimilar 
networks.  !
Router Considerations !
When using routers, there are a few key considerations. Firstly, there are routing protocols and 
routed protocols. Routing protocols are the standard communications used by the routers to find 
out what the network topology looks like and to keep up to date with the communications links 
that are available for use as communications paths.  



!
Routing protocols include RIP (Router Information Protocol), OSPF (Open Shortest Path First), 
IS-IS (Intermediate System-to-Intermediate System), NHRP (Next Hop Routing Protocol) and 
RSVP (Resource Reservation Protocol).  !
Routed protocols carry the data from one end of  the communications path to the other, while 
checking and error-correcting the data in the destination device. Examples of  routed protocols 
are TCP/IP, IPX and LAT. At the low end of  communication speeds, the router employs serial 
protocols as the routed protocol, such as SLIP (Serial Line Interface Protocol) and PPP (Point-to-
Point Protocol).  !
Routing protocols are management overhead traffic, routed protocols are network traffic that 
carries data and have the necessary routing information built in to them.  !
The protocol found on today’s networks is TCP/IP. TCP/IP networks require that all devices 
have an IP address which is a 32-bit number. This system, known as Internet Protocol Version 4 
(IPv4), is in use today. However, due to the growth of  the Internet and the predicted depletion of  
available addresses, a new addressing system (IPv6), using 128 bits for the address, was developed 
in 1995 and deployed worldwide since the mid-2000s. !
Today the problem that IP addresses cause in a router-based network is that to communicate 
between subnets requires a separate router port for each subnet. So if  a user moves to a new 
location, the IP address would have to be changed to match the new location, requiring the 
efforts of  an administrator. Companies spend sizable amounts of  their network support budget 
on managing their IP addressing schemes.  !
IP Basics !
Internet Protocol is the Internet’s lingua franca and is the de facto communications protocol. As IP is 
an OSI Layer 3 protocol specification, it will run over a wide range of  underlying 
communications media.  !
IP is a common packet format and addressing scheme that provides for connectionless 
communication of  packets across networks which may consist of  different types of  transport 
mechanisms.  !
The IP packet format contains a header, which holds the Internet address to which the packet is 
to be sent, a unique end station, the address of  the sending station, and the actual data to be 
transferred. Routers are able to interpret the destination address on each packet and, using their 
own internal tables, determine the connection to be used to send the packet to its next stop en 
route to the destination. !



IP packets can range in size from a few bytes to many thousand bytes. IP is called a 
connectionless protocol because the end stations don’t have to do anything in advance to set up a 
link to where they want to talk before they send their IP packets.  !
Sending an IP packet is like sending a letter. The letter has an address, which is sufficient in its 
entirety for the postal system to be able to route it to its final destination. Once the IP packet is 
passed on by a node, it is forgotten. The packet then becomes the responsibility of  the receiving 
node.  !
IP is a delivery mechanism; it has no means of  checking what it is transporting. As an example, 
IP itself  does not contain any mechanisms to detect if  a packet is lost in the network, so if  you 
want to be sure that data has been received at the far end, you need some additional protocol 
running over IP to keep track of  this – hence Transmission Control Protocol (TCP).  !
TCP takes data from the application that wants to send it and puts this data into IP packets to be 
sent over the network. TCP also adds a sequence number, and a process for acknowledging 
receipt of  data and requesting a re-transmit in the event that a packet is corrupted or lost. This 
way we can guarantee that data transfers are completed successfully, which is why data 
applications use high-layer protocols.  !
Real-Time Over IP !
When we want to send real-time communications such as voice and video over IP, we are not 
actually that interested in whether we receive every last bit of  the data at the far end. We are 
much more interested in getting the data through quickly in a known time frame. This is because 
voice and video are designed for human consumption, and we can tolerate missing pixels in 
pictures and a mispronunciation, but we cannot have picture frames arriving out of  sequence, 
and we need the beginning of  a sentence before the end of  a sentence.  !
TCP is, therefore, inappropriate. If  we lose an IP packet containing a segment of  speech from a 
phone call, it makes more sense to ignore this – the user just hears a click – than to have TCP 
request a re-transmit.  !
What is required when using IP for real-time applications is some timing information. This is to 
enable the reconstruction of  time sequences for real-time voice or video information into a steady 
stream at the far end. This is specified under the Real-Time Protocol (RTP) as an alternative to 
TCP over IP for communicating real-time voice or video. RTP it is not an established standard.  !
The newer SIP (Session Initiation Protocol) is typically used to set up and tear down calls for 
sessions using RTP. SI is an IETF-defined signaling protocol now widely used for controlling 
voice and video calls over IP. The protocol can be used for creating, modifying and terminating 



two-party (unicast) or multiparty (multicast) sessions. Sessions may consist of  one or several media 
streams. !
Other SIP applications include video conferencing, streaming multimedia distribution, instant 
messaging, presence information, file transfer and online games. The SIP protocol is an 
Application Layer protocol designed to be independent of  the underlying Transport Layer; it can 
run on TCP, User Datagram Protocol (UDP), or Stream Control Transmission Protocol (SCTP). 
It is a text-based protocol, incorporating many elements of  the Hypertext Transfer Protocol 
(HTTP) and the Simple Mail Transfer Protocol (SMTP). !
Today’s networks mix voice packets, video packets and data packets. The voice and video packets 
will come in steady, measured streams that require limited bandwidth, but require minimum of  
delay in getting to the desired destination.  !
The data packets, however, will occur in bursts. This could be bursts of  a few data packets when 
using a transactional application, or a file transfer across the network which streams a flood of  
data packets. With file transfers there is no concern about short delays.  !
If  a file transfer takes three seconds instead of  two seconds to complete, users will not notice, but 
if  voice packets take a few fractions of  a second longer to arrive, we have unacceptable 
interruptions in speech. In real networks, bursty data traffic almost always causes transient 
congestion at concentration points in the network, especially when the information has to cross 
the WAN.  !
Congestion creates more congestion as packets queue up at router ports waiting to get onto the 
congested link. If  voice and video packets are forced to wait in the queue behind data packets, 
you will generate unacceptable delays. With IP, all packets get treated equally. There is no way 
that voice and video packets can jump the queue to avoid delay. This is why bandwidth 
reservation protocol has been adopted.  !
The IEEE has specified Resource ReserVation Protocol (RSVP) as a standard.  RSVP allows 
real-time traffic to be separated into different queues at router ports and given higher priority 
than data. RSVP also involves negotiation between end stations and routers to reserve bandwidth 
for real-time communications.  !
IP multicast real-time transport of  voice and video from point to point is an important aspect of  
a multi-service network. Should a network provide a video source to users, it would be inefficient 
to have ten point-to-point connections for ten users. A better system would be to have one 
connection from the source to the nearest switch, and then have the switch replicate the 
information to the other nine users.  !



This is the concept of  multicasting. Just as the IP family of  protocols has been enhanced to 
handle real-time point-to-point communications, so it has also been enhanced to handle 
multicasts.  !
The way this works is that a workstation wishing to receive a particular multicasts stream requests 
this from its nearest router port on the network, and the routers co-operate in the network to 
ensure that the stream of  IP packets containing the multicast is copied to the router port nearest 
to the requesting user, and thence carried to him over the LAN.  !
Broadcast and unicast, to complete the picture, are methods of  packet delivery.  Unicast packets 
are directed at one specific destination – this is the normal traffic flow on a network. Broadcasts, 
on the other hand, are all station announcements. These are packets meant for every destination 
on the network.  !
They are not intended to cross the network boundary; hence bridges forward broadcasts, while 
routers terminate them. A common broadcast is the ARP request, which is sent by a source 
device that knows that the destination device is on an IP subnet, but does not know its unique 
MAC address.  !
Traffic priority in switched networks !
The flow of  packet-based information across an enterprise network can be controlled effectively 
by products supporting two standards: IEEE802.1Q VLANs and traffic prioritisation protocol 
IEEE802.1p. Products supporting these standards enable data traffic to be analysed, marked with 
an identifier and then controlled via the identifier.  !
These two standards allow a user to configure VLANs and set priority rules throughout the entire 
network. As ingress switches classify frames into VLANs and add the identifier, the traffic can be 
steered to different output queues that define the priority to be given to the particular frame. The 
specific information (VLAN/priority) is shared among switches in the network via the attached 
identifier, known as a frame tag.  !
When frames reach the final switch in the link, the frame tag is removed and the original frame is 
delivered to the user. The best place to assign or classify frames to a VLAN and assign priority is 
at the point at which a user’s frame enters the network fabric at the network edge.  !
When a frame tag is inserted in the original frame, other switches further upstream will make 
forwarding decisions based on the VLAN and the priority placed within the frame tag.  !
Tags can be assigned by port, MAC address, protocol classification, Layer 3 addressing 
classification and Layer 4 socket/port classifications, all within the input switch. Additional 
specifications can assist in a switched network – for example, Layer 3 protocol classification, 



Layer 4 socket/port classification, which facilitate VLANs on business functions, and IGMP 
snooping.  !
IGMP (Internet Group Management Protocol) Snooping !
IGMP snooping is the process of  listening to IGMP network traffic. IGMP snooping, as implied 
by the name, is a feature that allows a network switch to listen in on the IGMP conversation 
between hosts and routers. By listening to these conversations the switch maintains a map of  
which links need which IP multicast streams. Multicasts may be filtered from the links which do 
not need them. !
The increasing deployment of  multimedia and other real-time applications across companies’ 
intranets requires a method of  efficient distribution. IP multicast and the IGMP protocol have 
rapidly emerged as the industry standard technologies for enabling the delivery of  one-to-many 
or many-to-many services such as Web-casting, video-casting, and market data-feeds within an 
IP-based network.  !
By eliminating the need to replicate and then transmit multiple packet flows to each client 
participating in a multicast communication, IP multicast technology conserves network 
bandwidth. In traditional Layer 2 switched (bridged) environments, however, IP multicast 
communications are treated in the same way as broadcast transmissions and flood all ports in the 
broadcast domain (VLAN), which results in bandwidth inefficiency.  !

 
The IGMP standard IETF RFC 1112 defines the format for establishing IP multicast routes in a 
network. According to IGMP operation, end stations access IP multicast applications by 
transmitting ‘join’ and ‘leave’ messages that advertise the client’s preferred status in relation to the 
specific application. IGMP snooping recognises these requests and builds an appropriate 



multicast distribution tree, dynamically distributing Layer 3 IP multicast flows only to those end 
stations configured and registered to receive the service.  !
The benefit of  this feature lies in that it not only that it ensures the availability of  bandwidth 
within the network, but also that it eliminates this type of  multicast traffic to any or all users who 
are not permitted to receive it, thereby enhancing the security of  the communications 
infrastructure.  !
The network administrator has the control to allow or disallow these types of  services by 
individual users.  !
Port-based Classification !
This simplistic method is the default classification method for IEEE802.1Q switches. All frames 
received on a port are classified as belonging to the same VLAN and receive the same priority 
assigned to the port.  !
Protocol Classification !
This advanced feature enables the recognition of  network traffic by protocols such as IP, IPX, 
SNA, AppleTalk, NetBIOS, Banyan and DECnet, enabling QoS policies to be applied to these 
specific protocols. This method works well for containment of  protocols within the network, for 
unknown broadcast containment and to filter certain protocols from entering a network.  !
Layer 3 Address Classification !
This method of  classification allows a user to classify frames based on their Layer 3 network 
address, service type or protocol type. Using this classification method, a user is capable of  
assigning VLANs based on the IP addressing subnet schemes. Assigning  
priority to frames based on network address provides a useful priority service for servers. The 
specific IP address of  a server can be specified as high priority, and all frames to or from this 
server will be given preferential treatment throughout the network.  !
This method also works well for security purposes in that a user can specify that a specific IP 
address, such as the router, is the only access address available to the network.  !
Layer 4 Socket/Port Classification !
This classification allows a user to classify frames based on Layer 4 or application-type 
information. In turn, this makes possible the idea of  containment: as an example, all NetWare 
server SAP advertisements could be contained within a VLAN boundary where only NetWare 
servers reside.  



!
Such a classification method could be used to identify different priority levels assigned to different 
applications. The network could reflect the priorities that the business puts on its business 
processes.  !
The flexibility to define and create 802.1Q VLANs based on protocol, Layer 3 or Layer 4 
classifications can have many important applications in a switched network, such as traffic 
containment around broadcast-intensive protocols such as IPX and AppleTalk.  !
These protocols can be confined only to the intended users, servers and segments by creating 
VLANs specifically for that purpose. Any unwanted protocol types or applications, possibly 
originating from a shared segment, can be filtered out of  the switched network altogether by 
disallowing that protocol at the ingress switch port.  !
You could implement traffic security by monitoring specific protocols and confining them to 
specific authorised switched ports or users, as well as QoS and prioritisation for specific, time-
sensitive applications such as Voice over IP traffic. This can be prioritised or expedited over less 
business-critical applications using 802.1D/p and priority queuing.  !
Giving priority to specific network traffic can ensure delivery of  mission-critical protocols during 
periods of  high bandwidth demand. These standards enable the delivery of  key traffic control 
capabilities without any drastic changes or hardware upgrades. Advanced Layer 3/4 services 
dramatically improve the level of  bandwidth management possible in switched networks.  !!



PART I 
Chapter 6 
THE EVOLUTION OF LAN DESIGN 
Design, performance and virtual networks !
Networks today are moving over to switched infrastructures. Networks are becoming bigger and 
more complex, with an increasing need to be able to build them out efficiently. To map the 
system onto business functions and processes, a feature known as virtual networking has become 
dominant. The options are reviewed, with resulting benefits. 

 



THE EVALUATION OF LAN DESIGN !
From bridges, routers and switches to virtual cloud interfaces !
Nowhere is the old wisdom, ‘stop, think, act’ more true than in network design. A few hours of  
thinking and planning up front can save fortunes in time and money down the line. !
The physical limitations in building design mean there are almost always levels separated by 
concrete floors. In most cases this restricts the installation of  the cable plant to a backbone feeder 
network topology.  !
This is where a high-speed LAN such as Gigabit Ethernet is implemented as the backbone, either 
installed into the building’s infrastructure or in the computer room, depending on the maximum 
runs that the physical cables need to cover.  !
The departmental solutions on each floor are then connected to the backbone, initially by a 
‘network concentrator’ but today by a switch – distributed onto each floor.  

 
This backbone feeder network cable implementation generally consisted of  a fibre optic cable 
backbone and UTP wiring to the desktop. Today wireless links to the desktop are common. 
Distribution to the network is normally done at a departmental level through switches providing 
100 or 1000Mbit/sec port to each desktop, with a high-speed port connecting into the backbone 
at gigabit or 10 gigabit speeds.  !
Stackable switches are standalone boxes that are linked together in stacks to form one logical 
network device with one management IP address.  !
In the past, not all standalone switches were ‘stackable’. ‘Chassis switches’ were large chassis with 
modular blades providing different configurations and very high port densities.  



 
By structuring the network cabling using this backbone feeder approach, the network planner can 
provide a topology that is essentially technology-independent, thus making it easily upgradable as 
new networking standards emerge.  !
This ‘structured’ cabling infrastructure consists of  a number of  standardised smaller elements 
(hence structured) called subsystems. Structured cabling falls into six subsystems: !
Demarcation Point is the point at which the telephone company network ends and connects with 
the wiring at the customer premises. !
Equipment or Telecommunications Rooms house equipment and wiring consolidation points 
which serve the users inside the building or campus. !
Vertical or Riser Cabling connects between the equipment/telecommunications rooms, so named 
because the rooms are typically on different floors. !
Horizontal wiring can be IW (inside wiring) or Plenum Cabling that connects 
telecommunications rooms to individual outlets or work areas on the floor, usually through the 
wireways, conduits or ceiling spaces of  each floor. !
Work-Area Components connect end-user equipment to outlets of  the horizontal cabling system. !
Structured cabling design and installation are governed by a set of  standards that specify wiring 
data centres, offices, and apartment buildings for data or voice communications using various 
kinds of  cable, most commonly category 5e (CAT-5e), category 6 (CAT-6), and fibre optic cabling 
and modular connectors.  !



These standards define how to lay the cabling in various topologies in order to meet the needs of  
the customer, typically using a central patch panel, from where each modular connection can be 
used as needed.  !
Each outlet is then patched into a network switch for network use or into an IP or PBX (private 
branch exchange) telephone system patch panel. !
Lines patched as data ports into a network switch require simple straight-through patch cables at 
the each end to connect a computer. It is common to colour code patch panel cables to identify 
the type of  connection, though structured cabling standards do not require it, except in the 
demarcation wall field. !
Cabling standards demand that all eight conductors in Cat5/5e/6 cable are connected, resisting 
the temptation to 'double-up' or use one cable for both voice and data. IP phone systems, 
however, can run the telephone and the computer on the same single cable. !
POWER OVER ETHERNET !
Power-over-Ethernet (POE) technology describes a system to pass electrical power safely, along 
with data, on Ethernet cabling. The IEEE standard for PoE requires CAT 5 or higher for high 
power levels, but can operate with CAT 3 for low power levels. Power is supplied in common 
mode over two or more of  the differential pairs of  wires found in the Ethernet cables and comes 
from a power supply within a PoE-enabled networking device such as an Ethernet switch or can 
be injected into a cable run with a midspan power supply. !
The original IEEE 802.3af  PoE standard provides up to 15.4 W of  DC power (minimum 44 V 
DC and 350 mA) to each device. Only 12.95 W is assured to be available at the powered device 
as some power is dissipated in the cable. !
The updated IEEE 802.3at PoE standard also known as PoE+ or PoE plus, provides up to 25.5 
W of  power. This standard prohibits a powered device from using all four pairs for power. Some 
vendors have announced products that claim to be compatible with the 802.3at standard and 
offer up to 51 W of  power over a single cable by using all four pairs in the Cat.5 cable. !
Power-over-Ethernet first emerged with wireless LAN (WLAN) implementations. It allowed IT 
managers to install wireless access points in locations where regular power connections were not 
available or were too difficult or too expensive to install.  !
The uptake of  this technology was further advanced when Voice-over-IP (VoIP) solutions 
emerged on the enterprise market in the late 1990s. To meet the strict availability requirements 
of  VoIP in the early days it was necessary to have an alternative power source for IP phones.  !



In case of  a power loss, alternative power for operation is provided to the phones over the 
existing data network infrastructure, which solves one of  the major challenges for VoIP solutions.  !
Today, it has become popular to power VoIP handsets via PoE only, as it saves on cost and 
complexity of  rolling out these devices to every desktop. You don’t have to pay for power supplies 
for each handset, or provide for additional electrical sockets, or worry about power reliability – 
the power conditioning/UPS function is already taken care of  in the wiring cabinet. Low-cost IP 
phones sometimes still need their own power supplies, and don’t support PoE.  !
Power-over-Ethernet can also be used to provide power to other devices which cannot be 
powered by regular power sources for physical or financial reasons. Many enterprises are, for 
instance, interested in expanding the use of  Power-over-Ethernet by powering devices such as 
notebook PCs, security cameras and security card scanners remotely over the network.  !
Power-over-Ethernet Architecture !
The Power-over-Ethernet architecture consists of  two elements: the power-sourcing equipment 
(PSE) and the powered device. The PSE’s main functions are to probe the link segment for 
powered devices, supply power to the link segment only if  a device requesting power is detected, 
monitor the power on the link, and remove power from the link when power limits are exceeded, 
a powered device is disconnected or no longer requests power.  !
PSE devices provide up to 15.4 Watts of  power to a device on the cable plant at 48 volts, drawing 
a maximum of  400 milliamperes. Some power is lost in the worst-case cable plant leaving just 
under 13 Watts of  usable power for attached devices. Some manufacturers support more or less 
power.  !
Power-sourcing equipment is available in the form of  a Midspan Insertion  
Panel (often called a power hub) or as an integrated solution in an enterprise edge switch.  !
Midspan Insertion Panels are installed between the existing edge switch and the powered devices, 
often replace existing patch panels. They provide a cost-effective way to implement Power-over-
Ethernet capabilities in an existing network infrastructure without expensive forklift upgrades of  
the switching equipment. Patch panel selection often works well where only a limited set of  
devices require a powered infrastructure.  !
There is little reason to upgrade or replace a 256 port edge switch to power only a dozen wireless 
access points. A different choice might be made if  every desktop were to receive an IP phone and 
lifeline services are expected. Midspan power-sourcing equipment is typically limited to 10BASE-
T and 100BASE-TX media interfaces as defined by the IEEE 802.3af  standard.  !



Integrated Power-over-Ethernet capabilities may be the preferred method of  deployment if  many 
of  the endpoints require power, or if  the entire infrastructure must be ‘power ready’. While 
integration into the switching equipment eliminates the need for a separate midspan insertion 
panel, it does put a heavy burden on the power system in the switching device.  !
The 15.4 Watt (max) requirement for each switch port providing power may more than double 
the power needs of  the switching device. This type of  power-sourcing equipment is also known as 
endpoint power sourcing equipment. Endpoint power sourcing equipment can be compatible 
with 10Base-T, 100Base-TX, and/or 1000Base-T MDI as defined by the IEEE 802.3af  standard.  !
It is important to develop an accurate power budget for devices powered by PoE to ensure the 
power drawn is within the limits of  the PSE-enabled switch or midspan PSE, and that cooling is 
taken into account in the wiring closet. Note that not all devices draw maximum power, so the 
budget needs to look at the total of  the actual power drawn, not necessarily the maximum 
possible power deliverable.  !
To prevent harm to non-compatible Ethernet devices by Power-over-Ethernet technology, the 
802.3af  and the later 802.3at standards define a powered-device detection method. Power will 
only be applied by power-sourcing equipment if  a powered device has been successfully detected. 
This detection method is independent of  the status of  the data link and has been very effective at 
preventing power from being sent to devices inadvertently plugged into Ethernet outlets with 
PSE devices attached.  !
The power-sourcing equipment can also classify a powered device based on information provided 
by the powered device before power is applied. The classification defines the maximum power 
required by the powered device during the operation and allows PSE devices to better manage 
limited power resources.  !
DESIGNING FOR BETTER MANAGEMENT !
Once the decision is made on the cabling scheme, physical layout and networking technology 
(essentially which flavours of  Ethernet to use), the task of  assessing the network usage must be 
performed to work out where the bulk of  the network traffic is likely to be. Different groups can 
be filtered out onto sub-networks, such as putting each department on its own network, then 
linking these sub-networks onto a corporate-wide backbone network.  !
A major consideration in the design is how the network is to be managed and what the functions 
of  network management are. If  we were focusing on Ethernet, the network management 
problem was well solved and understood. SNMP (Simple Network Management Protocol) from 
the IP arena grew into wide acceptance and is the standard and provides multi-vendor 
management of  all infrastructure products.  !



Networks today are rapidly moving over to switched wireless infrastructures. To map onto the 
business functions and processes, a feature known as virtual networking has become dominant. In 
the mid-1990s, market research and analysis organisation The Yankee Group surveyed network 
managers to discover their requirements, and priority of  achieving these requirements.  !
The summary, which it displayed in order of  importance, was portrayed as a hierarchy of  needs. 
The working principle was that a network manager must service each slice of  the pyramid before 
he moves up a rung and tackles the next problem.  !
DESIGNING FOR SERVICE LEVELS !
A network manager who starts to charge for using services is not going to get a polite response if  
the same user finds that the services are only 50% available, so he must first ensure that a user has 
100% access to all appropriate services.  !
The next step would be to tune network performance to match the user’s application. With a 
working network, the network manager now has time to adjust the network configuration to 
better match the task-oriented workgroups of  his organisation. Naturally, security comes into play 
when isolating the various operations.  !
A combination of  configuration control and a security overlay should enable a network manager 
to match the organisation’s functional split onto the communications infrastructure.  

 
Once users are happy with their service levels and managers are confident about each 
department’s confidentiality, it is reasonably safe for a network manager to account for these 
services. The next step is to negotiate an acceptable service level agreement with the user 
departments, so as to recoup some or all of  the costs of  maintaining the infrastructure.  !



With a regular income guaranteed as long as he can maintain the service levels, automating the 
process can be considered in an attempt to reduce the network department’s overheads and so 
reduce the cross-charging for any given service.  !
Many network managers who review this hierarchy of  needs are frustrated by the fact that they 
already own the networking products and have no idea how to get off  the first rung of  the 
pyramid. If  this is the current state of  networking, we need a redeployment change. The enabling 
technology for this change is switching, and the service provider is virtual networking, which 
allows switches to address the hierarchy of  needs.  !
Telephony systems have one major benefit over networking systems today.  
Financial controllers understand the phone system and are very comfortable making business 
decisions about its usage, such as “no international calls after 6pm”.  !
These same controllers are very uncomfortable with IP networks, as they do not understand IP 
addressing or subnet masks. The use of  policy-based networking and the inclusion of  IP 
accounting will address this discomfort and bring networks under control of  the business financial 
objectives.  !
Most organisations are familiar with the telephone system – so much so, that we take for granted 
the service that it provides. If  you ask some computer users “How is your phone?” they would 
reply, “It’s fine.” They would be shocked if  the phone didn’t work because the phone always 
works.  !
Not only does the phone work, but because the financial people in the organisation understand it, 
they can make decisions such as “These phones cannot make international calls; these other 
phones will be disconnected at 6pm,” and so on. Also, when the boss makes a personal call, he’s 
unlikely to worry that another phone user has the knowledge, skill or equipment to tap into his 
call.  !
The problem facing organisations is that even though businesses run on voice today, the phone is 
not a major resource for employees.  !
If  you say to a PC user, “I will take your phone away for 15 minutes” or “I will take your PC 
away for 15 minutes.” Which do you think they will give up? The phone, of  course. “I can call 
someone later, but I have to get this task done now!”  !
The phone system provides a high level of  availability, manageability and security because it is 
built on a switched infrastructure. The phone system uses circuit switching, which provides a 
dedicated connection between source and destination. In today’s IP networking, we use packet 
switching, which does not require a dedicated connection from source to destination.  !



Therefore, the trick is to get circuit-switched features into a packet-switched network. Once the 
switched infrastructure is in place, how do you get the same service levels that you experience 
with the phone system?  !
The answer is virtual networking. This is the ability to interconnect everything onto a common, 
open network infrastructure and impose your organisation’s structure onto this secure 
communications facility.  !
DESIGNING VIRTUAL LOCAL AREA NETWORKS (VLANs) !
Network managers have had enough experience to know what works, what doesn’t work and, 
most importantly, what business needs to function efficiently. It is unanimously agreed that 
network managers do not want yet more new technology, but they do need solutions.  !
The areas that require some engineering focus are in reducing the operational costs of  
maintaining a network that works, but is flexible enough to match the organisational changes that 
happen in business.  !
These have been addressed earlier as the adds, moves and changes, or churn rate, of  a business, 
which averages out at 22.5% of  employees who move or change their physical connectivity to the 
network but not their job function.  !
Then there is the swat team or workgroup orientation of  performing business tasks, which are 
dynamic and fluid in response to any given market condition that the business faces.  !
With a flat infrastructure supported by switching, adapting to business needs and new 
technologies is easier. The advances made in virtual networking mean that as new corporate 
resources are integrated onto the interface, access control and security issues are simplified.  !
The first step in enabling a network to be flexible and respond dynamically to these changing 
requirements is to move to a flat topology. Removing the hierarchy out of  the network removes 
configuration complications and makes all end nodes equal. The hierarchy can be implemented 
in the core of  the network.  !
The rule of  thumb had always been “Bridge where you can and route where you must.” Today, 
we switch wherever possible, re-connecting Layer 2 at the edge and Layer 3/4 at the core.  !
Adapting this flat structure to changing business needs has become easier in the last decade or 
two. A switched topology provides a data network system equivalent to the telephone system, 
which is also flat and is switch-based. This in turn enables implementation of  some of  the 
telephone-style features, such as closed user groups, hunt groups and so on, but this time at the 
higher-performance and more capable level of  LAN-based systems.  



!
Virtual groups for easier management !
Virtual networking is the ability to create logical workgroups of  users, isolated in their own 
private and secure network from the rest of  the network users. These logical groups can be 
created irrespective of  the technology that provides the network connection for the individual 
workstations and spans the whole network.  !
When you create a VLAN, logical groupings of  switch ports enable communications between the 
stations as if  they were on the same physical LAN. Technically, each VLAN is simply a broadcast 
domain, configured through software.  !
If  a machine is moved to another location, it can remain on the same VLAN broadcast domain 
without hardware reconfiguration. Whereas traditional 802.1D bridged LANs have only one 
broadcast domain, VLAN networks may have multiple virtual broadcast domains within the 
boundary of  a bridged LAN. !
The benefits of  VLANs include flexible network partition and configuration, performance 
improvement, and cost savings. !
Flexibility benefits because VLANs partition the network based on logical groupings instead of  
physical topology, you can move users to new locations without reconfiguration. This provides 
more flexibility and time savings. !
Performance is improved broadcast traffic is segmented into port groupings, which helps preserve 
network bandwidth and saves processor time. (In a traditional network, frames reach all hosts 
within the network. This affects performance when you have a large number of  end users.)  

 
Cost savings result because VLANs eliminate the need for routers to partition LANs into multiple 
broadcast domains.  



!
It is possible not only to build out a VLAN to individual connected devices, but to extend the 
feature into the older, shared media equipment. Existing shared media networking segments can 
connect to the switched infrastructure, and the individual users can be allocated to different 
VLANs. This gives extended capabilities to older legacy systems, increasing their usefulness to 
organisations, and can delay the decision to replace them, saving organisations money.  !
Another VLAN feature is to take special resources – a server, communications resource or even a 
super-user – and configure individual devices to span many virtual networks, while not corrupting 
the separate VLANs.  !
Workstations can be configured into VLANs depending on their job function.  !
Setting VLAN Membership !
If  we consider individual switches, VLANs can be set up by building tables on each port stating 
which ports are in which VLANs. This, however, would mean that if  20 devices were on a shared 
media system and connected to Port 4, then they, by default, would all be on the same VLAN. 
When we come to interconnect switches, port IDs present a problem.  !
If  you have four switches, then you have four Number 1 ports, so MAC addresses are a better 
currency. These port-based VLANs are not very flexible. A better solution would be to create a 
table of  MAC addresses and give the ability to the port to assign multiple VLANs to a port.  !
The MAC address of  network devices is a physical address and unique to each network device, 
just as a phone number is unique to a telephone location.  !
VLANs and Cloud Computing !
Today’s virtual network architectures enable organisations to build their own private cloud 
infrastructures from the data centre to the corporate campus.  !
Cloud computing is a natural evolution of  the widespread adoption of  VLANs and utility 
computing. As an open virtualisation solution, it helps dramatically simplify the design, 
deployment, and management of  networks by tightening integration between application and 
network virtualisation. The architecture also helps to bolster operational efficiencies. !
These virtual architectures consists of  next-generation Ethernet switches, a suite of  network 
virtualisation technologies, authenticated network access control, and private cloud management 
and orchestration tools.  



PART II 
Chapter 1 
WIDE AREA NETWORKING 
Changes in wide area communications !
There is a whole range of  network technologies competing to be the best foundation for wide 
area networks (WANs). Although LANs are traditionally seen as quick and reliable compared to 
WANs, this is changing fast. This section reviews ‘fast packet’ technology options and brings the 
reader up to date with all the jargon used around VPN technology. 

 



WIDE AREA NETWORKING !
From the office building to the world  !
The wide area network (WAN) is a telecommunication network that covers a broad area and 
includes any network that links across metropolitan, regional or national boundaries. The WAN 
is used to relay voice and data among employees, clients, buyers and suppliers from various 
geographical locations. In essence this mode of  telecommunication allows a business to effectively 
carry out its daily function regardless of  location. !
This is in contrast with personal area networks (PANs), local area networks (LANs), campus area 
networks (CANs), or metropolitan area networks (MANs) which are usually limited to a room, 
building, campus or specific metropolitan area respectively. !

 
It may be best to view WANs as computer networking technologies used to transmit voice/data/
video over long distances, and between different LANs, WANs and other localised computer 
networking architectures. This distinction stems from the fact that common LAN technologies 
operating at Layer 1/2 (such as the forms of  Ethernet or Wifi) are often geared towards 
physically localised networks, and thus cannot transmit voice/ data over tens, hundreds or even 
thousands of  kilometres. !
WANs do not only connect physically disparate LANs. A CAN, for example, may have a localised 
backbone of  a WAN technology, which connects different LANs within a campus. This could be 
to facilitate higher bandwidth applications, or provide better functionality for users in the CAN. !



WANs are used to connect LANs and other types of  networks together, so that users and 
computers in one location can communicate with users and computers in other locations.  !
Many WANs are built for one particular organisation and are private. They include military 
networks, banking networks, stock brokerage networks and airline reservation networks. Some 
WANs are very extensive, spanning the globe, but most do not provide true global coverage.  !
Organisations supporting WANs using the Internet Protocol are known as Network service 
providers (NSPs). These form the core of  the Internet. !
Others, built by Internet service providers (ISPs), provide connections from an organisation's 
LAN to the Internet. WANs are often built using leased lines. At each end of  the leased line, a 
router connects the LAN on one side with a second router within the LAN on the other. 
Transmission rates are typically 2 Mbps, 34 Mbps, 45 Mbps, 155 Mbps, 625 Mbps (or sometimes 
considerably more). !
Instead of  using leased lines, WANs can also be built using less costly circuit switching or packet 
switching methods. Network protocols including the ubiquitous TCP/IP deliver transport and 
addressing functions.  !
Protocols including Packet over SONET/SDH, MPLS, ATM and Frame relay are still  used by 
service providers to deliver the links that are used in WANs. X.25 was an important early WAN 
protocol, and is often considered to be the predecessor of  Frame Relay. Many of  the underlying 
protocols and functions of  X.25 are still valid today (with upgrades). !
The world's most popular WAN is the Internet. Some segments of  the Internet, like VPN-based 
extranets, are also WANs in themselves. !
The key advantages of  a WAN include its ability to share software and resources such as printers 
or phone lines to the Internet with connecting workstations. Significantly, everyone on the 
network can use the same data. This avoids problems where some users may have older 
information than others.  !
On the other hand, WANs need a good firewall to restrict outsiders from entering and disrupting 
the network. Security is a concern when many different people have the ability to use information 
from other computers. Protection against hackers and viruses adds complexity and expense.  !
Today's WAN solutions must provide wider reach, greater application awareness and acceleration 
to improve response times - while lowering the cost of  implementation and operation. !
Increasing numbers of  users for more applications creates requirements to extend and 
consolidate network infrastructures. Virtual Private Network (VPN) options for WANs are secure 



enough to augment and/or replace older FR/ATM circuits and provide wider reach, with 
increased flexibility and scalability. !
Newer applications, such as voice and video over IP, and centralisation of  application servers, 
increase traffic load and the risk of  link delay and congestion. Application acceleration platforms 
improve the performance of  applications over the WAN, even for constrained global links and 
where many applications are contending for the same bandwidth. !
Evolution of  the WAN !
X25 and Frame Relay  !
As early as the 1980s X.25 was seen a reliable method of  communicating over noisy (compared 
to modern digital offerings) analogue PTT lines. X.25’s ability to identify errors and to request 
retransmission guaranteed a respectable service, but at a cost.  !
Nevertheless, the throughput in terms of  packets per second for some infrastructures became 
unacceptable and outweighed the benefits gained in reliability. This was because X.25 was 
considered a ‘heavy’ protocol, in that the data content of  the communication is low compared to 
the error checking protocol content.  !
As more digital PTT lines came into service, the need to be so fastidious in terms of  service 
delivery lessened. Hence the creation of  Frame Relay, which is X.25 without the protocol 
overhead. This rapidly gained acceptance.  !
Frame Relay is a simple bit-oriented protocol that assumes that the lines are relatively error-free. 
Being devoid of  the error-checking and recovery mechanisms that slow X.25 down, a typical 
processing time across the node is about two milliseconds for Frame Relay compared to 5-30 
milliseconds for X.25.  !
Today there is a greater emphasis placed on the use of  intelligent end points, such as LAN 
routers, to run error-correction procedures and be responsible for error recovery.  !
As Frame Relay accomplishes switching with the first two layers (physical and data link layer), any 
protocol can be run over it without extra overhead. Therefore it became critical that end stations 
had to run error checking and flow control to maintain reliable connections.  !
Another contribution to the rapid uptake of  WAN technology over the last 30 years is that 
traditional router products were able to be upgraded to Frame Relay, making it a relatively 
inexpensive migration.  !



Frame Relay was able to run on upgraded TDM (time division multiplexed) switches, upgraded 
X.25 switches, PTT carrier circuits, frame switches or cell relay switches.  !
The most efficient method soon became cell relay or fast packet, because these switches were able 
to emulate the same principles as broadband ISDN and use short fixed length cells. This obviated 
the need to use store-and-forward techniques that were implemented by X.25 and frame 
switches. This resulted in a higher and more variable delay. The speeds accommodated by Frame 
Relay technology today range from 56/64kbit/sec up to 45Mbit/sec.  !
Frame Relay services became available in South Africa in the early 1990s, although they began 
being dropped in favour of  MPLS services a decade later - soon after the turn of  the century. !
Integrated Services Digital Network (ISDN)  !
ISDN has been a standard in various forms for over two decades. It had a burst of  popularity in 
the mid 1990s as a dial-on-demand backup/topup service to complement leased lines, and for 
video-conferencing before being eclipsed by technologies like Virtual Private Networks over 
MPLS and ADSL.  !
At the time, ISDN was a marvel, and it served as a pre-cursor to DSL. With ISDN, homeowners 
could use their phone access the Internet on their computer over the same phone line, at the 
same time with improved speed and quality over traditional dial-up service.  
 
ISDN became an issue for the PTTs when it became clear that they would have to upgrade from 
analogue to digital. The first phase of  that upgrade applied only to the backbone network, and 
the second extended the service to subscribers.  !
In 1984 the CCITT (now ITU) specified ISDN as a suitable digital sub-scriber service. A second 
version was specified in 1988 by the European Telecommunications Standards Institute (ETSI). 
ISDN is a digital system providing subscriber services at standard and primary rates across 
multiple channels using the carrier’s circuits.  !
While the technology is outdated today, ISDN remains in use as a videoconferencing solution. In 
certain countries, ISDN is still a popular choice for voice and data transmissions. But in most it 
has been superseded by the faster Digital Subscriber Line technologies. !
Digital Subscriber Line (DSL) !
Digital Subscriber Line (DSL, originally known as Digital Subscriber Loop) has exploded over 
the past decade to become the de facto standard in terms of  the delivery of  broadband technology 
to homes and offices at hundreds of  kilobits/sec (in South Africa) and multi-megabits/sec (in 
other countries).  



!
There are various flavours of  DSL, from SDSL (Symmetric DSL), which provides the same data 
rate upstream and downstream to more popular ADSL (Asymmetric DSL) that provides a slower 
outbound connection and faster inbound connection, which is suitable for most home and small 
office applications.  !
There is also HDSL and HDSL2 (High data rate DSL) running at T1/E1 speeds and higher, 
VDSL and VDSL2 (Very high data rate DSL) running at tens of  megabits per second over very 
short distances in the order of  300 hundred metres, and IDSL (ISDN DSL).  !
By far the most common implementation is ADSL, which is widely available. While it was 
common for ISPs to place a maximum cap on downloads, today uncapped services are offered at 
a flat rate for the month. !
To provide the service, the telephony service company has to install a concentrator (or DSLAM) 
in the central office to connect to all of  the subscriber copper connections. Each client needs a 
DSL modem/router in the home or office.  !
Metropolitan Area Networks (MANs)  !
A MAN typically covers an area of  between 5 and 50 km diameter. The Institute of  Electronic 
and Electrical Engineers (IEEE) finalised the 802.6 specifications for MAN technology in 1994. 
The specification provided for a Distributed Queue Dual Bus mechanism (DQDB) that was 
based on a technology originally developed by a few post-graduate students at the University of  
Western Australia.  !
They formed a company called QPSX Communications, which produced the first products 
supporting DQDB. This Australian proposal, which has been around for more than a decade, 
was adopted as a US industry standard with no input from European companies.  !
MANs offer high-speed communications networks, providing distributed switching between 
nodes and supporting speeds ranging from 45Mbit/sec to 620Mbit/sec, in line with the ATM/B-
ISDN standards. They are typically implemented on single-mode fibre, enabling considerable 
distances to be supported and allowing its use primarily within the boundaries of  a city.  !
Some of  the first MAN installations in Europe were the cities of  Stuttgart and Munich by 
Deutsche Telekom, who was keen to implement them as public networks for large commercial 
concerns.  !
The 10 Gigabit Ethernet Alliance of  manufacturers saw a commercial opportunity to upgrade 
these MANs, which were not specifically designed for data, into super-fast, 10GbE using dense 



wave division multiplexing (DWDM). This is a technique capable of  mixing multiple light sources 
at different wavelengths down a single fibre cable as is rapidly being adopted today.  !
There are different implementations known as Dense WDM and Wide WDM. Each wavelength 
can carry at least one signal, so multiple signals can be crammed into a single fibre, dramatically 
increasing its capacity.  !
The IEEE ratified the 10GbE standard in 2002 as IEEE802.3ae. The benefit to enterprises was a 
uniform end-to-end service with the promise of  company-wide Ethernet which was seen as an 
attractive future.  !
MAN adopted technologies from both LAN and WAN to serve its purpose. In addition to 
DQDB, legacy technologies used include SMDS, ATM and FDDI.  !
Switched Multi-megabit Data Services (SMDS)  !
SMDS used switching and transmission techniques that evolved out of  the technical advances of  
the LAN industry. It was a high-speed, connectionless, public data networking service using cell 
and packet switching, offering LAN performances with wide area connectivity. SMDS offered a 
range of  access speeds from as little as 1.54Mbit/sec (T1) to 45Mbit/sec (T3) in the USA and 
from 2.048Mbit/sec (E1) to 34Mbit/sec (E3) in Europe.  !
This is seen today as the first practical step in delivering high-speed communications in the WAN.  !
Asynchronous Transfer Mode (ATM)  !
ATM was an implementation of  broadband ISDN, providing seamless voice, video and data 
services to the desk at rates from 1.5Mbit/sec to 622Mbit/sec and beyond using the SONET 
transport mechanism in a WAN implementation. It provided both LAN and WAN services of  
seamless scalable capacity.  !
ATM became endangered by the roll-out – over the last decade - of  various high-speed Ethernet 
flavours in WANs. In fact, the ATM promise was what 10 Gigabit Ethernet is delivering today. !
Ethernet, however, was not immediately in a position initially to challenge ATM in the carrier 
market, being slower to ramp up to the speeds and slower to address the quality of  service issues. 
Today, staying native Ethernet from desktop through the WAN to the desktop is commonplace. 
ATM’s role today is confined to deep in the backbone of  both enterprises and carriers.  !
Fiber Distributed Data Interface (FDDI) !



(FDDI) provides a 100Mbit/sec optical standard for data transmission in a local area network 
that can extend in range up to 200kms. In this sense it has been seen as a rival MAN technology. !
Although FDDI logical topology is a ring-based token network, it does not use the IEEE 802.5 
token ring protocol as its basis; instead, its protocol is derived from the IEEE 802.4 token bus 
timed token protocol.  !
In addition to covering large geographical areas, FDDI local area networks can support 
thousands of  users. As a standard underlying medium it uses optical fibre, although it can use 
copper cable, in which case it may be referred to as CDDI (Copper Distributed Data Interface). 
FDDI offers both a Dual-Attached Station (DAS), counter-rotating token ring topology and a 
Single-Attached Station (SAS), token bus passing ring topology. !
FDDI was considered an attractive campus backbone technology in the early to mid 1990s since 
existing Ethernet networks only offered 10Mbit/sec transfer speeds and Token Ring networks 
only offered 4Mbit/sec or 16Mbit/sec speeds.  !
Thus it was the preferred choice of  that era for a high-speed backbone, but FDDI has since been 
effectively obsolesced by fast Ethernet which offered the same 100Mbit/sec speeds, but at a much 
lower cost and, since 1998, by Gigabit Ethernet due to its speed, and even lower cost, and 
ubiquity. !
Satellite Communications  !
Satellite communications have been restricted to voice and low-speed data communications 
because of  the time delay in duplex communications.  !
Satellites used for television broadcasting are not so restricted, as communication is one-way only. 
However, new generation satellites are significantly increasing the amount of  bandwidth in the 
sky. The problem to solve is the provision of  a high-speed service for data communications when 
the transport protocol is TCP/IP.  !
TCP/IP was designed to operate over any type of  network infrastructure with terrestrial 
distances in mind for turn-round delays. The huge distances created by satellite links and the time 
delays involved can severely restrict throughput over TCP/IP links, though the less sensitive UDP 
can achieve greater throughput.  !
New products designed for connecting to satellite links acting as protocol gateways or 
performance-enhancing proxies can overcome the limitations of  TCP. The conditions on satellite 
networks that restrict the speed at which TCP can transmit data include:  !



Latency: Geosynchronous satellites orbit at an altitude of  36 000km, resulting in a round-trip 
time of  approximately 540 milliseconds for a single satellite hop. Without the tuning of  TCP 
parameters, the typical receive window size of  8kbit/sec sets a throughput limit of  only 120kbit/
sec per connection. This would give better Web access to remote users than the traditional 
modem telephony connection, but is insufficient for LAN-to-LAN connectivity.  !
Bit errors: TCP assumes that data loss is caused by congestion on the network, making TCP 
extremely sensitive to the level of  packet loss that naturally occurs over satellite and other wireless 
links.  !
Asymmetric bandwidth: For economic reasons, satellite nets often combine a large forward 
channel with a narrow return path, originally designed for television transmissions that have no 
requirement for interaction with the receiving stations. If  the asymmetry is too great, the return 
path can become a performance bottleneck.  !
Virtual Private Networks (VPNs) over the WAN  !
Geographically dispersed organisations normally operate a WAN to interconnect company 
departments. A major concern businesses have with the use of  WAN technology is the monthly 
cost of  renting the site-to-site connections. VPN technology is able to offer organisations a more 
cost-effective WAN solution compared to fixed-cost least lines by using the shared public 
infrastructure.  !
Phone companies have provided private shared resources for voice messages for over a decade. A 
VPN makes it possible to have the same protected sharing of  public resources for data. 
Companies today are using a private virtual network for both extranets and wide-area intranets.  

 



There are three important VPN technologies: trusted VPNs, secure VPNs, and hybrid VPNs. It is 
important to note that secure VPNs and trusted VPNs are not technically related, and can co-
exist in a single service package.  !
Before the Internet became nearly-universal, a virtual private network consisted of  one or more 
circuits leased from a communications provider. Each leased circuit acted like a single wire in a 
network that was controlled by customer. The communications vendor would sometimes also 
help manage the customer's network, but the basic idea was that a customer could use these 
leased circuits in the same way that they used physical cables in their local network.  !
The privacy afforded by these legacy VPNs was only that the communications provider assured 
the customer that no one else would use the same circuit. This allowed customers to have their 
own IP addressing and their own security policies. A leased circuit ran through one or more 
communications switches, any of  which could be compromised by someone wanting to observe 
the network traffic. The VPN customer trusted the VPN provider to maintain the integrity of  the 
circuits and to use the best available business practices to avoid snooping of  the network traffic. 
Thus, these are called trusted VPNs.  !
As the Internet became more popular as a corporate communications medium, security became 
much more of  a pressing issue for both customers and providers.  !
Seeing that trusted VPNs offered no real security, vendors started to create protocols that would 
allow traffic to be encrypted at the edge of  one network or at the originating computer, moved 
over the Internet like any other data, and then decrypted when it reached the corporate network 
or a receiving computer.  !
This encrypted traffic acts like it is in a tunnel between the two networks: even if  an attacker can 
see the traffic, they cannot read it, and they cannot change the traffic without the changes being 
seen by the receiving party and therefore rejected.  !
Networks that are constructed using encryption are called secure VPNs. More recently, service 
providers have begun to offer a new type of  trusted VPNs, this time using the Internet instead of  
the raw telephone system as the substrate for communications. These new trusted VPNs still do 
not offer security, but they give customers a way to easily create network segments for WANs.  !
In addition, trusted VPN segments can be controlled from a single place, and often come with 
guaranteed quality-of-service (QoS) from the provider.  !
A secure VPN can be run as part of  a trusted VPN, creating a third type of  VPN: hybrid VPNs. 
The secure parts of  a hybrid VPN might be controlled by the customer (such as by using secure 
VPN equipment on their sites) or by the same provider that provides the trusted part of  the 



hybrid VPN. Sometimes an entire hybrid VPN is secured with the secure VPN, but more 
commonly, only a part of  a hybrid VPN is secure.  !
In today’s VPN, dial-up connections to remote users and leased line or Frame  
Relay connections to remote sites are replaced with local connections to an  
ISP or other service provider’s point of  presence (PoP).  !
Using the Internet means that an organisation needs pay for local communications only, while 
remote sites cross the Internet virtually for free.  !
WAN Optimisation !
The adoption of  virtualisation technologies are driving WAN implementations and it is becoming 
clear that WAN optimisation is becoming more important in the second decade of  the new 
millennium. !
Virtualisation technology has created some interesting new opportunities for WANs. Central to 
virtualisation is consolidation and this means more organisations are moving their services back 
to a centralised location. This makes accessing services over the WAN more important. As 
organisations adopt a ‘consolidation mindset’, getting increasingly green and using higher density 
platforms in the data centre, more data will be moving back to the data centre and they will need 
more efficient access over the WAN – a clear opportunity for WAN optimisation. !
Virtualisation has made the workforce more mobile. In some cases, this might involve data 
movement over a WAN. Organisations may be moving virtual image files to and from branch 
offices or some other location. Or, they might be moving services to and from the data centre and 
the branch office for management purposes. WAN optimisation has a role to play here too. !
WAN optimisation can also allow organisations to implement broad-based failover/ failback 
scenarios between those branch offices and the central data centre. Several of  the WAN 
optimisation solutions available now allow data centres to run a WAN optimisation appliance as a 
virtual machine. !
One of  the biggest WAN optimisation technologies is the cloud. Many organisations use WAN 
office connections back into a data centre with centralised access to the Internet. Some may be 
making multiple WAN hops - from remote to branch to a central office, for example. Increasingly, 
people in remote offices are using cloud services to obviate these ‘hops’ and so the cloud can be 
seen as a driver for WAN optimisation in many cases. !!



PART II 
Chapter 2 
MULTI-SERVICE NETWORKING 
Voice, video and data, all on the same network !
Rationalising technology spending is critical, and in the area of  networking this means moving to 
a multi-service communications infrastructure that can carry voice, video and data. Yet networks 
have grown organically over the past decade, with some having morphed into complex 
technology nightmares. We look at how today’s networks can meet tomorrow’s demanding 
challenges. 

 



MULTI-SERVICE NETWORKING !
Voice, video and data, all on the same network  !
Converged networks are very much part of  the modern IT manager’s world. Where once 
bandwidth and availability was the constant struggle, now low latency and prioritisation have 
been added to the ‘must have’ list.  !
The new drive for businesses is to rationalise technology spending, and in networking, this means 
moving to a multi-service network. This is voice, video and data running over a common 
communications infrastructure.  !
Networks have grown organically over the past two decades. Some are complex technology 
nightmares, but it is possible to plan a strategy and move to it without scrapping existing 
investments and starting again. Planning is required to ensure that the service levels required by 
voice and video are acceptable to an organisation’s user community.  !
Future-Proofing the Business  !
A multi-service network is a single network infrastructure that can provide the transportation and 
delivery of  voice, video and data with the correct service level for the specific traffic type. There 
have been several business drivers for moving in this direction.  !
Enterprises need this unification for cost savings in implementing, managing and evolving their 
networks.  !
Retail businesses have discovered that they need voice and video support to properly conduct 
business over the Internet.  !
Educational institutions have discovered that they need it to facilitate the delivery of  distance 
learning.  !
General Business Requirements  !
Most enterprises today use technology to run their businesses. The desktops of  employees whose 
job functions are core to the running and development of  the business are equipped with 
productivity tools to gain efficiency and assist the business in gaining a competitive advantage.  !
These tools consist of  the personal computer, the smartphone, the landline telephone and video-
conferencing equipment. These devices are often equipped with separate kinds of  network 
connection, with each network providing the level of  performance required by the differing 
services.  



 
The PC is usually connected to a LAN that supports bursty traffic, with a best-effort, ‘no 
guarantee of  communications or performance’ connection.  !
The smartphone is connected to a 3G network, while the landline phone is connected to a 
PABX, providing a dedicated connection with some guarantee of  performance, provided that the 
connection is not busy.  !
Video systems tended towards separate ISDN connections wired to the specific user’s desk or to 
specified meeting rooms, but are now moving to desktop videoconferencing systems using the 
LAN.  !
It is easy to see that an organisation which has to install a data network, a telephone network and 
a video network is going to pay for three cabling/ wireless schemes, three sets of  equipment, 
three support groups, and has to negotiate three maintenance contracts. The trend is towards 
convergence, which describes the solution to install one multi-service network that can run data, 
voice and video over a single network infrastructure.  !
Internet and Intranet Business Drivers  !
Today the Internet is a data distribution system, and interactive communication is no longer 
limited to typing to a person to whom you have contacted across the Internet. There are many 
solutions for providing video and voice across the Internet, and they all use clever software 
techniques to overcome the lack of  QoS on the network.  !
E-commerce is driving Web-based voice and video with interactive features like ‘click to talk’. A 
consumer looking at a retail product can access the retailer’s call centre directly from the Web 
page, which means that the Internet infrastructure has to become a multi-service network.  



!
The communications, collaboration and data-exchange technologies built out on the Internet 
crossed over into internal corporate networks as intranets, and then extending it as an 
information and business processing resource for business partners in the form of  extranets.  !
Developments in Video-Conferencing  !
Businesses are discovering that video-conferencing can help to reduce travel costs and improve 
the incorporation of  an international subsidiary into their overall business. Universities are 
finding that they can extend their reach if  they embrace the technology and offer distance-
learning facilities to remote students.  !
Up until now, however, solutions have been based on a conference-room system approach, where 
a meeting room is equipped with video facilities and meeting schedules are set out. This does not 
blend well with the dynamics and spontaneity of  real working practices.  !
What is required is the ability to deliver to the desktop real-time video that is as freely accessible 
as the telephone. Networking manufacturers have had to solve the problem of  multicast 
communications across a switched infrastructure. Factors here are not only the delivery of  
multicast, one source to many recipients, but the prevention of  broadcast situations, reducing the 
risk of  interfering with normal business traffic.  !
The PC manufacturers are assisting in this by providing video compression hardware as a 
standard PC feature, and the PC operating system providers are bundling decompression 
software as a standard feature.  !
Developments in Telephony  !
It would appear that the PC revolution, which brought distributed computing power to every 
desktop and reduced the dependence on the corporate mainframe, is about to repeat itself  in the 
telephony market. The PABX is the telephone equivalent of  yesterday’s mainframe computer, 
having the same cost model and support overhead.  !
Changing a business application when running a call centre requires long development cycles and 
expensive software. The telephony handset has changed very little over the years, and there have 
been very few visible developments to enhance user productivity.  !
Most workers, even with a fully featured phone, still use only the most basic functions. 
Meanwhile, over the past ten years, the PC user interface has evolved dramatically, and these 
changes are now being reflected in advanced telephony systems.  !



The move to a client-server PABX has brought the benefit of  the PC cost model – that is, 
application availability, local supportability and the PC’s graphical interface – directly to 
telephony by improving productivity.  

 
At the same time network managers are resisting paying a fortune for cabling systems that can 
easily handle 10 or 100Mbit/sec, but still have to lay a completely separate cabling plant to 
support telephones that carry signals in the tens of  kilohertz.  !
In the ’90s the ATM Forum responded to the nascent demand for pushing voice onto the data 
network with the Voice Telephony over ATM (VToA) standard for supporting real-time voice 
calls over ATM technology. The WAN industry’s answer was Voice over Frame Relay (VoFR) and 
the network industry came back with specifications for VoIP (Voice over IP) networks.  !
Over time we have been left with VoIP running over QoS-enabled Ethernet networks in the 
LAN, and MPLS-enabled networks in the WAN.  !
Multi-service Background  !
Packet voice technology emerged in the 1980s as Data Over Voice (DOVe), a viable way to 
combine voice and data traffic over private, packet-switched data networks. Concern over voice 
quality limited its market penetration and restricted it to virtual private networks based on 
traditional public switched telephone network (PSTN) services.  !
As the carriers moved to digital infrastructures with the more reliable public data networks 
(PDNs) in the 1990s, a range of  technologies attempted voice integration with data.  !
Wide area communications costs continue to drive the integration of  voice and data services. 
This is particularly true for long-distance and international voice traffic, where great savings can 
be achieved by avoiding public, long-distance voice services.  



!
In 1994, several companies began to experiment with passing Voice over IP networks. The 
attraction was the possibility of  passing voice traffic over the Internet almost for free. IP as a 
telephony protocol clearly paved the way for data and voice integration.  !
Unlike VoFR or VoAT, VoIP suffers from the consequences of  IP’s connectionless character. 
Frame Relay and ATM networks were designed to establish end-to-end connectivity and, during 
communication, they were connection-oriented. This allowed data/voice packets to pass through 
network switches with very low latencies or delay.  !
For voice calls to be successful, the total end-to-end (ear-to-ear) should not exceed about 100 
milliseconds, because anything longer leads to the perception of  lower-than-PSTN quality.  !
Traditional routed networks inject significant delay, primarily because of  the need to do router 
look-ups at each router in the path. Additionally, today’s IP packets are typically larger than 
yesterday’s Frame Relay frames or ATM cells. This leads to longer queuing delays, even for 
prioritised voice packets, which must wait while already existing and larger data packets are 
transmitted out of  buffers and onto relatively slow wide area interconnecting circuits.  !
Most of  these complications have disappeared as networks got faster, and as IP was retro-fitted 
with QoS functionality. A modern network can now easily provide the bandwidth, latency and 
prioritisation needed for VoIP.  !
Challenges !
The major challenge facing router manufacturers today is moving the installed base to a technical 
level that will enable support of  multi-service networking. The technical task is to support voice 
with an acceptable quality of  service that makes it usable.  !
If  we look at the basics of  networking technology and understand the problems that these cause 
to voice traffic, the solution becomes clearer.  !
The first issue is the variable nature of  the data that is transported across the networks. We can 
produce packets of  data from as small as 64 bytes up to 17 000 bytes. If  we were to process these 
packet extremes with a processor working at 10Mbit/sec, a 64-byte packet would be processed in 
microseconds, while the 17 000-byte packet would be processed in tens of  milliseconds.  !
Because we cannot predict how many and what size packets will be on a working network, we 
will be randomly processing in microsecond and millisecond intervals, which causes variable 
delays. Also, when sharing a communications link, a 64-byte packet will take a lot less time to be 
sent out across the link than a 17 000-byte packet, causing further variable delay.  !



Variable delay is the voice killer. Just try holding a satellite-routed, transatlantic call. Any 
significant delay means that both parties start talking at the same time, so you have to make a real 
effort to compensate and ensure that you are speaking in small bursts.  !
If  this delay became variable, you would not know if  the other end had finished speaking or not.  !
We have to eliminate variable delay. One way would be to take the ATM approach by restricting 
packets to a fixed length, but this messes with supporting other IP traffic. As this is not feasible, 
the only alternative is to reduce the requirement for nodes to process the packets – therefore not 
introducing these variable delays in the first place.  !
Layer 4 switches and the use of  RSVP software have resolved this problem in the LAN, and 
MPLS has solved it in the WAN. This is through a mixture of  prioritisation, stream switching 
and traffic shaping. Much of  the latency issue is also disappearing as the clock speeds of  
networking devices increases reducing processing time, and massive increases in data throughput 
in links reduces transmission time.  !
Developments in Local Area Networking  !
Ethernet LAN technologies have a legacy from the infancy of  networking, when the big issue of  
the day was having many users sharing a single cable. Today’s problem is different. Business 
applications have moved from a batch-processing model to an interactive model. The batch-
processing model is well served by the bursty data support provided by traditional shared 
Ethernet, but to support interactive communications, a connection-oriented system is required.  !
Various workarounds have been developed over the years to overcome the inherent unsuitability 
of  shared Ethernet (a contention-based protocol) and IP (a connectionless datagram). Various 
standards have been developed that provide real-time communications ability, and at the same 
time provide better use of  existing bandwidth due to embedded features collectively known as the 
quality of  service (QoS) capability.  !
QoS enables business managers to identify which applications are mission critical, which require 
real-time response, and which can be queued. The available bandwidth is then automatically 
managed and allocated to match these business requirements.  !
Part of  the solution has been to embed extra buffers on switches to enable different types of  
traffic to be separated, so different priorities can be set and different levels of  service can be 
implemented. TCP/IP protocols have also been extended to enable service levels to be requested 
and bandwidth reserved for time-critical applications.  !
The hardware manufacturers implemented IEEE802.1p at Layer 2, traffic classification and 
prioritisation and DiffServ/TOS byte mapping at Layer 3, enabling wire-speed differentiated 



services. At each queuing point in the system, the hardware uses this policy-based classification to 
make buffering and forwarding decisions.  !
To prevent low-priority traffic from waiting indefinitely as higher-priority traffic is serviced, a 
‘weighted fair queuing’ mechanism (WFQ) provides adjustable minimum bandwidth guarantees, 
thereby ensuring that some traffic from each priority class always gets through.  !
Random early detection (RED) can also be applied to keep congestion under control when traffic 
is predominantly TCP-based.  !
Another technique that gives even greater control over bandwidth utilisation is ‘rate limiting’. 
This enables the user to set up a committed access rate (CAR) on traffic that has been classified. 
Each IP flow can be rate-limited at the input. Bandwidth is allocated on a per-flow basis. If  the 
IP flow exceeds the bandwidth limit, the arriving packet is either dropped or assigned to a lower 
priority.  !
Multi-service networking and voice over IP  !
After two decades of  installing data networks and a decade-plus of  enhancements to PC 
networking, virtually all businesses now run on their networks. Every desk is automatically wired 
with telephony support. Video support, although somewhat a late starter, is virtually free on all 
new PCs, the only accessory needed is a camera. Data, voice and video services are available to 
users by default, albeit traditionally across separate networks.  !
The business requirement is to take advantage of  the increased productivity that voice, video and 
data bring, without incurring the operational costs of  running multiple network systems.  !
Multi-service networking is now possible because the underlying technical problem of  ensuring 
QoS over data networks has been solved. Data communications can match business 
requirements, enabling real-time voice and video streams to be prioritised and provided with the 
correct QoS.  !
It was not possible to go out and purchase real-time network applications until the release of  
Winsock 2.0 by Microsoft in 1997. This was the first programme interface where programmers 
could demand a QoS of  the underlying network for the application they were writing. Now the 
ability to demand a QoS for an application is commonplace.  !
Voice on the Backbone  !
In the past ten years the use of  IP telephony has moved from early-adopter organisations to 
almost all organisations. VoIP was first used to connect branch offices with other offices, taking 
inter-branch calls and placing them on the data network. This was done transparently to the user 



– when the PABX detected an inter-branch call it passed the connection out of  a port to a VoIP 
gateway, either a standalone device or a module in the WAN router.  !
If  the VoIP connection failed, the call would be automatically passed back to the PABX to redial 
it through the regular PSTN network, the user (ideally) being none the wiser.  
In the past, most PBXs worked on a ‘port available’ basis as opposed to a ‘call completion’ basis. 
This meant that once the PBX could detect an available port and open it, it would consider the 
call handed off. If  a link failed further downstream the call would be dropped, and a new call 
would have to be initiated by the user.  !
This ‘near end’ signalling is one of  the major weaknesses of  add-on gateways. More recently, 
end-to-end signalling using DPNSS or Qsig enhanced the ability to add supplementary services 
to the network. A caveat is that the PBX needs to support the same end-to-end protocol 
capability (i.e. Qsig or DPNSS).  !
Pushing inter-branch calls over the data network using VoIP saves on PSTN call charges, 
especially if  it is done between cities far apart, or internationally, and makes more efficient use of  
the company’s data networks.  !
The trick here was to ensure that enough bandwidth was reserved to ensure voice calls would 
always get through, but not impact on business-critical data. The practice of  toll-bypass could 
potentially save a company considerable sums of  money if  calls from a sales person in one city (or 
country) could call a customer in another city (or country), with the longest, most expensive part 
of  the call carried over the company’s own data network.  !
In the past, because of  legislation governing PSTN networks, ‘breaking out’ of  the network 
where a VoIP call was then switched back onto the public PSTN network was normally not 
allowed.  !
This has changed as demand from organisations running large call centres created the demand 
for a service where a company could set up a call centre in just one place, but allow customers in 
other cities to still call a local number.  !
Nowadays there are companies that solely exist to provide VoIP solutions to carry customers’ 
calls around the country, or the world, using data networks.  !
Voice to the Desktop  !
At the same time as VoIP was becoming attractive to save long distance call charges at the PABX, 
VoIP phones were being rolled out onto the desktop. VoIP phones give users the familiar handsets 
they are comfortable operating, but use the LAN to carry the call, obviating the need for a 
telephone cabling infrastructure. VoIP handsets also allow features, like being able to log into a 



handset to make it ‘your’ handset wherever you are in a building, or to provide centralised 
electronic directory functions.  !
The standardisation of  Power-over-Ethernet was another major shot in the arm for desktop VoIP, 
as the cost and complexity of  installation dropped. The simplest solution would comprise a UTP 
cable with PoE from the wall jack that plugs into an IP phone, with a fly lead from the phone to 
the PC. One cable for both, no external power supply needed.  !
A simple, possibly cheaper approach is to use the PC to provide the voice digitising and call 
management, with a simple headset plugged into the sound card. Not many of  the networking 
majors got behind this approach, and it’s still a distant second to the dedicated IP phone handset.  !
While cost savings on voice network infrastructure and reducing PSTN charges are a key driver, 
increasingly VoIP to the desktop (whether in the office, or for mobile workers connecting from 
home) is being driven by so-called ‘presence awareness’.  !
It saves on unnecessary calls (why place a call to someone in your organisation if  you can see they 
are busy, out of  the office or in do-not-disturb mode?), and more importantly, presence awareness 
makes tele-commuting more viable.  !
Management has always been an issue with people working from home – supervisors are 
uncomfortable with not knowing whether their staff  are working or not. With presence 
awareness, management can now see when an employee becomes available, whether they answer 
their phone and so on.  !
Cost Issues in VoIP  !
Implementing VoIP is costly, both in terms of  the upgrades to the existing networking 
infrastructure so that it can handle QoS and latency requirements, and in the specialised kit 
needed in terms of  VoIP gateways and handsets.  !
In theory these costs will be recovered in the long term through efficiencies and telecoms cost 
savings, but the numbers have to be done carefully. In terms of  VoIP to the desktop, savings will 
come in not having to install a telephone cabling plant (if  it’s a green-field site), ease of  
administering moves, adds and changes, and in longer-term less measurable ways such as 
increased productivity and advanced business functions, such as the ability to transfer calls along 
with caller information, account and complaint history and so on ( ‘screen pops’).  !
Cost benefits in moving national and international calls to VoIP over the data network is more 
easily measured, but need to be weighed up against the expense of  buying and installing the 
equipment, and upgrading data links to handle the extra traffic. Some VoIP providers will install 
and manage the equipment for free, and charge a fee for every voice minute carried.  



!
Technical issues in VoIP  !
There are four main factors to consider when looking at implementing VoIP: quality, security, 
simplicity and accountability.  !
Quality: Users expect an almost 100% uptime from the telephone system, which means having to 
re-examine the network for redundancy, hot-swapability of  key components and a meshed 
infrastructure to protect against congestion and single points of  failure. Latency is a key factor 
here, where voice calls need to be of  at least a similar quality to what users expect from their 
traditional phones (which is around 45ms). 60 to 80ms is more than acceptable, 100ms is getting 
close to irritating.  !
Security: Part of  reliability is security. Now that the voice calls are running over data networks, 
they are subject to the same threats, including denial of  service attacks and interception . A VoIP 
network has to be managed according to strict centralised security and policy systems. 
  
Simplicity: While users may be more or less tech-savvy when it comes to their desktop computers, 
they all expect to be able to simply pick up a phone and make a call. Simplicity also has a bearing 
on reliability and the ability to scale the network to support new devices or business applications.  !
Accountability: Critical to the success of  a VoIP installation is the ability to know who is making 
calls, when, where and for how long to be able to maximise return on investment, and to be able 
to provide Service Levels at an appropriate cost.  !
VoIP Protocols  !
To connect a data-based VoIP network to a circuit-switched PSTN network, a set of  standards is 
needed. One set was developed by the ITU-T called H.323 for packet-based multimedia 
networks, which became widely implemented in VoIP. Along with H.323 there is MGCP (Media 
Gateway Control Protocol) and H.248 (IETF RFC 2885/‘Megaco’, which extends MGCP), and 
SIP (Session Initiation Protocol).  !
There are two approaches to building out a VoIP network, either centralised or distributed. 
Centralised systems commonly use MGCP or H.248, and have intelligence at the centre with 
relatively dumb end terminals. The advantage here obviously is simpler implementation and 
easier management.  !
The down-side is loss of  flexibility, scalability and features, which is why decentralised 
architectures based on H.323 and SIP have proved popular. In a decentralised architecture, the 
protocols allow some distribution of  intelligence between end devices and call control devices. 



This means call state, supported features, routing, billing and other call handling requirements 
can be handled by devices at various places in the network.  !
End devices including gateways, IP phones, messaging systems or media servers, and call control 
devices comprising gateways in H.323 networks and proxy servers in SIP networks.  !
A distributed, decentralised system allows voice applications to be treated as any other distributed 
IP application. A downside is the relative complexity, and difficulty in mapping a distributed 
architecture to a traditional, highly centralised PSTN architecture.  !
H.323 – still the most common technology for VoIP. It was originally designed to carry 
multimedia traffic on the LAN, and is still widely used in video-conferencing applications. It is a 
very comprehensive suite, providing signalling and call-control from call establishment to network 
resource reservation.  !
H.323 was originally created to provide a mechanism for transporting multimedia applications 
over local-area networks. Although H.323 is still used by numerous vendors for 
videoconferencing applications, it has evolved to address the growing needs of  VoIP networks. 
Because of  its early availability and these advancements, H.323 is currently the most widely used 
VoIP signalling and call-control protocol, with international and domestic carriers relying on it to 
handle billions of  minutes of  use each year.  !
H.323 is considered an ‘umbrella protocol’ because it defines all aspects of  call transmission, 
from call establishment to capabilities exchange to network resource availability. H.323 defines 
Registration, Admission, and Status (RAS) protocols for call routing, H.225 protocols for call 
setup, and H.245 protocols for capabilities exchange.  !
H.323 is based on the ISDN Q.931 protocol, so it interoperates fairly easily with legacy PSTN 
technologies such as Signalling System 7 (SS7). SIP (Session Initiation Protocol) – a multimedia 
protocol derived from architectures used in popular Internet applications. It is a distributed 
architecture that emphasises simplicity, using URLs for naming and plain text messages for 
signalling. SIP can be used for VoIP as well as videoconferencing and instant messaging, making 
it eminently suitable to integrate voice/video/IM/presence applications.  !
SIP only defines how sessions are to be set up and torn down, using other IETF protocols for 
determining other session characteristics, like DNS for service location or Telephony Routing 
over IP (TRIP) for call routing. SIP is also transport-independent, because SIP can be used with 
UDP, TCP, ATM and others.  !
Parts of  a VoIP network  !



In a typical VoIP network based on H.323, the endpoints are on a LAN, and there is a gateway 
(or gateways) between the LAN and the PSTN, and sometimes a gatekeeper that handles 
admission control. In a more advanced implementation a Multipoint Control Unit (MCU) 
provides for conference calls for three or more endpoints.  !
Terminals  !
Terminals in a VoIP network typically implement voice transmission functions and must include 
at least one voice CODEC (Compressor/ Decompressor) to packetise or de-packetise voice. 
CODECs vary widely in processing requirements and delay, voice quality and bandwidth 
requirement. H.323 terminals also need to be able to support call setup, tear down and so on. 
Standards within H.323 include H.225.0 for RAS (registration, admission and status) and call 
signalling, H.245 to exchange capabilities (compression, encryption, flow control).  !
Gateways  !
Gateways act as the interface between a VoIP network and other networks such as the PSTN or 
internal PBX. Gateways translate signalling between the different regimes, and compress or 
decompress voice if  necessary when connecting into an analogue network.  !
Gatekeeper  !
In a modern network, a gatekeeper manages zones and logical collections of  devices, and may 
provide load-balancing and redundancy capability. The gatekeeper would be designed to handle 
the more intelligent, policy-based network management features and access control, rather than 
the pure call processing of  gateways. In call control, gatekeepers perform two important 
functions: address translation from LAN aliases of  terminal or gateway devices to IP addresses, 
and bandwidth management.  !
Multipoint Control Unit (MCU)  !
In implementations with teleconference facilities, the MCU handles multiple call control. The 
multipoint controller (MC) manages signalling and control messages, and the multipoint 
processor (MP) takes streams from endpoints, replicates them as necessary and passes them to the 
correct endpoints.  !
An MCU can be a standalone device, or be integrated into a terminal device, into a gateway or 
into a gatekeeper.  !
CODECS  !



Dating back to the early days of  digitised telephony, PCM (pulse code modulated) streams were 
64kbps voice channels carried on T1/E1 lines. Advancing technology allowed these voice 
channels to be compressed into smaller and smaller streams while preserving voice quality. This 
compression and decompression is handled by CODECs.  !
CODECs can be evaluated in terms of  four criteria:  !
Compressed voice rate: Streams can vary from 64kbit/sec per channel down to 8, 6.4 or even 
5.3kbit/sec. Remember that network protocol overhead still needs to be accounted for when 
budgeting for bandwidth.  !
Complexity: Higher compression ratios inevitably mean greater complexity in compressing and 
decompressing voice data, which means more processing resources needed.  !
Voice quality: Not all CODECs are created equal, and some have better overall voice quality 
than others for the same compression factor.  !
Digitising delay: Different algorithms require varying amounts of  speech to be buffered before it 
is compressed, creating differences in end-to-end delay which affects the users’ experience of  
voice quality.  !
Factors influencing voice quality  !
In a packet network, voice quality is affected firstly by the design of  the end-point terminals in 
terms of  quality of  analogue-to-digital conversion and compression/ decompression, but also by 
network-related factors: latency, jitter and packet loss.  !
Latency  !
A two-way telephone conversation is very sensitive to latency. For normal or near-normal speech, 
users notice (and are aggravated by) delays of  250 milliseconds or more. This is the upper limit, 
the ITU-T specifies a maximum latency of  150 milliseconds in the G.114 recommendations for 
national networks.  !
When building a VoIP network, the designer needs to accurately calculate the delay that would 
be added by each device in the chain from endpoint to endpoint to determine a latency budget. 
These components could have a fixed or variable latency – a data line may have a fixed latency 
determined by transmission delay, while a core router may have queuing delay determined by the 
current load.  !
Key sources of  latency:  !



Backbone or network latency: This is determined by the number of  router hops, how fast the 
routers are, and whether it is possible to give certain traffic priority. If  the VoIP connections are 
being made across a WAN, it may be possible to negotiate minimum service levels in latency from 
the service provider of  a managed backbone network.  !
CODECs: Each implementation has a certain amount of  latency as voice is digitised and 
compressed, and the reverse done on the other side. Often CODECs that create lower 
bandwidth streams have higher latency. CODEC standards have clearly defined latency metrics.  !
Jitter buffers: These buffers hold packets temporarily to smooth traffic flows and reduce packet 
loss and out-of-order packets. The jitter buffer size is configurable to be optimised for a particular 
network. Jitter and latency are related, but are not the same. Latency is the amount of  time a 
packet spends in the network, jitter is the regularity with which packets arrive.  !
The voice source creates packets in a steady stream, the decompression system on the other side 
expects packets in a steady stream, but in a large, distributed network there may be variable delay 
on different paths that packets may take.  !
The decompression system needs packets in order, so a common solution is a ‘jitter buffer’ which 
delays packets to allow late packets to arrive, or reorganise out-of-order packets (determined by 
examining sequence numbers in the RTP frame), and then present them to the decompressor in a 
steady stream.  !
The size of  the jitter buffer directly affects overall latency. It can be minimised by reducing 
latency on all possible paths – the buffer needs to accommodate the slowest possible path, 
meaning you have to cater for the ‘weakest link’, and make a decision as to when a missing packet 
can be ignored. Careful judgment is needed in terms of  a trade-off  in how much packet loss can 
be tolerated to maintain a reasonable buffer size.  !
Packet loss: In any network packets are lost – overloaded links, media errors, interference, etc. 
Network protocols normally ensure packet recovery, but re-transmits in a voice connection could 
exceed latency thresholds, resulting in dropped packets.  !
Audio CODECs are designed to accommodate the occasional dropped packet by using 
techniques such as interpolating between the two packets on either side of  the missing one to 
reduce clicks or silences. At a particular threshold, packet loss becomes noticeable to the user as 
degraded voice quality, typically at around 5% of  packets lost. Voice quality degradation is 
particularly noticeable when several packets are lost in sequence, so it is important to know 
whether packets are being dropped fairly randomly or in bursts.  !
Performance metrics in VoIP networks  !



There is more to a VoIP network than having clear, intelligible voice links. Amongst other 
parameters that need to be noted are call setup time and call success ratio, which directly impact 
the users’ perception of  the reliability of  the technology.  !
Call setup time is the time taken from dialling the number to having a voice connection 
established. People are used to call setup times of  a few scant seconds in the PSTN world, and 
expect nothing less from a VoIP system.  !
Call success ratio defines how many times you need to dial to get a successful connection. Most 
users of  PSTN systems would expect an almost 100% success rate.  
A third metric, call setup rate is more important to the network manager than the user. It defines 
how quickly (in calls/sec) you can set up and tear down calls. If  call setup rate is low, you may 
struggle to fill your upper limit on the number VoIP calls you can actually handle (maximum 
simultaneous calls), simply because you can’t get them connected fast enough.  !
Measuring voice quality  !
There are two ITU standards that attempt to standardise voice quality. The ‘Mean Opinion 
Score’ (MOS, defined in P.800) is a subjective measure, and ‘Perceptual Evaluation of  Speech 
Quality’ (PESQ, defined in P.862) is objective. MOS is still the preferred method which uses 
subjective studies with human subjects in controlled conditions. PESQ is an attempt to automate 
this into a standardised non-human test, but in real life conditions is problematic. PESQ recently 
superseded an older method   called ‘Perceptual Speech Quality Measure’ (PSQM, P.861) that 
was good for switched PSTN networks, but gave inaccurate scores in some data networks under  
load.  !
The MOS scale runs from 1 to 5, with 5 being best. A rating of  4 is defined as ‘toll quality’, or 
equivalent to what you can expect on a PSTN network.  !!



PART II 
Chapter 3 
INTRODUCING IPV6 !
IPv4 is still serving enterprises well, and will continue to do so for many years. In this section we 
look at the shortcomings in IPv4 and how they are addressed in IPv6. !

 



INTRODUCING IPV6 !
With the internet approaching its half-century, new technologies are being developed to replace 
those that have grown old and creaking. From a network manager’s perspective, one of  the most 
important recent updates has been the introduction of  IPv6 – the new version of  Internet 
Protocol addresses. !
Officially the world said goodbye to IP version 4 in February 2011 when it was estimated by the 
IANA (Internet Assigned Numbers Authority), that version 4’s addresses were exhausted. !
Almost since the inception of  the Internet, IPv4 was the gateway to the World Wide Web for 
millions of  people. IPv4 creators based the protocol on an address length of  32 bits, capable of  
supporting a potential four billion network hosts, surely enough to cater for the computing needs 
of  the whole world?  !
The reality however, was the number of  usable addresses was significantly less. It was calculated 
that IPv4 provided usable addresses for ‘only’ 250 million hosts.  !
The continued growth of  the Internet is such that the one billion Internet user mark was passed 
in 2006 and the two billion mark came up in 2011.  !
With the US Census Bureau estimating that the world’s population will reach nine billion people 
by the year 2050, a protocol had to be found to cater for all these people having Internet access.  !
This need was compounded by the aggressive rollout of  high speed broad-band access, 
integrated IP telephony services and the pervasive use of  networked devices such as PDAs, smart 
cell phones, tablet PCs and a host of  WiFi devices. Today it is common for a single user to have 
multiple Internet-connected devices. !
Prior to the advent of  IPv6, it was considered possible to include additional addresses within IPv4 
- and extend its lifetime - with technologies such as Network Address Translation (NAT) and 
Classless Inter-domain Routing (CIDR).  !
However, these techniques proved to be only short-term fixes and brought with them a different 
set of  problems, for example NAT inhibits host-to-host communications, one of  the founding 
principles of  the Internet’s design and the basis of  modern cloud computing.  !
Lack of  IP address space became a strategic issue around 2006, especially in Africa, Asia and 
some parts of  Europe where access to blocks of  IP addresses was severely limited.  !
When IP addresses were originally handed out, the United States had the most advanced 
computer technology infrastructures, so it came as no surprise that it held around 75% of  all 



IPv4 addresses. However, times have changed and new computer ‘superpowers’ have emerged in 
the form of  China, India, Japan and Korea to name a few countries with fast-developing Internet 
infrastructures. !
By 2008 there was a significant ‘push’ for the implementation of  a new protocol, one that would 
resolve not just the question of  address depletion but other critical limitations of  IPv4 including 
its inefficient packet handling and difficulties associated with network authentication and security.  !
Introducing IP version 6  !
As far back as the early 1990s the Internet Engineering Task Force (IETF) formed the Internet 
Protocol Next Generation (IPng) Working Group whose remit was to create a more scalable 
Internet protocol whilst also addressing the critical failings surrounding IPv4.  !
Introducing several major modifications, IPv6 not only extends the address length to 128 bits, but 
also changes the IP header format and the way header information is processed.  (Note that IPv5 
was developed, but remains to this day in the domain of  research.) !
IPv6 quadruples the number of  network address bits from 32 for IPv4 to one that it is structured 
on a 128-bit long address. Thus IP6 extends IPv4’s theoretical limit of  four billion addresses to 
340 trillion, trillion, trillion - more than enough unique addresses to cater for every network 
device on the planet today and far into the future.  !
While a larger address space enhances global reachability and scalability and makes allocation of  
blocks easier and less prone to fragmentation, IPv6 provides additional benefits, including:  !
1.  Simplified header format for efficient packet handling !
The IPv6 header has a simplified format which has a fixed length of  40 bits, compared to IPv4 in 
which the header was either 20, 40 or 60 bits wide. This also makes it suitable for devices with 
low processing power. !
In IPv6, option fields are placed in extension headers that are placed after the IPv6 header. If  the 
optional fields aren’t used, the extension headers aren’t necessary, thus reducing the packet size. !
This is achieved via a feature known as ‘flow labeling capacity’ which enables labeling of  packets 
to be a particular flow that requires special handling. While this might seem long, it can be 
simplified by dropping groups of  leading zeros and replacing them with colons. !
The streamlined IPv6 header provides more efficient processing at intermediate routers. Routers 
no longer do fragmentation in IPv6, therefore, removing the processing issues caused by routers 
managing IPv4 fragmentation. Also there is no need to recalculate checksum, and to improve 



performance still further all the fields in IPv6 are 64 bits, taking advantage of  the current 
generation of  64 bit processors.  !
2.  Hierarchical network architecture for routing efficiency  !
The Internet is hierarchical in nature and the IPv6 protocol is designed with this in mind. IPv6 
global addresses are designed to create an efficient, hierarchical and summarisable routing 
infrastructure. This enables backbone routers to have much smaller routing tables and therefore a 
more stable Internet as a result  !
3.  Auto-configuration and plug and play support  !
With the rapid increase in the sheer number of  devices on the Internet today, enhanced dynamic 
re-configurability is a necessity. IPv6’s plug-n-play capabilities such as anycast address support 
and address auto-configuration, which simplifies host configuration by using addresses that are 
derived from prefixes advertised by local routers, are indispensable features.  !
4.  Elimination of  the need for Network Address Translation (NAT) and Application Layer 
Gateways (ALG)  !
In the past, NAT has proven to be an effective way for many hosts to share a single or small 
group of  public IPv4 addresses. However one of  the most critical deficiencies of  NAT based 
architectures is their inability to allow host-to-host communications. A NAT access network 
simply does not allow client devices to run as servers because of  NAT’s inability to map incoming 
connections to its clients’ private IP.  !
One workaround to this solution was to deploy an Application Level Gateway (ALG) on the NAT 
for each service of  interest. This proved to be a costly solution for enabling just a few services 
through NATs.  !
IPv6 has none of  these limitations, allowing a much simpler implementation for applications such 
as Voice-over-IP and real-time videoconferencing.  !
5.  Embedded security with mandatory IPSec implementation  !
In an IPv4 environment using NATs, IPSec cannot be deployed end-to-end. While there are 
workarounds to this implementation they all have limitations and risks.  !
IPSec is natively supported in IPv6 and thus any device that supports IPv6 can communicate 
using IPSec regardless of  the device’s operating system. Therefore, end-to-end security is easier 
to build and deploy in today’s IPv6 world. !



6.  Enhanced support for Mobile IP and Mobile Computing Devices  !
Mobile IPv4 is the IETF standard for handling mobility of  an IPv4 node across the Internet, but 
implementation of  Mobile IP was difficult and cumbersome. Within an IPv6 environment, 
Mobile IP design and deployment enjoys both the availability of  addresses and extensibility 
provided by the IPv6 protocol.  !
The simplification of  mobile networking in IPv6 will enable Internet users to remain seamlessly 
connected and easily reachable when portable or mobile devices move from their home networks 
to other unaffiliated networks.  !
7.  Better Support for Quality of  Service (QoS)  !
QoS is also natively supported in IPv6. New fields in the IPv6 header define how traffic is 
identified and handled. QoS is vital for the support of  applications that require guaranteed 
throughput like VoIP.  !
Because the traffic is identified in the IPv6 header, support for QoS can be easily achieved even 
when the packet payload is encrypted with IPSec.  !
The key drivers behind the widespread adoption of  IPv6 include the lack of  address space in 
Asia. As a result China, Korea and Japan have migrated to IPv6 faster than countries in Europe 
and North America. Another factor influencing the rapid adoption of  IPv6 is the fact that the US 
Department of  Defense (DOD) has mandated that only IPv6 capable products can be developed, 
procured or acquired for the Global Information Grid project.  !
While IPv4 remains a supported protocol, IPv6 packets today account for significant amounts of  
Internet traffic.  !!



PART III 
Chapter 1 
THE CHALLENGE OF NETWORK MANAGEMENT 
Tools and technologies in managing a network !
Underlying the modern management console’s graphical user interface is a series of  protocols 
that the technically oriented network manager will need to understand. In this section we look at 
key protocols, and how artificial intelligence is helping keep things under control. 

 



THE CHALLENGE OF NETWORK MANAGEMENT !
Network management is the least attractive, but most demanding, part of  running a large 
network. Unless the network manager knows exactly what is going on in the network – and why - 
keeping it running will be a guessing game relying on under-utilised resources.  !
Essentially, network management centres on the activities, methods, procedures and tools 
required to maintain the operation, administration, maintenance and provisioning of  all 
networked systems and sub-systems. !
Operation deals with keeping the network (and the services that the network provides) up and 
running smoothly. It includes monitoring the network to spot problems as soon as possible, ideally 
before users are made aware of  them and their activities are negatively impacted. !
Administration deals with keeping track of  resources in the network and how they are assigned. It 
includes all the ‘housekeeping’ that is necessary to keep the network functioning. !
Maintenance is concerned with performing repairs and upgrades. It also involves corrective and 
preventive measures - such as adjusting device configuration parameters - to make the managed 
network perform better. !
Provisioning is concerned with configuring resources in the network to support a given service. 
This might include setting up the network so that a new customer can receive voice service. !
Functions that are performed as part of  network management accordingly include controlling, 
planning, allocating, deploying, coordinating and monitoring the resources of  a network. !
They also include network planning, frequency allocation, predetermined traffic routing to 
support load balancing and cryptographic key distribution authorisation. !
Key functions include the management of  the network configuration, fault management, security 
management, performance management, bandwidth management, route analytics and 
accounting management. !
Data for network management is collected through several mechanisms, including agents 
installed on infrastructure, synthetic monitoring that simulates transactions, logs of  activity, 
sniffers and real user monitoring.  !
In the past, network management mainly consisted of  monitoring whether devices were up or 
down; today performance management has become a crucial part of  the IT team's role which 
brings about a host of  challenges - especially for global organisations. 
  



History of  network management !
The 1980s have gone down in IT history as the decade of  networking, both in the wide and local 
areas, despite the decade starting with these two elements having clearly defined market areas 
and differing product sets.  !
By the 1990s the LAN and WAN had merged into one communications industry, forced into it by 
the invention of  switching and driven by an encroaching telephony industry which, in the last 
fifteen years, has merged with the networking industry into a modern, multi-service consumer-
orientated marketplace force.  !
During this period, network management became recognised as a long-term strategy. It was 
increasingly seen as the biggest investment an organisation would make in terms of  the training 
and skills set which had to be developed around the network management platform.  !
To select a network management platform, network managers had to understand the problems 
relating to the network. They cover three main areas:  !
•  Network product management 
•  Fixed asset configuration and location  
•  Cable/wireless management.  !
More than a decade ago, the OSI Network Management Forum split ‘network management’ into 
five discrete requirements.  !
1.  Configuration management is the monitoring and control of  the network from anywhere on 
the network or anywhere in the world. !
2.  Fault management must be automated. Management cannot watch everything or make split-
second decisions on actions to take when an alarm goes off, not given the millions of  probable 
causes. !
3.  Performance management may not initially be identified as a vital issue, but for the users it 
can escalate into a serious problem. To be able to measure, record, analyse and simulate traffic 
load levels is essential in fine-tuning the network and gaining the maximum performance from 
the resource. Measurement also gives management the statistics needed when making further 
LAN product purchases.  !
4.  Account management tells you who is connected to what, and for how long. Why do you need 
it? Going to the financial controller and asking for a new printer could receive a sharp negative 
response, but if  you can show documented evidence that work is being slowed down by excessive 
queuing, you could be on to a winner.  



!
5.  Security management controls whether, for example, a user with a password may access a 
service on a particular host on the network from a particular port today between 2pm and 5pm. 
It is arguable that making these kinds of  checks each time data communication takes place could 
affect the performance of  your system. Some feel that security is more geared to internal 
company procedures and policies than pure communications facilities. However, security can be 
controlled by the communications infrastructure, so by default becomes a network management 
responsibility.  !
To sum up, the first problem area that needs to be addressed is network product management, 
which enables in-band (across the network) and out-band (a separate communications path 
outside of  the network) control of  configuration, fault and performance issues from a central 
location. It must also provide accountability and security that mesh with the organisation’s 
specific procedural requirements.  !
Co-ordinating the network !
One of  the most significant enabling technologies for delivering advanced networking solutions 
was called Directory Services. In the early 1990s, network technology and devices were building 
enterprise networks that had no common services. Each device operated individually and, as 
such, the network did not function as a co-ordinated system.  !
This lack of  system-level interaction made deployment of  advanced services almost impossible. 
In fact, many valuable services available on network devices were not being used because they 
failed to operate at the system level.  !
A prime example was the use of  alarm limits on switch ports. This technology - found in most 
vendors’ products at the time - allowed network devices to monitor activity at the edge of  the 
network. If  traffic levels increased above the specified thresholds, the device could notify the 
management system or even take corrective action, such as disabling ports.  !
While this service seemed to be an ideal way to enhance the network’s proactive monitoring 
capabilities, these features were almost never used. The reason was that an average network 
might include hundreds of  switches or hubs and thousands of  ports. Since these services were 
configured individually, not at the system level, the time involved in doing the necessary per-port 
configuration was so overwhelming that the service was simply not viewed as a viable option in 
most networks.  !
This was unfortunate in that such services, when properly enabled, would almost certainly offer 
the customer a significant return on investment, as possible network failures could be proactively 
avoided through automated actions within the network.  !



Nearly two decades ago Cabletron Systems (the precursor of  Enterasys Networks) recognised that 
this need for system-level configuration and management required more than just a better 
configuration tool using the same management paradigms. It required a model of  network device 
interaction that made each device aware that it was an element in a system and that its 
knowledge should be aggregated into a central service point at which common management 
could occur.  !
The ideal mechanism for this type of  service would be one based on directory architecture. 
Cabletron, being an engineering company, installed the first directory-enabled network in 1994. 
However, the world never knew because they called it SecureFast, and it was seen as a traffic 
management/security tool.  !
In this model, each network device (switch, router and so on) could gather local information 
about the network’s operation – devices attached, protocols, user, statistics seen and so on – and 
that data was combined in a common database/directory server that provided a system-wide 
view of  the network’s operation.  !
But this directory was not only for monitoring the network. It soon became an interactive part of  
the communication infrastructure. System-wide actions could then now be initiated through the 
directory server, rather than interacting directly with each network element. Tasks such as 
tracking users’ locations could be facilitated by simply asking the directory where a device is.  !
Since network switches added real-time information about the location and actions of  devices in 
the infrastructure to the directory, when asked for data on a particular device, the directory could 
quickly provide the location, addresses and activities of  any device in the infrastructure.  !
Extending this example, network companies began to map policy onto the device. When a switch 
saw a device, the switch asked the directory for the policy relating to the device, and applied it.  !
Using a common directory to store policy meant that the switches themselves could be simpler, 
because they no longer stored persistent policy information about every device that might ever 
attach to them. This centralisation of  policy management made it far more scalable and 
significantly simpler to implement.  !
The actual policy types stored in the directory were not subject to restrictions and could include 
such rules as VLAN membership, access rights, class of  service, quality of  service and auditing 
services, or combinations of  rules to define a specific policy.  !
Policy-based management  !
Over time there was a growing demand among enterprise customers for policy-based 
management solutions and directory services that better controlled network systems.  



!
With networks moving towards centre stage in most organisations, there was pressure from 
business managers for the infrastructure to provision services in line with business requirements. 
For example, a company’s policies and procedures on how employees perform their functions had 
to be available – and automated - across the network which was also tasked with enforcing them. !
This put another layer of  capability into the hardware and a bigger demand on the network 
management platform. A simple company policy might be that only marketing staff  have access 
to the Internet during normal working hours. Management platforms had to be able to accept 
this command and implement it. So an understanding of  people and business function was 
required, and the networking products had to understand what networking traffic this function 
would generate so that it could be monitored and controlled.  !
The understanding of  a person by function is the very purpose of  Directory-Enabled Networking 
(DEN). A database is maintained in the network operating system to log an individual on and 
record information about them. Examples are LDAP (Lightweight Directory Access Protocol, an 
open standard), NDS/eDirectory from Novell and Active Directory from Microsoft.  !
Information is collated from networking and computer resources so that the directory can record 
all attributes of  the individual. When the individual tries to perform a network function, such as 
accessing the Web, the individual is checked against the profile for what resources should be 
made available and at what service level. From the profile stored, the management platform 
needs to be able to configure the underlying hardware to enable or restrict different traffic types 
and applications depending on this profile.  !
Policy-based networking required a high degree of  intelligence and control in the hardware, as 
well as some sophistication in the management software, because policies are business, not 
engineering, requirements.  !
Over the last decade, network management products have been developed as a means to 
configure product attributes and perform remote diagnostics from a central location. This 
involved developing an architecture for network management that is still valid today.  !
In the network device, a software module is required to accept commands from the network 
management platform to control and configure the device. The same piece of  software has been 
extended to store information about the device itself. This software became known as a network 
management agent. When each device contains an agent, it meant network management time 
was not related to the size of  a network. In other words, as networks get bigger and more 
complex, the devices that build the network contained their own management, increasing 
proportionately the management compatibility.  !



With the advent of  graphical capabilities, vendors began to add a graphical layer on top of  the 
remote console facilities in order to give the user a picture in which the various devices could be 
recognised and their status understood at a glance.  !
Standards such as SNMP and CMIP have allowed these systems to embrace more than a single 
vendor’s equipment, providing the possibility of  integrated network management. Many vendors 
have rallied around this banner and have produced a generation of  multi-vendor device 
management systems.  !
Some have even opened some of  their internal interfaces to provide application interfaces (APIs). 
These APIs allow MIS staff  to write their own applications.  !
The current generation of  management systems places a tremendous burden on the network 
administrator. First, he must be a networking expert in order to understand the implications of  a 
particular attribute in a Management Information Base of  a device.  !
Second, he must understand the topology of  each section of  the network in order to understand 
what may have caused the change. Third, he must sift through reams of  information and false 
alarms in order to get to the root of  a problem. Fourth, he must keep track of  endless 
administrative details in order to use the large human and capital resources for which he is given 
responsibility effectively.  !
Artificial-intelligence (AI)-based network management systems are the obvious solutions for 
unburdening the expert. Two fundamental AI techniques, expert systems and inductive 
modeling, could be employed to solve the problem.  !
The expert systems approach is to create a set of  rules that can be applied to a situation. The 
action is to check the events against the list of  rules and make decisions accordingly.  !
The problem with this approach is that no two networks are the same, either in topology or the 
protocols and applications running across them, so to make this viable, an AI expert system 
would have to be configurable by the user to define the system.  !
Could you come up with five rules that would apply to your network in all given circumstances? 
If  you cannot think of  five, how are you going to think of  the hundreds that you would need for 
all eventualities?  !
Even if  you could magically create a set of  rules, how would it be maintained, because each new 
device and application interaction would require new rules, and one crossed rule could upset all 
the previous rules? Other considerations are the practical implications of  running the software. 
As you add devices, you will add new rules, so the ability to check all conditions, to make a 
decision, is getting slower as the network gets bigger.  



!
Inductive modeling !
The alternative solution for AI is to use inductive modeling. Firstly, we have to break the task into 
many small pieces. Each piece of  the system will be modeled individually, because the complexity 
at any one point is dramatically lower. Each piece of  the system is represented by data structures 
and a code that mimics the function of  that element. Each of  the elements now interacts with the 
other elements passing data and signals. These individual elements fit together to form the 
‘landscape’ of  the entire collection of  models and the system they represent.  !
The data elements modeling individual devices such as cables, connectors, bridges and wired/
wireless routers require a database technology specifically designed to manipulate data as a 
group, and which is object-oriented.  !
Object-oriented systems allow programs to deal with a greater order of  magnitude of  data 
organisation and program complexity than traditional software architectures.  
Rather than separating the code and the data portions of  a program, the information and 
operations are combined into software objects. This technique reinforces the use of  well-defined 
interfaces between sections of  a program. It is, in fact, much like a modeling system, where each 
component is individually represented, has its own database, and is capable of  independent 
actions.  !
The next important feature lies in a process known as derivation. Derivation allows for the 
creation of  new objects on the basis of  existing objects. Once we have developed our objects 
representing the elements of  the network, we have to establish a way of  using them to perform 
the network management task for us.  !
Software programs have, until recently, been task-driven. A certain task is to be completed and 
we are to use procedures and data to accomplish the task. The brain, on the other hand, is very 
much reaction-driven. Input from our senses drives much of  our perception and thought 
processes.  !
We, too, have tasks and goals to accomplish, but these are as a result of  information previously 
gathered; for example, the room has gone dark, implying that someone turned out the lights. 
This idea can be incorporated into the modeling system by changing the fundamental 
operational principles of  the program. Rather than being results-driven, the program can be set 
to respond to changes. The direction of  the change, magnitude and rate can all produce 
inferences which can be set up to trigger on specific changes in the data.  !
The difference is subtle, but far-reaching. Programs have always had functions to manipulate 
data, now data manipulation can trigger functions. This means that we can have huge sets of  



inferences attached to various pieces of  data, and an inference will fire only when the data 
attached is caused to change.  !
Therefore, instead of  having a myriad rules against which to compare events, as in an expert 
system, inductive modeling allows an event to create an inference that reacts with models of  the 
networking elements, creating other inferences with the new state of  the network. As long as the 
models exist for the different elements that make up the network, a network management station 
does not have to know all the possible events and all the possible conclusions from those events, 
but responds by inferences to each new set of  conditions.  !
The inferences create their own path between objects with which they are associated. Therefore 
we have a dynamic and interactive system to manage a dynamic and interactive system.  !
This simple description understates the complexity and the effort required to produce such a 
system, but it gives an overview of  an inductive modeling system. The processing effort is not 
proportional to network size, so the largest, most complex networks can be managed on an 
affordable platform. To make the solution complete, the inductive modeling technique needs to 
be integrated with a user-friendly front end, enabling inexpert users to understand the 
information and perform any activity the station recommends.  !
The modeling pre-processes all of  the raw data into useful information. There is data available in 
these models that is simply unobtainable from the raw system, such as histories, rates, standard 
deviations, states of  devices and more, which are all calculated and maintained as part of  the 
model.  !
Now, when you lay graphics on top of  your models, the result is a complete, detailed animation 
system able not only to display, but also control virtually every aspect of  the system. The result is 
a display which has highly detailed graphics capable of  showing connections, data flows, critical 
paths, dynamic threshold of  traffic, failures, and any other aspect of  real-time network 
information.  !
Visualisation and inductive modeling have important ramifications for the design of  today’s 
complex, often virtualised systems. Once real systems have been effectively modeled, the building 
blocks can be re-used to create and test totally new systems.  !
Today, the technology is coming together to enable a network management system to be 
developed which actually manages even a virtual network the way a traditionally trained engineer 
would. Therefore, an organisation gains an expert without the risks associated with investing all 
of  the skills and knowledge into one or a group of  individuals who are at risk of  leaving for a 
higher paid job at a competitor.  !
Network access control under the spotlight 



!
The security and management challenges brought on by the spread of  private PCs, iPhones, 
iPads and the Android versions of  ‘smart’ devices throughout the corporate world are increasing 
exponentially. !
The BYOD (bring your own device) phenomenon is sweeping the globe. The number of  
employees who are willing to pay for and bring their own devices to work in order to improve 
their efficiency and performance levels is growing beyond all expectations. !
Surveys show that many organisations, previously unconvinced about the productivity benefits of  
the use of  these personal devices, are now deeply concerned about their violating long-held 
operational rules when connecting to the corporate network. !
As the former concern is assuaged - thanks to the realisation that personal devices and 
applications often further the corporate goals - it’s perhaps unsurprising that the most senior 
executives are now as guilty as rank-and-file staff  members of  turning a blind eye to established 
security guidelines, rendering obsolete the dusty volumes in which they’re written. !
So pervasive is the BYOD trend that many organisations have given in to the pressure and 
accepted their use. However, the more vigilant companies have instructed their IT departments 
to introduce new-era technology to formalise the linking of  BYODs to the corporate network.  !
The IT departments’ struggle to strike a balance between enabling productivity by allowing an 
ever-growing list of  new devices, and maintaining appropriate levels of  compliance and security - 
both within and outside the traditional network perimeter – has just begun. !
The key questions are how efficient and effective are the management tools employed to oversee 
BYODs and what needs to be done to secure the network? !
The answer lies in increasing the levels if  intelligence of  the corporate network infrastructure to 
the point where it is able to quickly and easily determine which end-users and what devices are 
on the network – and whether their users are in compliance with established policies both prior 
to connection, and after connection. !
This is easier said than done as there is an increasing degree of  reticence on the part of  
employees to give their IT department absolute control over their devices as they hold both 
private and business data. !
Nevertheless, enterprise-wide visibility into the current status of  all network devices (including 
BYODs), the end-points and end-users is required, as is a common management view of  relevant 
information and events in context, together with the ability to automatically enforce 
predetermined policies. 



!
In fact, policy compliance is at the top of  the priority list of  most organisations' secure network 
initiatives today. It is gaining momentum against the backdrop of  the increasing diversity and 
complexity of  the enterprise network environment in which a growing percentage of  ‘employees’ 
linked to the network are either temporary contractors or mobile/remote users of  BYODs. !
What’s more, organisations that support business partners and guests on their network are adding 
another 20 percent to the total end-user count that needs to be controlled and managed. !
The challenge facing organisations today is to accept that new-generation technology is 
fundamental to network authentication and identity-based network access control (NAC).  !
To achieve peace of  mind they must deal with vendors capable of  not only recognising the 
business advantages presented by increasingly sophisticated BYODs, but able to provide NAC 
through policies that include unified protection for the wired and wireless edge of  heterogeneous 
infrastructures, including advanced guest services. !
This functionality must be deeply integrated into the networking workflows and embrace 
appropriate policy options for control, virtualisation flexibility, as well as ‘anytime, anywhere’ 
management.  !
There are undoubtedly many opportunities ahead for the further development of  NAC solutions 
and technologies. These include more deployment modes, deeper integration with IT and 
security management systems and enhanced application control to handle device proliferation. 
 
In this light, more device-type granularity for the management and security of  corporate BYOD 
environments is urgently required in order for different levels of  network access to be granted to 
managed and non-managed devices. !
Already, network managers are being called upon to track, manage and secure a broad range of  
wireless phones and tablets on all the major mobile operating platforms.  !
Soon they will be required to be alerted if  any BYOD is inappropriately used and, more 
importantly, tasked with the responsibility of  remotely wiping any device clean of  sensitive data if  
it falls into the wrong hands.  !!



PART III 
Chapter 2 
RISK MANAGEMENT 
It’s better to prevent a problem than fix it !
By planning ahead, using risk-reduction strategies and considering worst case possibilities, a 
network manager can save a lot of  time wasted in fighting fires. !

 



RISK MANAGEMENT !
‘What do you mean you can’t remember where you installed the repeater?’  !
Network managers need to know physical information about the installation. When an icon goes 
red, the fault cannot be repaired or replaced if  you cannot locate its position. Similarly, the 
configuration of  a workstation needs to be known from the management station. To reduce the 
mean time to repair (MTTR), an engineer needs to have the correct diagnosis, the correct parts 
and the correct location.  !
By planning ahead, using risk-reduction strategies and considering worst-case possibilities, a 
network manager can save a lot of  time wasted in fighting fires. 
  
Networks today are built on technology that has many thousands of  hours between failures. The 
more that is pushed into silicon, the better the MTBF figures are.  !
But hardware fails, so manufacturers have devised features to overcome the inevitable link failure. 
It is now possible to build networks with 100% service delivery guaranteed, or so close as makes 
no difference.  !
Companies, on the whole, are in business to make money and grow to make more money. Any IT 
solution, therefore, is destined to grow in parallel. It is vital for any organisation investing in 
information technology to have a network strategy, and this strategy should account for the risk 
that network failure would have on the business.  !
The technology that has evolved to make best use of  structured cabling schemes is the modular 
switch. A modular switch is a network concentrator providing connectivity for a handful to 
hundreds of  devices from a central location, which makes this type of  product ideal for star-wired 
systems. Modular switches have made massive strides in connectivity and performance; today 
they provide comprehensive Layer 3 and Layer 4 functionality while still giving each connection 
wire-speed performance.  !
Modular Switch Resilient Features  !
Hubs were initially designed to take advantage of  the structured cabling schemes, but they 
entered the market ten years after the first commercial LANs were installed. Therefore these hubs 
had to support existing as well as future technologies. Because they support the cabling scheme, 
they were intended to have the same 10- to 15-year capabilities, not the shorter replacement cycle 
of  processor technology.  
Switches share a similar outlook. This causes significant differentiation of  product in the market. 
Some manufacturers periodically completely replace their switch with a new design with new 
capabilities. Other manufacturers continually provide backplane upgrades, which entails taking 



down the network, disassembling the switch and reassembling it with a new backplane or 
processing module.  

 
One manufacturer had seven backplane upgrades to its hubs over a span of  three years, which is 
a record in this industry.  !
The best implementation strategy is to provide a completely passive back-plane design which has 
bandwidth capacity at least a factor of  10 above the current full capacity of  the available network 
interface modules.  !
The interface modules must be the mechanism that enables new features, new technology and 
new performance to be added to the switch so, as you change or grow the network, you can insert 
the desired technology on a network interface module. These features form the foundation of  
today’s modular switching technologies.  !
To protect the network against failure, we must consider the resilience features that are supported 
by modular switches, starting with the power supply. There is a need to support load-sharing 
power supplies and uninterruptible power supplies, which maintain power after failure while an 
orderly shutdown is undertaken to prevent corruption of  any data.  !
Redundant load-sharing power supplies have the ability to withstand a power unit failure without 
affecting the network, because a spare has automatically taken over.  !
The switch should have the ability to monitor the environment, including the temperature and 
humidity, allowing fans and filters to be swapped while the system is live. Hardware does fail, so 
the repair of  one segment should not impinge on the entire network. Therefore, the ability to 
‘hot-swap’ modules and reload configurations without interrupting the network is mandatory for 
risk management.  !



Intelligent switches are those devices which can be monitored and configured from a 
management station. This implies that there is a processor and memory with a monitoring 
application actually running in the switch. In terms of  management, it is not enough just to be 
able to monitor the switch and modules, but each port must be monitored and configurable. 
There should be a degree of  automation available to ensure that problems are isolated from the 
remainder of  the network, because automated responses are more efficient than providing 
information for human intervention and interpretation before any action is taken.  !
Distributed management and distributed network functions will add dramatically to the resilience 
of  any configuration. This means that the network interface modules themselves carry 
management, instead of  a single management module, which could become a single point of  
failure.  !
The use of  switching has improved networking performance a thousand-fold, but the function 
should be distributed across the network interface modules and not confined to a central 
switching engine, which will remove the risk inherent in such a single point of  failure.  !
One of  today’s major concerns is the bandwidth available within a switch. Manufacturers jockey 
for prominence with their exaggerated claims for their internal backplane speeds, quoting figures 
from 10 Gbit/sec to 100 Gbit/sec and way up. But you have to be careful whether these are 
meaningful figures. A switch supporting 100 users, each capable of  10Mbit/sec of  data 
throughput, would instinctively need a 1000Mbit/sec switch.  !
This could not be further from the truth. Common sense should tell you that these 100 users do 
not talk to the switch, but to a server and to each other. So if  they could, 50 devices would talk to 
the other 50, which would be 500Mbit/sec.  !
In reality, the bandwidth used by 50 connections depends on the types of  application they are 
using. Performance problems usually show themselves first thing in the morning, just after lunch 
and at going-home time, because office workers collectively access network servers at these times 
to log in and out and load their applications and data from the office server.  !
A final trivial point to consider is where the cables plug into the switch – the front or the back. If  
cables plug into the back and the unit is mounted into 19in racking – which itself  is mounted 
against a wall – how do you change a connection or add a new adaptor? The switch is part of  the 
cable plant, which is the foundation of  the network. Any networking activity that takes time and 
is complex is against the very reason why you have selected a switch solution.  !
Minimising Risk  !
Many organisations have been through downsizing exercises, where an they move away from 
host-centric business applications to a PC server-based system. This would be fine if  a company 



could start from scratch. The reality is that most large corporates have 15-20 years of  business 
data stored on a mainframe, so the real downsizing exercise is to integrate this mainframe-based 
storage onto the PC-based business systems. Key to this is networking.  !
Organisations that make the change to a networked information system expect the same levels of  
performance and security that the mainframe systems provide. Networks are designed to give 
everyone access to everything, which is alien to host-centric systems.  !
Like all good businesses that survive, you have to manage the risk. In this distributed environment 
of  networking, the risks are the integration and reliability of  the communications paths, and the 
security of  the data that traverses these paths.  !
Networking with the correct modular switch technology can still suffer equipment failure. 
However, redundancy is available to minimise this risk.  !
This means accepting that things will go wrong, and monitor for the events.  
On detecting an event, the system must allow the automation of  an immediate recovery, 
irrespective of  the particular component that has failed.  !
Many of  the management features built into today’s networking products free will perform the 
required functions. However, it is up to the network administrator to enable the features, and it is 
up to the financial controller to sanction risk management.  !
Cable redundancy is all well and good as a free feature, but only if  you have installed the spare 
cable properly. This means that risk management is not an afterthought, but a key part of  an 
overall networking strategy. The areas to be considered are environmental redundancy, hardware 
redundancy and cable redundancy. Should the network span other geographically remote sites, 
wide area communications path redundancy is a further consideration.  !
Environmental redundancy means protecting network resources. Here the switch-based 
architecture – specifically intelligent switches – can provide features that, once implemented, can 
reduce the risk of  failure dramatically.  !
These features start with the monitoring of  power supplies, temperature of  the unit and 
humidity. By using redundant power supplies and fans, any alarm indicating a failure of  these 
parameters enables a redundant unit to take over without taking the network down.  !
A further enhancement would be to use load-sharing power supplies. These balance the load so 
that they provide both redundancy and better reliability, because the components are more 
lightly stressed. You can also provide separate power feeds for greater protection, extending these 
features by using an uninterruptible power supply (UPS). These units provide power after the 
mains supply has failed, allowing an orderly shut-down without data loss.  



!
Hardware and cable redundancy are the next elements to be considered in our risk management 
strategy. The idea is to smoothly replace network hardware without disrupting the rest of  the 
system. This is where cable redundancy comes in. You need dual hardware connected in parallel 
with spare cable, so that if  there is a cable failure or hardware failure, the standby connection can 
be used.  !
Many of  today’s intelligent switches can monitor these primary connections and switch over to 
the secondary connection automatically on a range of  preset failure conditions.  !
Instead of  using one connection, several connections can be made. It is known as a trunk, and 
today’s technology can use all links in a trunk, load-balancing across all connections; if  a failure 
occurs, automatic re-routing of  traffic occurs.  !
Hardware and cable redundancy are interdependent, so while planning and budgeting for one 
feature, the second feature must be included. These network infrastructure features are mirrored 
by features provided by the network operating system software supplier.  !
Today file servers can be configured from mirrored disks right up to fully fault tolerant, totally 
mirrored systems. Network-to-network redundancy used to be provided by bridges and routers, 
but today these features are embedded into silicon, switches performing the same tasks but at 
much higher speeds.  !
Bridges provide the ability to link networks together at the media access level. Redundant 
connections can be supported, provided that the bridges support the IEEE802.1d spanning tree 
algorithm. This puts the bridges that are providing the back-up connections into ‘hot standby’. 
The algorithm enables the insertion of  the backup path transparent to the users. A disadvantage 
is that bridges not in the primary path are not being used unless there is a failure.  !
Routers, on the other hand, are extremely sophisticated devices and have a full understanding of  
the network topology. This enables them to route connections around problem links. They can be 
configured to select the cheapest route or the fastest or the shortest path. To further add to router 
redundancy, VRRP (Virtual Router Redundancy Protocol) has been specified. This allows 
connections not to a fixed router, but to a virtual router, and the virtual router then picks the most 
appropriate router to accomplish the task.  !
Therefore a group of  routers can look like one logical router, and this will mask any router 
failing, as the load will be passed to the next best fit.  !
Over the past 25 years, the networking industry has been striving to offer five nines availability – 
that is, 99.999% uptime. Today, it is possible to build networks that can deliver 100% availability 



of  service. Hardware will fail, but enough redundancy has been standardised to provide for 
failsafe configurations, and the service delivery can be guaranteed.  !
Core components to deliver risk management are hardware resiliency features:  
› Distributed switching  
› Power resilience  
› Cable redundancy  
› IEEE standard resilience features for Layer 2/3.  !
Layer 2 Standards  !
802.3ad: (Trunk) link aggregation for resilient and high-capacity connectivity for switch-to-switch 
and switch-to-server connectivity  !
802.1d: Spanning tree for bridges  !
802.1s: Multiple spanning tree – ability to support per-VLAN spanning tree, to increase 
efficiency of  traffic distribution and to allow for multiple data paths within a single infrastructure  !
802.1w: Rapid re-convergence, the automatic re-routing of  data paths around link or component 
failure  !
Layer 3 Standards  !
Multi-path OSPF: enables the selection of  multiple data paths across a Layer 3 infrastructure.  !
OSPF: Rapid re-convergence, Layer 3 re-routing of  data paths upon failure.  !
VRRP: Virtual Router Redundancy. It ensures hot-standby connectivity for ingress and egress 
routes to servers and to WAN/Internet connectivity.  !
LSNAT: Load Sharing Network Address Translation. It ensures resilience of  content, but also 
balances load across multiple servers in a high-availability server farm or e-commerce web site.  !
These risk management features are generally available in many of  today’s products. 
Organisations should plan upfront for risk management, and install the back-up systems as part 
of  the overall networking strategy. Going back and implementing risk management features as an 
afterthought can be done, but there will be a price premium.  !
A network management platform should form an integral part of  any risk management strategy 
so that the automatic nature of  redundancy and failover features are made visible and 
controllable by an organisation.  !!



PART III 
Chapter 3 
SECURITY 
Information Access is an Issue for Today !
The Internet has changed the dynamics of  networking.  We now have the freedom to surf  the 
Internet. We also have intranets to service our employees and extranets to service business 
partners. This opening up of  company resources, however, puts a business at risk from hackers 
from both within and without. Here is a summary of  today’s defenses, and strategies to build a 
more easily secure network. 

 



SECURITY !
Technology brings us amazing new ways to do business – and new and ever more nefarious 
threats to be neutralised. !
A few decades ago software companies discovered how to display data so that mere mortals could 
understand it, and PC companies made devices that gave access to computer resources to almost 
anyone. That was when data became information.  !
Discovering they could retrieve and process information, managers started to use it as a means 
not only to run their businesses, but to give their organisations a ‘competitive edge’. Once 
managers have access to something, they worry about who else has access. This is where security 
raises its many-faceted head.  !
The early computer systems, both mainframe and minicomputer, relied on a centralised resource 
providing all of  the services and information storage that a business required. The information 
housed on this single resource – the host - enabled security to be implemented very simply by 
controlling the access to it.  !
Later, host systems gained name and password restriction schemes, originally in the application, 
but then embedded in the actual operating system. These schemes controlled not only access, but 
also the capabilities of  the users once they were logged into the system.  !
With the explosion of  PC users, the wide acceptance of  wired and wireless LAN technology, the 
opening up of  these systems to the Internet and later the advent of  cloud computing, the 
emphasis shifted to ‘open access’.  !
Today, network users can access any resource, any service and share data that is distributed in 
various locations around enterprise and the globe. Consequently, the loss or compromise of  large 
volumes of  protected information has become regular headline news and corporate security - in 
all its forms – has become a business imperative as organisations must continually move to shore 
up their defenses. 
 
Despite the fact that acts of  hacking, ‘phishing’, ‘pharming’ and denial of  service attacks are 
outlawed in many countries – and the production, distribution and use of  devices and 
applications designed to overcome data protection security measures are banned – this has not 
stopped the assaults. !
They have metamorphosised into a number of  different 'smash-and-grab' strikes that have 
become increasingly active. Most involve ‘botnet’ activities - attacks using software robots, or 
bots, which run autonomously and automatically.  !



Unfortunately there is no single device or software program capable of  combating botnets or 
their spyware cousins. Multiple security devices are required, deployed in various sites throughout 
an organisation. !
The same is true of  the malicious programs circulating on the Internet. The number of  new 
records added to the anti-virus database on a yearly basis has broken all records and the trend is 
exponential. !
What’s more, crimes such as identity theft and the theft of  passwords are increasingly common – 
as are denial of  service attacks which are most often launched from obscure enclaves in remote 
countries where law enforcement cannot be relied upon to deal with the perpetrators. !
As a result, the modern network – be it a wired, wireless or even a virtual or cloud-based network 
- must be capable of  meeting an increasing number of  security threats and be able to expand its 
armor to address future threats. Therefore, companies with a future-orientated vision are 
focusing on the integration of  network hardware and software solutions that intelligently sense 
and automatically respond to security threats. !
What is the best defense against cyber crime? Firewalls used to be thought of  as the best option. 
Many companies still rely on their firewall software to act as a protective boundary between their 
networks, their individual computers and the outside world. !
But, unfortunately, firewalls are no longer fool-proof. Today the best defense is to implement 
approved policies and standards geared to reducing the risks. The most common and effective 
defense strategies are associated with security breaches involving unsecured end-point data. !
End-point data can be at rest on hard drives, moving across ports, located on portable storage 
devices and other mobile pathways - or at end-of-life on unneeded PCs.  !
Ideally, an integrated approach is required when implementing end-point data protection 
measures. One such approach is more commonly known as Data Loss Prevention (DLP) and 
refers to systems that identify, monitor and protect data in use, data in motion, and data in 
storage through deep content inspection.  !
DLP initiatives generally include the encryption of  hard disks, strong authentication of  users, 
protection for data on removable media and policy-based access controls for I/O ports and their 
associated devices. !
DLP must be compatible with the company’s own definitions and implementations of  policies 
required to protect its data.  !



Importantly, a DLP strategy needs to be complemented by a centrally-sited management 
framework and geared to accommodate controls such as policy management, user 
authentication, backup, recovery, monitoring and reporting.  !
Additionally, by coupling the implementation of  DLP measures with data protection policies and 
existing domain management tools, privileges and practices, enterprises can more successfully 
map data policies to their organisational structures and business processes - as well as to the roles 
of  key users and their computer systems. !
One of  the key benefits of  this type of  unified approach is a lower cost of  ownership – thanks to 
the elimination of  redundancy. It also ensures that misalignment of  policies and their 
administration do not create hidden security exposures and risks going forward.  !
Back in the day, terminal users were only a minor threat, because they could view and alter 
information only, but today’s cloud-enabled, laptop, smartphone or tablet PC equipped users 
have the ability to remove and copy information from any number of  repositories – in effect, to 
destroy or steal the information on the largest of  scales.  !
If  you want 100% security, go back to data on a secured mainframe. The genie, however, is out 
of  the bottle and the mainframe era has evolved into the futuristic cloud computing era in just a 
few short decades. !
Wireless networks !
Wireless networks add an extra level of  complexity to the issue of  security when compared to 
their wired counterparts. !
Unlike wired networks which send electrical signals through cable, wireless radio signals 
propagate through the air. This makes them innately easier to intercept. Signals from most 
corporate wireless networks breach exterior walls and invade nearby streets or parking lots. !
The practice of  ‘war-driving’, for example, has exposed the vulnerabilities of  wireless 
infrastructures and boosted research into appropriate security technologies and defenses. !
As a result, security has been ramped up to the point where wireless networks are commonplace 
in business. Security features like 128-bit WEP and WPA are able to encrypt network traffic so 
that its contents cannot easily be deciphered by those with malicious intent.  !
Modern wireless routers and access points (APs) incorporate access control features such as MAC 
address filtering geared to deny network requests from unfamiliar or unwanted users. !



That said, the level of  administration and the strictness with which policies are adopted and 
enforced all play a vital role in security maintenance. !
Virtual networks !
Corporate networks are consolidating to enhance efficiencies and drive down costs. Virtualisation 
is a technology underpinning this trend. It is able to make a single physical network resource 
(such as a server) appear to function as multiple logical resources. !
In reducing the amount of  hardware on the network, virtualisation cuts management overhead 
and the costs associated with the support of  many devices. It also has a significant impact on 
network security.  !
In a virtualised world, even the definition of  ‘the network’ is different, and requires new defenses. 
Some of  the accepted security concepts will have to be abandoned and others revisited to provide 
a form of  dynamic virtual security. !
The key is to manage increasingly disparate resources in such a way as to make security 
infrastructures adaptable enough - and sophisticated enough - to successfully exist within both a 
physical and virtualised environment. !
In the corporate sense, control will have to be achieved over the entire data centre fabric, 
including the network, servers, storage repositories and applications – allowing the infrastructure 
to seamlessly interoperate with the product offerings of  multiple virtualisation, server and storage 
vendors. !
Key features of  such an environment must be an ability to provide integrated tracking and 
monitoring of  virtual machines and applications, and present an integrated view of  virtual server 
and network environments, effectively bridging the traditional divides between the server, 
network, storage and security facilities. !
At the same time network managers must be able to consolidate the traditional ‘islands’ that exist 
in the data centre to leverage existing investments and reduce overall total cost of  ownership. 
And they must be able to track and report on virtual machine movement, ensuring that 
appropriate network resources – including security resources - are allocated when a virtual 
machine is provisioned, no matter where it is on the network.  !
Moreover, individual policies must be able to be applied to various data objects in the switching 
fabric, resolving the challenge of  virtual machine sprawl while addressing virtualisation security 
concerns. !
Security in the Cloud 



!
Cloud computing is a simple concept whereby shared resources, software and applications are 
consumed by organisations ‘on-demand’ from a cloud-based service provider, much as they 
would consume water or electricity supplied by a public utility company. !
A key benefit of  cloud computing is the elimination of  the need for any form of  ownership or 
control over the technology infrastructures that support the applications they use. !
Essentially the value proposition promised by cloud computing is similar to that of  virtualisation: 
a means to reduce expenses and improved agility to meet changing and challenging business 
needs.  !
On-demand cloud services, including online collaboration tools and social networking platforms, 
are able to deliver speed, efficiency and marketing advantages to businesses over and above the 
obvious cost benefits which are said to be as high as 20 to 30% of  total IT expenditure. !
Regrettably, cloud computing also has a dark side. It has been accused of  exposing organisations 
to unnecessary security risks. It’s a charge that cannot be taken lightly. !
Security in the cloud not only relates to cloud service providers, storage strategies and common 
practices, but to the connection of  new generation tablet PCs, smart phones, laptop computers 
other mobile devices to the corporate network. !
These often privately-owned devices – known as BYO (bring your own) devices - are able to 
sidestep the physical, logical and personnel security controls associated with traditional 
networking management functions because, in many instances, the enterprise is unaware of  their 
existence. !
Yet these devices are increasingly popular in the business sphere because users are able increase 
the productivity and efficiency of  their users.  !
It’s a phenomenon known as the ‘consumerisation of  IT’. Today users expect their BYO devices 
to seamlessly link into the corporate network and complement or even replace their existing 
desktop PC. Their functionality is enhanced by the addition of  any number of  after-market 
applications (‘apps’). !
However, any ‘app’ bought from an online store is a security hazard and represents a potential 
unguarded backdoor into the corporate network. Realising that restricting the use of  apps on the 
devices via rules/policies is impractical, IT managers are looking to new-generation solutions to 
allay security concerns around the ‘explosive’ mix of  private data and sensitive corporate data on 
BYO devices. !



BYO devices can connect to the corporate network in a number of  ways – either via wi-fi or 
wired Ethernet links or through fixed mobile convergence transfer calls from a cellular network to 
the corporate wi-fi network. !
The challenge facing IT managers is to choose a security solution that best fits their business 
needs. For example, if  only email services are required to be accessed, then it makes sense to 
block wi-fi access and limit access of  all BYO devices via 3G/4G cellular services. !
In this scenario, corporate data (such as emails and their attachments) along with contact data 
can reside on the device, but it has limited access into the corporate IT infrastructure.  !
If  this level of  access is required, then other security controls and usage guidelines need to be 
established including ‘device type detection’, a key step necessary towards more stringent security 
measures such as device assessment and access control.  !
Complementing device type detection solutions are a number of  new cloud-based, managed 
wireless offerings designed to implement not only network access control (NAC) functions - such 
as authentication, authorisation, assessment, threat monitoring and remediation - but to profile 
and track any BYO device and user on the infrastructure. !
From this platform, other vital security solutions including network and agent-based assessment, 
DHCP (Dynamic Host Configuring Protocol) operating system fingerprinting, captive portal and 
external profile controllers can be employed.  !
In order to allow anytime/ anywhere access to the corporate network, the network must be able 
to identify devices and users and dynamically grant them access, in terms of  an appropriate 
authentication policy for BYO devices. !
Today there are many ground-breaking technical methods for authenticating BYO devices and 
users including new-generation NAC (NACNG) solutions that support multiple authentication 
techniques.  !
Also playing an important role in securing BYO devices is web-based registration. Because they 
are not managed by the corporate IT, the devices lack suitable security configurations such as 
encryption settings for wi-fi or strong authentication using certificates. NACNG provides an 
embedded web portal that allows users, using their credentials, to register their devices.  !
Subsequent actions could include the configuration of  the device in an automated workflow using 
protocols such as WMI (Windows Management Instrumentation) or MDM (Mobile Device 
Management), which are dependent on the use of  encryption on the wi-fi network. It could also 
include the enrollment of  certificates. !



While the authentication process is an important component of  any BYO device management 
programme, the function of  ‘assessment’ goes significantly further to address the end system 
itself. In doing so, the compliance of  the BYO device endpoint configuration with company 
regulations can be confirmed while potential vulnerabilities on the device can be detected. 
Remediation of  these vulnerabilities can then be applied.  !
Following successful authentication and assessment, the final step in bringing a mobile BYO 
device onto the corporate network is ‘authorisation’. It is recommended that policies are enforced 
at the access layer - the entry point - into the network infrastructure. This reduces the risk 
associated with attacks on the infrastructure and also allows for more accurate control of  the 
device by the IT manager.  !
Dynamic user authorisation at the entry point – particularly when associated with the network 
edge - enables the rules applied to the device to move with it throughout its travels on the 
network, seamlessly across wired connections and wirelessly, into the cloud. !
Substantial improvements in security have been addressed by the IEEE 802.1 group of  
networking protocols. For example, the IEEE 802.1X standard for port-based Network Access 
Control (PNAC) provides an authentication mechanism to devices wishing to attach to either a 
wired or wireless network. !
IEEE 802.1X defines the encapsulation of  the Extensible Authentication Protocol (EAP) over 
IEEE 802 which is known as EAP over LAN or EAPOL.  !
EAPOL was originally designed for IEEE 802.3 Ethernet but was clarified to suit other IEEE 802 
LAN technologies such as IEEE 802.11 wireless and Fibre Distributed Data Interface (ISO 
9314-2).  !
The EAPOL protocol was also modified for use with IEEE 802.1AE (MACSec) and IEEE 
802.1AR (Secure Device Identity, DevID) in 802.1X-2010 to support service identification and 
optional point-to-point encryption over a local LAN segment. !
802.1X authentication involves three parties: a supplicant, an authenticator, and an 
authentication server. The supplicant is a client device (such as a laptop) that wishes to attach to 
the LAN/WLAN - though the term 'supplicant' is also used interchangeably to refer to the 
software running on the client that provides credentials to the authenticator.  !
The authenticator is a network device, such as an Ethernet switch or wireless access point; and 
the authentication server is typically a host running software supporting the RADIUS and EAP 
protocols. !



The authenticator acts like a security guard to a protected network. The supplicant (client device) 
is not allowed access through the authenticator to the protected side of  the network until the 
supplicant’s identity has been validated and authorised. !
With 802.1X port-based authentication, the supplicant provides credentials, such as user name / 
password or digital certificate, to the authenticator, and the authenticator forwards the credentials 
to the authentication server for verification. If  the authentication server determines the 
credentials are valid, the supplicant is allowed to access resources located on the protected side of  
the network.  !
Security for older networks !
One of  the key problems facing many of  the older networks in use today is the difficulty with 
which up-to-date security systems are integrated within their infrastructures. Only modern 
sophisticated counter measures are effective against the two most critical security threats - the 
interception of  internal transmissions by outside parties (common to wireless networks) and 
compromised data due to the interference of  external agents. !
Network administrators who are under pressure to raise the defensive walls around their aging 
infrastructures should look at security solutions and intelligent networking technologies which 
meet the Security Information Management (SIM) standard. !
The SIM concept has matured as a viable initiative to manage and verify security controls in all 
networks, irrespective of  their age or the diversity of  their systems. !
SIM products generally comprise software agents running on the computers that are to be 
monitored, communicating with a centralized server acting as a ‘security console’, sending it 
information about security-related events, which displays reports, charts, and graphs of  that 
information, often in real time. !
SIM uses data aggregation and event correlation techniques to support the gathering, storing and 
processing of  data gleaned from a broad cross-section of  security devices such as firewalls, proxy 
servers, intrusion detection systems, antivirus software and other applications.  !
It applies the data to these devices’ event logs to provide an ‘awareness report’ for the network - 
in much the same way as network management software provides situation reports. !
SIM products can normalise data - that is, they can translate and correlate software alerts from 
various vendors’ products into a common format. They can also integrate with a heterogeneous 
array of  security products and network devices, giving network managers the opportunity to 
centrally monitor, analyse and react to security alerts based on well-defined, standardised security 
incident handling methods.  



!
In this way, SIM also simplifies the detection of  irregularities through forensic analysis. It also 
allows organisations to retaliate and aggressively repel an attack with the possibility of  taking 
stringent legal action against the criminal or criminal agents responsible. !
Security information management is also referred to as or included in SEM (security event 
management) and SIEM (security information and event management). !
Practical, achievable security !
Today we are seeing how modern policy-based commands and control of  users, devices and 
applications can be enabled to protect the corporate network - and its valuable data - in a way 
that is practical, achievable and delivers rapid time-to-value.  !
We are seeing how the granular authentication, authorisation and audit of  individual traffic flows 
in modern security solutions is helping to provide increasing levels of  control, enabling the right 
people can gain access to the right information at the right time.  !
Against this backdrop, the secure network of  today is increasingly able to enforce acceptable 
usage policies for users and applications. And it boasts the technology necessary to detect and 
locate threats to an organisation’s IT assets, automatically isolating and remediating them while 
preventing new threats from entering the environment.  !
The modern network is characterised by its ability to enable converged voice/video/data traffic, 
provide secure guest access with automated enforcement of  company policy or other compliance 
regulations and control access to the Internet, e-mail and cloud-based applications while 
preventing hosting or downloading of  inappropriate or illegal content. !!



PART IV 
Chapter 1 
VIRTUALISATION 
Technology brings us amazing new ways to do business - and new and ever more 
nefarious threats !
This chapter examines the technology available to secure networks, as well as the strategies that 
can make a network easier to secure right from the start. 

 



VIRTUALISATION !
The data centre plays a key role in supporting business applications and an increasingly mobile 
workforce. There is an industry-wide trend towards improving data centre operational efficiencies 
through server and storage consolidation. 
  
This trend has been responsible for better system utilisation, application availability and the 
reduction of  Total Cost of  Ownership (TCO) of  information technology, particularly cost savings 
in terms of  both hardware and energy use. !
Significantly, it was also responsible for the birth of  virtualisation technologies and their 
deployment to boost the efficiency and effectiveness of  computing resources.  !
Virtualisation is one of  the most revolutionary changes to the data centre in the past decade. It is 
a trend that includes autonomic computing, a scenario in which the IT environment will be able 
to manage itself  based on perceived activity; and utility computing, in which computer 
processing power is seen as a utility that clients can pay for only as needed.  !
The usual goal of  virtualisation is to centralise administrative tasks while improving scalability 
and overall hardware-resource utilisation !
Hardware virtualisation or platform virtualisation refers to the creation of  a virtual machine that 
acts like a real computer with an operating system. Software executed on these virtual machines 
is separated from the underlying hardware resources.  !
For example, a computer that is running Microsoft Windows may host a virtual machine that 
looks like a computer with Ubuntu Linux operating system allowing Ubuntu-based software to 
run on the virtual machine. !
In hardware virtualisation, the host machine is the actual machine on which the virtualisation 
takes place, and the guest machine is the virtual machine. The words host and guest are used to 
distinguish the software that runs on the actual machine from the software that runs on the 
virtual machine. The software or firmware that creates a virtual machine on the host hardware is 
called a hypervisor or Virtual Machine Monitor. !
Different types of  hardware virtualisation include: !
Full virtualisation: Almost complete simulation of  the actual hardware to allow software, 
which typically consists of  a guest operating system, to run unmodified !
Partial virtualisation: Some, but not all, of  the target environment is simulated. Some guest 
programs, therefore, may need modifications to run in this virtual environment. 



!
Para virtualisation: A hardware environment is not simulated; however, the guest programs 
are executed in their own isolated domains, as if  they are running on a separate system. Guest 
programs need to be specifically modified to run in this environment. !
Hardware-assisted virtualisation is a way of  improving the efficiency of  hardware virtualisation. 
It involves employing specially-designed CPUs and hardware components that help improve the 
performance of  a guest environment. !
The virtualisation of  storage helps achieve location independence by abstracting the physical 
location of  the data. The virtualisation system presents to the user a logical space for data storage 
and handles the process of  mapping it to the actual physical location. !
Storage virtualisation enables rapid changes on the services layer, but the dynamic nature of  
virtualisation places requirements on the data centre network. !
While virtualisation technology was first seen as a way of  making the most efficient use of  
available system resources, it has been responsible for changing the way organisations design their 
IT systems and prescribed new parameters for corporate network infrastructures. !
Virtualisation was initially identified as a solution to the increasing complexities of  ever-
expanding corporate networks. However, it soon evolved into a technique for hiding the physical 
characteristics of  computing resources from the way in which other systems, applications or end-
users interact with these resources.  !
It creates an external interface that conceals an underlying implementation. It achieves this by 
multiplexing access, by combining resources at different physical locations and by simplifying the 
control systems.  !
Virtualisation is able to make a single physical resource, such as a server, appear to function as 
multiple logical resources. As a result, computing resources are optimised and minimised - and 
consumed on the basis of  an application’s needs.  !
Virtualisation has the potential to cut the number of  servers in an average data centre by around 
80% and reduce the physical footprint of  the data centre facility by 50% or more. !
As resource utilisation is lessened, so energy consumption in the data centre is reduced. It is 
generally accepted that the data centre is responsible for up to 40% of  an organisation’s total 
electricity consumption, so the cost reduction through the adoption of  virtualisation technology 
can be substantial.  !



Virtualisation can also play a key role in reducing the cooling requirements in the data centre 
(and therefore energy consumption) as fewer servers produce less heat. !
Because storage resources are among the largest consumers of  energy in a data centre, energy 
consumption savings are even greater when storage consolidation is considered. !
The value of  energy saving has been underlined by research organisations who warn that energy 
costs could soon represent more than half  the cost of  running a data centre. Moreover, the rising 
cost of  electricity means that energy costs will soon overtake the price of  hardware. Therefore the 
strategic importance of  the virtualised data centre cannot be overstated. !
Virtualisation is also playing a role in reducing energy consumption outside the data centre. In 
fact, virtualisation has the potential to reduce energy consumption in all organisational 
departments without any additional capital expenditure. 
  
While virtualisation is today essential from an operation perspective, on introduction the 
technology presented a number of  challenges to IT managers -including network provisioning 
complexity and increased IT administration workload.  !
However, new developments, including the automatic application of  individual and unique 
policies to various data objects in the switching fabric - including mobile VM sessions, users, 
applications and iSCSI traffic - have alleviated the problem. !
These policies have grown to encompass data prioritisation, quality of  service (QoS) settings, 
bandwidth allocation and security. The key is to establish network profiles for physical and virtual 
machines and distribute them within the network fabric, as well as coordinate the profile 
assignment of  virtual machines to ensure consistent delivery of  services regardless of  the physical 
location of  the virtual machines.  !
Virtualisation is also viewed as a solution to the problems associated with increasing numbers of  
next-generation applications. These include converged data and video applications that unite 
television, personal computers and mobile devices on the network. !
The technology is playing a vital role in restructuring the hardware devices associated with these 
applications in a logical environment known as a 'real-time infrastructure'.  !
This infrastructure has the ability to virtualise resources in real-time, including re-deploying 
servers and storage devices as necessary within a heterogeneous environment to adapt to 
changing business requirements. !
Virtualisation can ultimately transform an IT infrastructure so that instead of  representing a cost 
centre to the enterprise, IT can assist the enterprises to increase its financial resources. 



!
There are also savings to be realised in terms of  management overheads and on-going technical 
support as virtualisation permeates through the corporate network – down to individual 
components. 
  
The technology continues to drive developments in shared services, the re-use of  services and 
moves towards enhanced security. !
As a spin-off  benefit, virtualisation is able to contribute to the reduction of  green-house gases and 
inhibit global warming, welcomed by companies keen to minimise their carbon footprints. !
Virtualisations biggest role, however, has been in the advent of  Cloud Computing which would 
not have been possible without the introduction of  server virtualisation. !
Therefore, conceptualising the network of  the future to optimise virtualisation techniques and 
Cloud services will require a complete change in the way network designers view traditional 
network architectures. !
Designers need to gain a thorough understanding of  an individual user’s requirements and be 
able to apply the policies that support them within the virtual environment and the Cloud. !
The role of  server virtualisation and the cloud !
Cloud computing owes much of  its existence to virtualisation technology which was born back in 
the mainframe era of  the 1970s. Then it allowed administrators to consolidate hardware and 
maximise costly processing power by drawing it from disparate sites, managing and using it as if  
it was centrally located. !
Today, virtualisation can encompass a broad range of  resources, including application 
virtualisation, desktop virtualisation, operating system virtualisation and file server virtualisation. !
According to reports more than 70% of  enterprises currently use server virtualisation technology 
to reduce costs and increase agility.  !
Server virtualisation is the ‘masking’ of  individual file server resources, freeing users from the 
physical constraints associated with their identification and location, while opening the door to 
resource sharing, resource optimisation and easy resource expansion or reduction, as required to 
meet fluctuating processing demand. !
To the user, there is no difference between a virtual server and a physical server – except that the 
virtual server will not be installed at any particular site. !



Significantly, it is possible through virtualisation, for a single physical server (running hypervisor 
software) to be able to contain almost any number of  virtual machines, bringing a range benefits, 
including improved total bandwidth, to the users. !
Other server virtualisation benefits include: !
• The ability to consolidate workloads running on multiple physical servers onto a larger physical 
server comprising multiple independent virtual servers each hosting its own guest operating 
system and application stack. !
• The capability to move applications from one server to another – either virtual or physical – 
and rapidly provision them. !
Hypervisor software is an important element of  virtualisation. It allows multiple operating 
systems, including multiple instances of  the same operating system, to share hardware resources. !
A basic hypervisor was introduced by IBM in the ‘70s which allowed its System 370 processors to 
share CPUs and direct access storage devices and memory. !
Virtual servers’ role in the cloud  !
In order for the cloud model, which mandates the supply of  on-demand resources to users as 
services provided by third party organisations (service providers) to be effective, it must make use 
of  shared resources and applications.  !
As a result, the automation capabilities and the economies of  scale offered by virtual servers are 
vital. The unthinkable alternative would be the manual provision of  services on a per-client basis 
using dedicated hardware. !
The cloud model must also cater for fluctuations in capacity and other challenges linked to 
dealing with an amorphous infrastructure. Only through virtualisation techniques can these 
objectives be realised. !
Cloud computing and virtualisation technologies are committed to work hand-in-hand to deliver 
a common value proposition: the most cost effective means of  improving agility to meet the 
changing business needs of  large and small companies. !
Millennial drivers !
Despite the fact that a new virtual machine is created every six seconds, industry watchers believe 
there is still significant growth in the virtualisation concept. !



While a reduction in capital and operational expenses led the first wave of  virtualisation, the next 
wave will be driven by so-called ‘millennials’ the generation born between 1984 and 2004. !
Millennials are said to be changing the IT consumption model. Unlike the ‘baby boomers’ and 
‘gen-yers’ before them, they are highly mobile individuals. They work socially and expect their 
interaction with applications and data to match this.  
 
Today millennials are becoming more influential in business, generating a transformation trend 
within business and IT. They are wading into the ‘post-PC era’ with a determination to change 
the status quo. !
First to change is the data centre. Now it must support different consumption models, and be 
focused on applications and how users consume these applications.  
 
Increased demand for application availability, quality of  service, and time to market is not only 
changing how and where applications are hosted in the data centre; it is also changing how they 
are delivered to the user.  !
Cloud, virtualisation, and the consumerisation of  IT have driven changes in the end-user 
consumption model. Initiatives such as BYOD programmes and the diversification of  devices 
used in business are increasing complexity while forcing administrators to make hard choices 
between flexibility and control.  !
Smart phones and tablets are changing how information is consumed and shared. This is also 
accompanied by growth in adoption and integration with social media platforms. To focus efforts 
on just data centre fabrics is ignoring large evolutions in IT.  !
Operational expenses are top of  mind for businesses. Surveys show that the number one 
consideration for justifying IT investments is reducing operational costs, followed by 
improvements in processes and workflows and reductions in capital costs. !
With the evolution of  networks and attached systems and storage, managing application delivery 
has become more complex. IT workers are becoming more specialised, creating skill deficits 
when looking at the application delivery fabric as a contiguous system.  !
Data centre network architects, mobile edge service managers and virtualisation teams lack an 
end-to-end view of  application delivery, yet must be able to coordinate with multiple teams when 
deploying and managing applications within the company’s fabric. !
Thanks to workflow integration techniques, standard APIs and network templates for application 
delivery, the process of  delivering applications is greatly simplified.  !



The process for adding a new virtual machine or configuring a mobile edge device is 
accomplished using a single set of  tools rather than the often dozens of  tools and procedures 
found in competitive networks.  !
API integration allows many of  the processes and functions required by the network, server and 
security administrators to be accomplished in workflows and applications with which they are 
already familiar.  !
This capability has enabled modern users to bridge skills deficits and provide their customers 
with a network fabric that responds automatically to the needs of  the business without years of  
training and multiple network degrees. !
Application delivery has evolved with the data centre which itself  has evolved rapidly in recent 
years. Cloud and virtualisation are quickly changing IT workflows.  !
The complexity of  this new environment has left traditional network architectures and 
management systems behind, leaving network architects, systems and server teams, and CIOs 
with a patchwork of  management systems that simply adds to the complexity of  application 
delivery. 
  
Critical to the success of  any IT solution is the impact it has upon the administrators that will 
work within it to accomplish tasks. Many solutions today burden IT organisations with yet 
another management console. !
Solutions such as the Enterasys OneFabric Control Center leverage APIs from leading 
virtualisation vendors, standards such as Trusted Computing Group IF-MAP and native APIs to 
unify systems management across multiple disciplines and participate in external workflows.  !
Moreover, by embedding intelligence into every layer of  the network, OneFabric creates an 
environment where security and policy is enforced at every network device, from the virtual 
switch to the mobile edge, without sacrificing performance or flexibility.  !
Enterasys’ policy function is tightly integrated with the identity of  a particular application, end 
user, or device. OneFabric provides a rich set of  controls for rate limiting, prioritisation and 
filtering, based on centralised identity and authentication, from the network layer to the 
application layer. !!
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CLOUD COMPUTING !
Often described as Internet-based computing, cloud computing is a simple concept whereby 
shared resources, software and applications are consumed by organisations ‘on-demand’ from an 
Internet-based service provider, much as they would consume water or electricity supplied by a 
public utility company. !
Cloud computing is explained as a style of  computing whose scalable IT-related capabilities are 
provided as a service to external customers using Internet technologies. !
For users, a key benefit of  cloud computing is the elimination of  the need for any form of  
ownership or control over the technology infrastructures that support the applications they use. 
  
The advent of  cloud computing was predicted as long ago as 1961 by US-based computer 
scientist John McCarthy - the man who coined the term ‘artificial intelligence’. He correctly 
forecast that computer ‘time-sharing technologies’ would lead to a future in which computing 
power and even specific applications would be sold through the utility business model. !
Apart from the sophistication of  the Internet, cloud computing demands the consort of  two 
symbiotic technologies in order to function – Web 2.0 and Server Virtualisation. It was the 
development of  these technologies that heralded the arrival of  cloud computing and gave it 
legitimacy only recently. !
Web 2.0 tools and technologies opened the door for the widespread adoption of  cloud computing 
because they enabled web bloggers and social networkers to interact with visitors to their sites.  !
In this way, Web 2.0 spawned the idea of  ‘collaboration’ which in turn fuelled the arrival of  the 
tidal wave of  social networking sites – Twitter, MySpace, Facebook, LinkedIn and many others – 
which are now seen as the delivery services of  cloud computing solutions which are increasingly 
targeted at the business community. !
These sites are characterised by their ability to allow owners and visitors to ‘drag-and-drop’ 
content from one application to another and make use of  the extensive use of  embedded video 
content. !
Without the advent of  ‘server virtualisation’ cloud computing would not have been able to gain 
the foothold it has. Early adopters of  server virtualisation focused on server consolidation and 
benefitted from the cost-savings of  minimising data centre resources and increased flexibility. !
However, cloud computing takes virtualisation to the next level by allowing server capacity to 
scale up and down dynamically and immediately on demand. !



Essentially, the value proposition promised by cloud computing is similar to that of  virtualisation: 
a means to reduce expenses and improved agility to meet changing and challenging business 
needs.  !
Enabled by Web 2.0 and embolden by virtualisation technologies, cloud computing is integrating 
with social media in what is seen as an inevitable and compelling alliance. !
Social networks are today becoming much more than sites for the online gathering of  friends. 
They’re evolving into destinations for idea creation, brainstorming, information dissemination 
and the practice of  e-marketing, e-commerce and CRM on the largest of  scales.  !
It comes as no surprise that companies are demanding an easy and simple way to capture 
information relevant to their businesses and then leverage this knowledge to improve customer 
service via social media.  !
Cloud computing is providing an innovative platform for organisations to achieve these goals, at 
the same time merge their business operations with the interactive on-line world in a 
groundbreaking paradigm shift.  !
While cloud computing is seen as an outsourcing model capable of  driving innovation, it has 
been questioned by organisations for one key reason; doubtful security.  !
Some corporations and government agencies are uncomfortable because commercial outsourced 
or hosted cloud services often bypass the physical, logical and personnel security controls of  
traditional in-house systems and services. !
However, with the introduction of  enterprise or private computing models in the cloud, these 
fears are proving to be groundless.  !
A key endorsement of  enterprise cloud computing – particularly from a security perspective – 
have come from no less an organisation than the National Reconnaissance Office, one of  16 US 
intelligence agencies linked to the CIA. This one operates spy satellites for the US government.  !
The spy agency has adopted enterprise cloud computing based on its belief  that cloud 
technology makes IT environments more flexible and secure when kept within a firewall. 
While the National Reconnaissance Office and many organisations world-wide have accepted 
that their IT future lies ‘in the cloud’ there is a debate ensuing as to whether the cloud will end 
up being privately or publicly managed in the years to come. !
A privately managed cloud comprises centrally managed, distributed infrastructure services that an 
organisation itself  is able to control using technology from a service provider.  !



On the other hand, a publicly managed cloud relies on centrally managed, distributed infrastructure 
services from third-party companies such as Amazon and platform services from Microsoft 
Azure, Google and others. !
Private clouds are deployments made inside an organisation’s firewall – usually from on-site data 
centres. Public clouds are deployments from providers who take complete responsibility for 
managing and securing an organisation’s entire infrastructure. !
At the heart of  the debate is whether the financial aspects – the billing procedures – should be 
inside the definition of  cloud computing (as proposed by the public cloud evangelists) or whether 
they should be outside the definition (per the private cloud protagonists).  !
At issue here is whether cloud computing is seen as an operational model (public cloud) or as an 
evolution of  existing virtualisation technologies (private cloud). !
The debate is important because its resolution will have a number of  significant implications for 
organisations – small and large – who are looking to adopt cloud computing or are currently in 
the process of  adoption. !
For example, some organisations feel public clouds are too restrictive with rigid infrastructures 
incapable of  being customised to meet their particular needs and that private cloud technologies 
should be the preferred option. !
Those in the public cloud camp believe their option will prevail because of  the weight of  the 
organisations (Amazon, Google and others) behind it and because they architected the utility-
based billing concept on which the cloud computing concept was first based. !
The technology driving the cloud is still embryonic and is bound to follow an evolutionary path. 
With this in mind, it’s best not to be blinkered. An open mind will see the pitfalls of  a public-
cloud-only philosophy which runs the risk of  the environment being dominated by one or two 
powerful players who may well control the market. !
By contrast, a private-cloud-only stance will be equally restrictive and may not allow new, more 
beneficial technologies to evolve as quickly as they might. !
Perhaps the best option is some form of  federated or hybrid system delivering the best of  both 
worlds in which the controls are provided by an in-house data centre and the low cost and 
flexibility benefits provided by a public cloud.  !
In the mean time, the best preparation advice is to standardise data models, configurations and 
deployment policies for both public and private clouds. The benefits of  this approach include 



being able to take advantage of  the public cloud as soon as it is appropriate, while building a 
platform from which the sharing of  public and private resources can be launched. !
Looking to the future we can expect the service provider landscape to change, driven by 
significant increases in the opportunities available to cloud-based companies. This will impact all 
types of  service providers from telcos to ISPs as well as independent online services companies 
and traditional systems integrators.  !
Security !
Regrettably, cloud computing also has a dark side. It has been accused of  exposing organisations 
to unnecessary security risks. It’s a charge that cannot be taken lightly, or go unchallenged. !
What exactly are these security issues? !
Privacy heads the list. Organisations need to ensure their privacy needs are met by a service 
provider. These include secure access when connecting to cloud services and they encompass 
authentication/authorisation and endpoint security validation. !
Outsourced or hosted cloud services often bypass the physical, logical and personnel security 
controls of  traditional in-house systems and services. So it’s best to take Gartner’s advice and 
adopt a ‘belts-and-braces’ approach to security by gaining as much information as possible about 
the service provider and its staff  who come into contact with sensitive information before 
contracts are inked. !
The next logical step must be to have a clear understanding of  the location of  corporate data. 
One of  the strategies being driven by cloud computing is to lower the cost of  inactive data (which 
is often stored in costly high-end storage repositories) by archiving it to lower cost storage. !
There is a strong possibility it may be reside in a repository outside the country where the host is 
able to take advantage of  economies of  scale and other cost benefits.  !
While this is not necessarily an adverse situation, as suggested by cloud computing sceptics (as 
cost breaks are most likely passed on to the user), decisions should not be taken by the service 
provider alone, but in concert with the customer. !
Data segregation is another security challenge. Because the cloud is a shared environment, there 
is concern that one company’s data might not be effectively segregated from others’. In the US 
there is a call for the reformation of  the Electronic Communications Privacy Act and the 
modernising of  the Computer Fraud and Abuse Act. !



These actions will surely have repercussions in many countries’ legal systems in due course. In the 
mean time it is best to deploy only exhaustively tested and proven encryption schemes within the 
cloud. Gartner states the obvious when it warns that encryption accidents can make data totally 
unusable. !
Should a disaster occur and data is lost for whatever reason, cloud computing detractors 
maintain that hosts are not in a position to replicate the lost data – or even the application 
infrastructure – because their security offerings are no better than traditional backup solutions. !
While this may have been true a few months ago, today there are many traditional backup system 
vendors who have stepped into the breach, designing comprehensive backup and recovery 
solutions for use in the cloud, by cloud hosts and cloud computing users. !
One of  their primary target markets includes companies planning disaster recovery scenarios. 
They point out that compared to a physical off-site disaster recovery centre – characterised by 
costly servers, storage and networking infrastructures – a cloud computing solution is an obvious 
low-cost alternative. !
Despite the uncertainties surrounding many aspects of  security in the cloud, in reality overall 
security provided by cloud computing hosts and their associates is often as good as - if  not better 
than - the security barriers common to most traditional computer systems. !
This is because security is actually enhanced when data is distributed over a wider base, multiple 
sites and a large number of  devices. !
What’s more, cloud computing hosts and service providers generally devote more resources in 
terms of  man-hours, effort and money to identify security challenges and resolve issues than most 
customers for whom security is not a core business activity. !
Nevertheless some industry insiders have said cloud computing doesn’t meet modern standards 
for how passwords are assigned, protected and changed. Others are uneasy because cloud hosts 
could access their sensitive data. !
While most of  these concerns have been addressed, some corporations and government agencies 
will always remain uncomfortable because commercial outsourced or hosted cloud services often 
bypass the physical, logical and personnel security controls of  traditional in-house systems and 
services. !
However, with the introduction of  enterprise or private computing models, these fears are 
proving to be groundless. How does this brand of  cloud computing compare with the generic 
version of  public cloud computing? !



The enterprise cloud is, in effect, a highly virtualised collection of  network, storage and server 
resources. It focuses on the behind-the-firewalls use of  the same Internet-based technologies as 
found in the public cloud. The key difference is these services address only one organisation’s 
computing needs and are not supplied, via hosts, to other customers. !
The watchword is ‘control’. In the enterprise environment, cloud computing is carefully 
regulated. Sensitive data is most likely to be kept in private repositories, protected by encryption, 
physical security and regular operational audits. !
Nonetheless, the environment still offers all of  the advantages and benefits of  the public cloud, 
including rapid provisioning of  computing power, data storage and archiving and software as a 
service. !
As an IT model, enterprise cloud computing has helped the technology become one of  the 
hottest topics in the IT industry, gaining popularity with companies of  all sizes – from start-ups to 
large corporates. !
This is because it is able to meet an increasing number of  corporate demands, the majority of  
which have come in the wake of  the economic downturn. In addition to high levels of  security, 
they include a reduction in the cost of  software, making application purchases easier and cheaper 
and minimising complexity. !
Over time most enterprises will adopt a mix-and-match approach to cloud computing, relying on 
the ‘commercial’ cloud for some services and taking others on board – into the enterprise cloud – 
as they see fit. !
The challenge, going forward, will be linked to the quality and quantity of  support afforded 
corporate decision-makers by cloud computing specialists.  !
There is no doubt that businesses are looking for better ways to source IT services, avoid upfront 
capital expenditure and obviate complex deployment projects that often extend from months into 
years. !
They want IT costs to more accurately mirror IT consumption. And they need solutions that will 
yield certain, guaranteed results in this regard.  !
In future, cloud computing specialists will be measured on their abilities to design dynamic and 
flexible IT delivery models that measure up to the standards set by the likes of  the National 
Reconnaissance Office and their local counterparts who expect improved corporate agility and 
sustainability from their IT solutions – which should also be capable of  meeting rapidly changing 
business goals and objectives.  !



Best practices and standards !
In 2010 the UK-based Cloud Industry Forum (CIF) launched a code of  practice designed to 
assist members to develop “a clear, professional and trustworthy approach to the delivery of  
cloud services”. !
Key objectives of  the code include an accurate definition of  the services offered by cloud service 
providers, with detailed explanations of  how they will impact business processes, their level of  
integration with existing technologies and how cloud adoption will enhance data security. !
There is a strong sense of  urgency in the UK as well as in Europe and Asia, to have these and 
other concerns resolved by industry collaboration allowing stakeholders to work in partnership on 
issues specific to these regions with the goal of  enabling faster and more efficient adoption of  
cloud computing. !
This initiative could have implications for organisations on a global scale, including developing 
countries where security concerns seem to dominate any cloud discussion, shading possibly more 
relevant, growth inhibiting issues such as low penetration of  bandwidth in rural areas and 
government policies more aligned with traditional computing models. !
Ironically, many organisations – in the public and private sectors - ignore the widespread 
informal use of  cloud-based applications by their staff, including gmail, Facebook and other 
social networking sites.  !
This amounts to widespread tacit acceptance of  the cloud. All that’s needed now is a code of  best 
practices and standards to give local companies confidence that suppliers are able to assist with 
the formal adoption of  cloud computing in a structured way. This will give companies better 
clarity of  purpose and confidence in their choice of  service provider. !
In common with the CIF’s code, the local equivalent will need to define best practices for cloud 
computing, highlighting provider capability and accountability. A key objective should be to 
identify providers capable of  delivering a resilient cloud service with operational practices and 
procedures capable of  being measured against accepted industry benchmarks. !
Some of  the benchmarks that might be unique to developing countries could centre on data 
storage, management and power saving. Others could hinge on the location of  data and where 
transactions are taking place. !
Simply put, the local code should be able to help customers answer questions such as ‘where is 
my data held?’ and ‘where is the service provide physically located?’ !



These issues may raise tax and legal compliance issues for organisations. There might also be 
exchange control implications for e-commerce transactions. !
Many industry watchers expect cloud computing to play a fundamental role in re-shaping how 
telecommunications service providers offer applications to end users and how their internal 
systems are implemented. !
In this light, an important issue that needs to be addressed is the question of  open standards in 
the cloud to avoid vendor lock-in. It’s a thorny subject. Many cloud vendors pay lip-service to the 
concept while offering different paths to realise this objective.  !
A failure to achieve interoperable standards across the cloud environment will hinder data 
portability – a potentially catastrophic situation in the telco industry. !
There is a need for speed. The sooner open standards for cloud computing are set, the faster 
organisations will come to terms with a full migration to the cloud and begin to realise the 
economic benefits cloud computing can offer. !
As the IT industry has found so often in the past, end users will more readily commit to a 
technology when they know which standards are being enforced. !
Transparency !
Because outsourced or hosted cloud services often bypass the physical, logical and personnel 
security controls of  traditional in-house systems, cloud technology has been accused of  exposing 
organisations to unnecessary security risks. !
It is accepted that cloud technology has created a new set of  challenges for security professionals 
to protect the platforms that deliver cloud services.  !
Security is not possible without transparency which is becoming one of  the most important 
essentials for new cloud technology adopters. Users need to have detailed information on cloud 
service providers who should be able to provide a transparent means for them to monitor the flow 
of  corporate data and its storage locations at all times. !
Today it is vital for any organisation looking to migrate its IT infrastructure and services to the 
cloud to first invest in systems encompassing authentication/authorisation and endpoint security 
validation to protect confidential data and sensitive information from compromise in the cloud. !
To achieve these goals, a parallel infrastructure may be required capable of  analysing and 
reporting on system and application activity in the cloud while auditing the delivery of  cloud 
computing services. 



!
A challenge for cloud service providers is to design and apply such an infrastructure capable of  
handling the large amounts of  data and millions of  messages per second that will be generated. !
Going some way to meet this challenge are new software developments designed to offer 
significant gains in transparency. For example, there are systems now available capable of  
measuring the performance of  applications deployed by cloud service providers. They are 
increasingly viewed as essential to the cloud fabric. !
As these systems gain in maturity and sophistication it will be possible to access up-to-the-minute 
network performance statistics on cloud computing service providers without their input. !
Against this backdrop, the Cloud Security Alliance (CSA), a US-based non-profit organisation, 
has adopted CloudAudit to promote the use of  best practices in the cloud. !
CloudAudit is a volunteer, cross-industry effort from the best minds and talent in cloud, 
networking, security, audit, assurance and architecture backgrounds.  !
CloudAudit’s charter is to provide a common interface that allows cloud technology users to 
verify that the security they expect is being delivered via an open, extensible and secure set of  
interfaces – via the Audit, Assertion, Assessment, and Assurance API or ‘A6’ API. !
The CSA is also working on several projects aligned with CloudAudit. These include CSA 
Controls Matrix, which provides fundamental security principles to guide cloud vendors and 
potential customers in assessing the overall security risk of  cloud service providers, and the 
Consensus Assessment Initiative, launched to provide research and tools essential to the 
preparation of  fully transparent cloud computing assessments. !
One of  the CSA’s key initiatives is CloudSIRT, a programme introduced under the auspices of  a 
number of  service providers designed to address the future of  collaborative incident response and 
information sharing in the cloud.  !
According to the CSA, Computer Security Incident Response Teams (CSIRTs) have worked well 
for handling malicious activity on the traditional Internet and will form the core of  coordinated 
incident response and computer security information sharing for governments and large 
enterprises on a global basis.  !
Against this backdrop, industry watchdogs in the US are warning cloud computing service 
providers, ‘to get their houses in order’ in terms of  privacy and security or face the prospect of  
regulatory intervention by the US Congress to ensure transparency.  !



Already there are initiatives in place to beef  up privacy protection laws in the US that are 
expected to have global implications, particularly in terms of  prosecuting cyber criminals 
operating beyond the US borders. A key element of  the initiatives is to place monetary values on 
stolen or compromised data and information, including emails and digital images.  !
This increasing emphasis on transparency as an essential cloud computing element will go a long 
way towards equipping the cloud community with the ammunition needed to respond 
appropriately to vulnerabilities and threats – and in so doing enhance user trust in cloud 
computing.  !
While the IT industry may be a year or two away from absolute transparency in the cloud, one-
by-one the veils are being lifted to reveal another layer of  computing services capable of  being 
successfully managed and measured - as all the others are. !
Innovation !
In only a few years, cloud computing has gone from a fringe concept for start- up organisations to 
a mainstream tool necessary in most companies’ IT toolbox. What is driving this growth and who 
is responsible for it? !
Cloud computing’s ease of  use, its uncomplicated accessibility via the Internet and its cost-saving 
benefits are responsible for its prodigious growth. But more significantly, it is the increasing 
number of  innovations reaching the market that is indicative of  the cloud’s strengthening role in 
business today.  !
It’s also indicative of  the cloud’s rapidly maturing status within ever-broadening market 
segments.  !
Who are the key cloud computing innovators? Salesforce.com has long been positioned as the 
cloud computing pioneer, having established itself  as a leader in the customer relationship 
management (CRM) market. It established the SaaS (software as a service) model in the cloud 
with the launch of  its cloud-based Force.com platform in 2005. !
The company now offers its applications to multiple customers in hosted models as pay-as-you-go 
services. Because Salesforce.com has eliminated the upfront infrastructure costs and the 
complexity of  traditional software, through the cloud, its success is assured. !
So successful has it been that Salesforce.com currently holds around 50% of  the salesforce 
automation market and it became the first enterprise cloud computing company to achieve $1 
billion in revenue, passing this milestone in 2009. !



According to the company, its latest innovation called Chatter represents a move into the 
‘collaboration cloud’ and offers users ‘a new way to collaborate with people at work.......so you’re 
always in the loop’. !
Essentially Chatter brings to business applications many of  the features and benefits associated 
with social networking applications such as Facebook, LinkedIn, YouTube and others. !
That said, Chatter optimises user profiles, status updates and real-time feeds to facilitate 
collaboration by businesses at a significantly deeper level than is common with friends on 
Facebook. !
In effect, Chatter brings the underlying networking principles of  Facebook – essentially the 
continuous stream of  updates posted by friends - to bear on real business processes.  !
So instead of  personal messages, Chatter encourages the posting of  actionable business data from 
colleagues and associates. Based on the market’s early response to Chatter, Salesforce.com 
predicts that social networking will soon replace email and, thanks to the Apple iPad, create a 
number of  new and innovative ways to deal with information.  !
Speaking of  the iPad, its rapid rise in popularity, together with other tablet PCs, is because users 
are able to gain direct access to their desktop computers back in the office or home via the cloud. !
This is proving to be a boon for mobile executives who are freed from carrying the bulk of  the 
laptop and also freed from the security burden linked to the possibility of  a stolen laptop, as all 
sensitive data is stored in the cloud.  !
One of  the most fertile grounds for cloud-based innovation is gaming. It is the fastest growing 
sector in IT. A major player in this sector, Pando Networks, has achieved success in combining 
cloud computing, http delivery and client-side technology to provide a highly scalable game 
delivery platform with network capacity that expands as demand increases.  !
This is particularly critical for the online distribution of  games, since new releases frequently 
result in a sudden surge in download demand that can degrade content delivery network 
performance and limit the enjoyment of  the end-user experience.  !
The need for innovation in the cloud is greater than ever, particularly for companies trying to 
gain the upper hand in marketing terms. Reports indicate that around 70% of  the engineering 
workforce in the IT industry’s vendor community is engaged in pioneering work related to the 
cloud. !
It’s no secret that China has realised the benefits of  cloud innovation and has committed heavily 
to cloud computing. Dr Shao ZhiQing, the deputy director of  the Shanghai Commission of  



Economy is on record as saying that new cloud computing innovations will fundamentally 
transform the way Chinese people obtain and disseminate knowledge.  !
The same can be said for most countries, whether industrialised or part of  the global emerging 
market. !!



PART IV 
Chapter 3 
SOFTWARE DEFINED NETWORKING !
Today, organisations need to provide new end-to-end services and applications in a seamless and 
cost-effective manner.  As a result, many are re-examining traditional network architectures and 
looking at Software Defined Networking (SDN). !!

 !!!!!!!!!



SOFTWARE DEFINED NETWORKING !
To address simultaneous needs for security, virtualisation, manageability, mobility and agility in 
today´s networks, the concept of  software defined networking (SDN) was born. SDN is in the 
process of  facilitating one of  the biggest moves yet seen by the IT industry.  !
Like the server hypervisors used in virtualisation applications, SDN introduces a layer of  software 
between bare metal network components and the network administrators who configure and set 
them.  This software layer gives network administrators an opportunity to make their network 
device adjustments through a software interface instead of  having to manually configure 
hardware and actually physically access network devices. !
There are two planes in network devices — a control plane that determines where traffic is sent, 
and a data plane that forwards traffic based on what the control plane tells it to do.  !
With SDN, these two planes have been detached from one another. The data plane (or data 
forwarding plane) remains with the network hardware — but the control plane (or controller) that 
makes decisions about where traffic will be sent is now executed through software. This 
separation makes network virtualisation possible because the command or control rules are no 
longer executing on the hardware itself. !
In other words, a network switch can forward packets and a separate server can run the network 
control plane. !
The rationale behind this approach is twofold: First, the decoupling allows for the control plane 
to be implemented using a different distribution model than the data plane. Second, it allows the 
control plane development and runtime environment to be on a different platform than the 
traditionally low-powered management CPUs found on hardware switches and routers. !
In today’s networks, proprietary firmware on the switch determines the forwarding destination of  
data packets. With SDN, network administrators can shape network traffic from a centralised 
network console that integrates the information and controls all network switches. This is 
achieved via the OpenFlow protocol through an SDN controller. !
OpenFlow - the first standard communications interface defined between the control and 
forwarding layers of  an SDN architecture – is also moving network control out of  proprietary 
network switches and into control software that's open source and locally managed. !
In tandem with SDN, OpenFlow will cause today’s networking devices to appear monolithic, 
closed and mainframe-like to industry watchers of  the future. !



What are SDN’s key benefits? Firstly, with SDN, networks are no longer closed, proprietary, and 
difficult to program. They are transformed into an open and programmable component of  the 
larger cloud infrastructure. !
SDN allows users more control over their networks together with the ability to quickly customise 
them to meet local needs, eliminate unnecessary complexity and promote the creation of  high 
performance virtual networks. !
SDN and OpenFlow developments also tie into OpenStack, an open source cloud operating 
system with a mission to enable any organisation to create and offer cloud computing services 
running on standard hardware.  !
For example, open source cloud management platforms (CMPs) as provided by OpenStack can 
automatically provision network resources through linking into an SDN controller overseeing 
OpenFlow enabled switches.  !
CMPs such as VMware’s vCloud are looking to perform similar functions in a bid to create a 
fully automated data centre where all infrastructure is virtualised and delivered as a service. The 
potential for cost saving on a large scale is substantial. !
Dynamic computing needs !
Why SDN? Traditionally, networks have been built to connect end-users using hierarchical 
switches, routers and other devices in a distributed fashion. This design made sense in the days 
when client-server computing prevailed. Today, however, these static architectures are not suited 
to the dynamic computing and storage needs of  modern networks supported by virtualised data 
centres, campuses and carrier environments. !
With SDN, the legacy static network can be engineered to evolve into an extensible service 
delivery platform capable of  responding quickly to changing business and end-user needs - and 
marketplace requirements.  !
SDN is, in essence, a platform capable of  automatically provisioning (and applying policy to) new 
services and applications on the fly. It achieves this by using a programmatic interface to deploy 
the services and applications which treat the entire network fabric as a single entity. The result is 
a more agile, flexible and easily orchestrated network, requiring less time to manage, thus 
reducing operational costs.  !
Many market analysts agree that SDN is applicable to almost any complex network challenge, 
including the automation of  virtualised data centres and the automatic provisioning and 
management of  virtual machines within them. !



Globally, data growth is on a steep upward curve matched by the levels of  complexity required to 
support this explosion using existing IT infrastructures. This represents a nightmare scenario for 
most network administrators. But help is at hand. Dramatic changes will soon alter the face of  IT 
- and the way networks are designed, built and operated.  !
SDN is associated with this paradigm shift. This is because an important benefit of  SDN 
technology is its ability to allow network administrators to manage network services more easily 
through the abstraction of  lower level functionality into virtual services. !
The advantages of  SDN in the enterprise lie specifically in the technology’s ability to bring 
network interoperability through software to the enterprise, at the same time providing network 
virtualisation and automated hardware configuration across the entire network fabric. This 
enables new services and end systems to be deployed rapidly while operational costs are 
minimised.  !
SDN also allows network administrators to have programmable central control of  network traffic 
without requiring physical access to the network's hardware devices.  !
True value !
How do the benefits of  SDN translate into true value for the user? !
There is a perception in the marketplace that SDN technology is limited to data centres. This is 
incorrect. SDN has the potential to bring significant value to the enterprise – including the data 
centre and on down to the mobile and wireless edge.  !
User experiences with SDN have shown that, perhaps contrary to the prevailing sentiment, 
operational cost savings (OPEX) are considerably more significant than initial capital equipment 
cost (CAPEX) savings.  !
CAPEX savings can be achieved by the use of  less expensive switching equipment, but network 
scaling shows these savings to be minimal in the broader context.  !
The underlying requirements of  the data plane in SDN are scaling at a rapid rate in terms of  
flows, much higher than most of  today’s commodity ASICs (application-specific integrated 
circuits) can handle. Only custom flow-based ASICs such as Enterasys’ CoreFlow2 can address 
these requirements. !
In this light, the main benefits of  SDNs are clearly linked to business benefits – and OPEX 
savings – associated with improved network efficiency (through centralised management) and 
better service control across the whole network fabric for any device, user and application. !
A spin-off  benefit is the provision of  advanced analytics of  all resources enabling users to easily 
monitor and control key resources and thus make more informed strategic business decisions. !



Appendix 1 
STANDARDS 
Introduction to Standards !
This explains the OSI Seven-Layer communications model, which is mandatory in any 
communications publication. There is no denying that OSI never made it, but TCP/IP did. We 
keep it short and sweet. !!

 



STANDARDS !
This appendix explains the OSI seven-layer communications model, which is mandatory in any 
communications publication. Hopefully, this explanation is short and sweet. There is no denying 
that the OSI protocols didn’t make it through a mixture of  over-complexity and slow 
development, but the seven-layer reference model is still fundamental to how many network 
protocols are conceptualised and designed.  

 
Open System Interconnect originated from the International Standards Organisation. In plain 
English and to make it very clear, we have OSI from ISO – no wonder we all get confused.  !
The OSI seven-layer model was proposed in 1978 and is still the framework for constructing 
communications solutions hardware and software.  !
In this section we will have a more formal look at the official standards. But first, the overall idea 
of  OSI and the seven-layer communications model is covered.  !
You need only to appreciate that OSI is all about one machine transferring information to 
another, so when data gets to the new machine, it is correct and usable. The OSI model is a 
quick, easy way to understand the rules covering this communication. What we have to consider 
is the steps we have to take to ensure that two dissimilar machines can connect together and 
transfer meaningful data.  !
Layers 1 and 2  !
The first step is to ensure that two machines wishing to communicate are connected physically 
together using the same wire, same plugs and sockets, and the same signal levels. So Layer 1 is 
simple, consisting of  the wire or fibre that is used to string the machines together. We also have to 



agree on whether we use +5 volts electricity or +12 volts electricity to indicate a signal. Or in 
fibre terms, do we use a green or a red light? All of  these physical things are included in Layer 1, 
so you can ignore Layer 1.  !
Layer 2 concerns the chipsets. Chipsets contain the rules for sharing the wire, so 802.3 is the set 
of  Ethernet rules for sharing the wire. 802.5 is another set of  rules for using token passing 
techniques for sharing wire.  !
FDDI is yet another set of  rules for sharing wire. An additional responsibility is to ensure that 
each device has a unique address, the MAC address. This is so that on the shared media, stations 
know what information they should be picking up or ignoring. Also, the chipsets are responsible 
for knowing that they sent information (six ones and ten zeros) to station number 57. Station 57 
has to acknowledge that it did receive (six ones and ten zeros), and if  it didn’t, please send it again 
without user intervention.  !
This is the link layer protocol. Therefore we can view Layers 1 and 2 as the hardware 
specifications that get embedded in the networking products.  
These products are selected to interface into the cabling installation that is chosen for reasons of  
economics or distance or performance. Layers 1 and 2 implemented together define the 
communications infrastructure of  an organisation.  !
Layers 3 and 4  !
Layers 3 and 4 are pieces of  software whose task it is to understand the underlying 
communications infrastructure and ensure that connections made across it are secure and 
reliable. They have to provide extra addressing to get across more than the cable, and they have 
to control the sending of  information in manageable chunks. They have to talk to the software at 
the same levels, 3 and 4, on the receiving station, and check that they are receiving data or 
retransmission requests.  !



And if  the connection is too slow, perhaps it needs a different route to get to the destination. That 
is why Layer 3 is protocol-aware, because it is the protocol’s job to make such choices. In simple 
terms, this software makes the connections.  !

For example, if  I pick up the phone and ring Hong Kong, and that guy picks up the phone, that 
is equivalent to what I get from Layers 3 and 4. When I say “hello” in English and then don’t 
understand the response, we cannot communicate, so we need another piece of  software.  !
Layers 5, 6 and 7  !
The requirement of  this second piece of  software is to allow us to log onto a host, transfer a file 
and do simple electronic mail. This is the function of  Layers 5, 6 and 7, to provide meaningful 
communications.  !
These layers are usually placed in the host computer or, in PC networking terms, in the network 
operating system. So, looking at the OSI model, Layers 1 and 2 are the physical communications 
foundation on which are built Layers 3 to 7.  !
Choices  !
For your cabling requirements, you can use copper in the form of  coax, unshielded twisted pair, 
shielded twisted pair, fibre single-mode or multi-mode, or wireless using radio waves. At Layers 1 
and 2, you can deploy various chipsets, giving you different technology. The common choices you 
have are 802.3 Ethernet (the only surviving practical choice for the LAN, 802.5 Token Ring, 
FDDI or ATM.  !
There are many choices for Layers 3 and 4. If  you had bought an old DEC system, you would 
have been provided with DECNet (old 3Com installations tend to be XNS). Today, globally, 
TCP/IP is an accepted de facto standard. The advantage that TCP/IP has over XNS is that with 
TCP Layers 5, 6 and 7, the communications piece of  software is specified. So, you have telnet to 



actually make a connection to a host, a virtual terminal that allows you to log on and be a 
terminal, File Transfer Protocol (FTP), which allows you to move files around, and Simple Mail 
Transfer Protocol (SMTP), the protocol for sending e-mail.  

 
Programmers can access the network directly by using the TCP/IP defined application interfaces 
of  plugs and sockets. So, TCP/IP is widely accepted and widely supported. In the IBM arena of  
yesteryear, if  you bought an IBM Token Ring, your PC would probably be running NetBEUI. 
This is just SNA on the Token Ring. There were some companies that were selling Layer 3 and 4 
OSI protocol stacks, usually called OSI 4.  !
At the top end, FTAM (File Transfer Access Method) accomplishes the same as FTP, and the 
virtual terminal is equivalent to the virtual terminal in telnet.  !
The problem with the OSI implementation is that there is no conformance testing, so if  you 
bought someone’s OSI seven-layer stack, that is what you have bought. You have not bought 
someone’s international standard, you have bought someone’s interpretation of  it.  !
So communication software is definitely vendor-dependent and depends on the host. True 
standards come with conformance testing. All the suppliers and all these protocols are available 
today, and if  you want freedom of  choice of  host, you have to support all these protocols. If  you 
do have a LAN, the average number of  protocols running across it was five, but has converged as 
IP.  !



To compound things even more, the seven-layer model has approximately 257 specifications. Of  
these, approximately 70 to 100 have been ratified and are therefore real standards. To enable two 
machines to communicate, they have to select the same specification for each of  the seven layers. 
This has resulted in customer-driven selection of  the specifications to make the implementation 
easier. These selections are known as profiles; a few are described later.  !
A More Formal approach to Standards  !
No single vendor supplies the total solution. This being the case, we should expect to see a range 
of  dissimilar equipment in a computer installation.  

 
However, the company that owns the equipment must to be able to access the information on 
these dissimilar products. Therefore, if  communications are to be established, a common 
language is required which all players understand.  !
The International Standards Organisation (ISO) in 1978 addressed this communications 
problem, publishing a proposal for Open System Interconnect (OSI), commonly referred to as 
the seven-layer model. This proposal considers several pieces of  equipment and the problems 
involved in establishing two-way secure communications, covering aspects such as the wiring 
between machines, addressing, and the presentation of  information.  !
Huge progress was achieved by the CCITT, now the International  
Telecommunications Union (ITU), which ratified recommendations for Level 1. These are 
covered in the V24/28 and X24/X21 specifications, to name a few. So far, recommendations 



have reached all the way to Layer 7. Commonly understood standards such as X.25 provide 
Levels 2 and 3. 
  
For LAN standards conforming to the model, we have to look to the IEEE (Institute of  Electrical 
and Electronics Engineers) and its 802 committees. The networking standards published are: 
802.3 (Ethernet), 802.4 (Token Bus), 802.5 (Token Ring), and 802.11 (wireless networking). 
Today, we have more standards than you can shake a stick at.  !
The Standard-Setters  !
International  
CCITT – (Geneva) Comitê Consultatif  International, now the ITU  
ITU – (Geneva) International Telecommunications Union  
ISO – (Geneva) International Standards Organisation  
IEC – (Geneva) International Electrotechnical Commission  
IEEE – (USA) Institute of  Electronic and Electrical Engineers  
IETF – (USA) Internet Engineering Task Force  !
Regional  
CEPT – (Bern) Conference Europeane des Administrations des Postes et des 
Telecommunications  
CEN – (Brussels) Comité European de Normalisation  
CENELEC – (Brussels) Comité European de Normalisation Electronique  
ECMA – (Geneva) European Computer Manufacturers Association  !
National  
BSI – (UK) British Standards Institute  
DIN – (Germany) Deutsche Institute fur Normung  
ANSI – (US) American National Standards Institute  
JISC – (Japan) Japanese Industrial Standards Committee  
AFNOR – (France) Association Francaise de Normalisation  
UNI – (Italy) Ente Nazionale Italiano di Unificazione  
NBS – (US) National Bureau of  Standards  
SABS – (RSA) South African Bureau of  Standards  !
The whole computer manufacturing fraternity is announcing its commitment to standards, 
driven by purchasers asking the question, “What about standards?” When buying computer 
products, you will be looking to standards, so you should be aware of  the standards machinery.  !
Standards committees are made up of  suppliers, regulation bodies, and in some cases major 
users. The ITU has a four-year cycle between publishing standards. A major influence is the 



European PTP (Public Telecommunications Operators). ECMA has 32 members studying 
distributed office systems, and has an average of  two years between agreed recommendations.  !
The ISO committees liaise continually with both ITU and ECMA. The committee procedure 
results in conflicts, but these are resolved by compromise. Therefore, in the standards 
recommendations for Level 4 of  the model, which is the transport mechanism, there are five 
options for implementing this level.  !
The message is that all vendors are committed to standards. The standards are being produced, 
but it is a slow process.  !
The ISO reference Model  !
The major advantage of  this layered implementation is simplifying the management of  change in 
a networking system: each layer may be changed independently, as long as interfacing standards 
between layers are obeyed.  !
The ISO reference Model Layer Function  !
7 – Application. Ensures that the application running in the end-user system has access to the 
underlying services and that these are directly comprehensible to the applications programs.  !
6 – Presentation. This layer is capable of  understanding the information presented by this 
system, and on receiving remote data, can ensure that it conforms to the local requirements. This 
is achieved by restrictions of  data to and from a standard format used within the network.  !
5 – Session. Ensures that both ends are capable of  communicating, and synchronises and 
manages end-to-end information exchange. A device that can multitask can have multiple 
sessions active simultaneously.  !
4 – Transport. Provides transparent, reliable data transfer from end node to end node. Breaks the 
data into manageable packet sizes dependent on the transmission scheme. Manages the reception 
and correct sequencing of  packets at the received end. Can resend any error packets even though 
they may be out of  sequence.  !
3 – Network. Adds an address layer to the packet stream and understands the concept of  multiple 
networks. Performs the packet routing for data transfer between nodes.  !
2 – Data Link. Provides the media access mechanism to determine when the media is available, 
and the data link protocol improves error rate for frames moved between nodes. Also controls 
information flow between nodes.  !



1 – Physical. Provides the physical interface onto the communications media – copper cable, fibre 
or wireless. Then provides the bit encoding and physically transfers bit between nodes.  !
The Seven Layers Explained  !
1: Physical layer  !
This provides the means to interface to the physical medium (wire, fibre, etc) and the way to 
control its use – for example, V24 RS-232, V11, X21, 802.3 10Base2, etc.  !
2: Data link layer  !
In recognising that physical transmission media are subject to random faults and noises, data link 
protocols are introduced in the data link layer to enable transmission errors to be detected and 
corrected. Flow control (known as logical link control) can also be implemented at this layer to 
prevent a fast transmitter from drowning a slow receiver. This is also the layer where the 
arbitration takes place for devices sharing a common cabling scheme, known as the MAC (Media 
Access Control) layer.  !
3: Network layer  !
This layer provides the functionality to route, switch and maintain communications between 
various networks. It is, therefore, capable of  using routes provided by the data link layer between 
or over networks.  !
4: Transport layer  !
This layer specifies to the network layer which routes should be used for a communication 
(parallel routes to obtain bandwidth, if  necessary), to optimise the utilisation of  the network. The 
transport layer is the pivot of  the model, in that it negotiates between the capability of  the 
network below it and the requirement of  the processes (applications) above it.  !
5: The session layer  !
This is the lowest of  the high-level protocols. It specifies the type of  transmission that is required 
– for example, full/half-duplex and wire-speed. Additionally, it communicates with the 
corresponding session layer in receiving the equipment to synchronise and manage the data 
communicated. 
  
6: The presentation layer  !



The presentation layer performs the two-way function of  taking information from applications 
and converting it into a form suitable for common understanding (that is, machine-dependent), 
and also presenting the data exchange between systems to the applications in a form that they 
can understand. Data can also be modified without changing its meaning (for example, it can 
change data characters from ASCII to EBCDIC). 
  
7: The application layer  !
The highest layer defined by the ISO reference model is concerned with supporting the 
applications that exchange information with others. Many different types of  applications are 
relevant to OSI, from terminal to computer transaction processing, to interconnected real-time 
process control programs.  !
The IEEE Standards  !
The Institute of  Electrical and Electronics Engineers Standards Association (IEEE-SA) is an 
organisation within IEEE that develops global standards in a broad range of  industries, 
including: power and energy, biomedical and health care, information technology, 
telecommunication, transportation, nanotechnology, information assurance, and many more. !
IEEE-SA has developed standards for over a century, through a programme that offers balance, 
openness, fair procedures, and consensus.  !
Technical experts from all over the world participate in the development of  IEEE standards. !
IEEE-SA is not a body formally authorised by any government, but rather a community. 
Formally recognised international standards organisations (ISO, IEC, ITU, CEN) are federations 
of  national standards bodies (American ANSI, German DIN, Japanese JISC, etc.). !
Each year, the IEEE-SA conducts over 200 standards ballots, a process by which proposed 
standards are voted upon for technical reliability and soundness.  !
One of  the more notable standard groups is the IEEE 802 LAN/MAN group, with the widely 
used computer networking standards for both wired and wireless networks. !
IEEE 802.1 - the original internetworking standard !
IEEE 802.2 - LLC (Logical Link Control) sublayer of  the OSI model. This manages data flow 
control and error control !
IEEE 802.3 - CSMA /CD (Carrier Sense Multiple Access with Collision Detection for Ethernet 
networks). - Defines characteristics for Ethernet networks. The original 802.3 standard defined a 



speed of  10Mbps. There are now faster Ethernet technologies, including Fast Ethernet and 
Gigabit Internet. The original 802.3 standard specified coaxial and twisted pair cabling. !
IEEE 802.4 - A token passing bus standard !
IEEE 802.5 - Defines characteristics for Token Ring networks. introduced by IBM in mid-1980s. 
The original standard specified speeds of  4 and 16Mbps. Token Ring networks use twisted pair 
cabling and shielded twisted pair cabling and access a method called token passing. !
IEEE 802.6 - Metropolitan Area Network standard 
IEEE 802.7 - Broadband Technology Advisory Board 
IEEE 802.8 - Fibre-optic Technology Advisory Board 
IEEE 802.9 - Integrated Voice and Data Networks 
IEEE 802.10 - Standards for Interoperable LAN/MAN Security (SILS) (Network Security) 
IEEE 802.11X - Wireless networking (The Wi-Fi Standard) It includes: !
802.11a -This was the first of  the IEEE standards for wireless LANs offering speeds up to 
54Mbps with a frequency of  5GHz. Like the underlying 802.11 architecture, 802.11a was 
introduced in 1997 and approved in 1999. This enabled companies to produce inexpensive, 
commodity-level wireless networking gear. 802.11a didn't receive wide adoption because the 
5Ghz band doesn't penetrate through walls and floors very easily (the higher the frequency, the 
less penetration or distance travelled). Therefore, there were problems with absorption of  the 
signal throughout an office. There are products (wireless access points, routers and cards) built for 
this standard and they are available today, although at somewhat higher cost than their cousins.  !
There are two significant reasons to take a serious look at 802.11a: 
- Immunity to interference from 2.4 and 5.4gHz wireless telephones  
-    Maximum 54Mbs speed  !

802.11b - This was the first wireless standard to receive wide adoption. Operating at 2.4Mhz, 
signals with this standard didn't have the absorption problems of  the 802.11a standard, but the 
slow speed (11Mbps under optimal conditions) also meant that anyone used to broadband in an 
office or home setting would see achingly slow speeds. Adoption started picking up, as wireless 
LANs, chips, etc., started becoming available in the late 1990s and early 2000. Some older 
equipment still uses 802.11b, though slow speed and signal interference from other 802.11b users 
and some wireless telephones can be a problem in locations where there are several users in close 
proximity.  !
However, the average age of  a laptop is less than three years, so much of  the 802.11b equipment 
has been replaced, though the standard remains popular for many home networking applications 
where speed isn't critical and cost is the paramount factor.  !



802.11g - This is significantly faster than the older 802.11b standard, thus 802.11g is the one 
found in most locations today. First launched in 2003, it was quickly welcomed by early adopters 
because it offered the speed (54Mbps) that enabled better, faster connections, making Internet 
downloads much more practical than through the 802.11b standard. It's standard on most 
equipment today.  !
Due to the proliferation of  existing 802.11 b LANs, access points and Wi-Fi cards, most, but not 
all manufacturers of  the equipment meeting the new standard also ensured their products were 
backwards compatible to the older standard. This meant not only that the products could be used 
interchangeably, but also that anyone or any company looking to upgrade could do so as 
necessary without concerns about a ‘forklift’ upgrade. So the LAN could be upgraded 
immediately, followed by laptops as necessary.  !
802.11n - Many organisations use wireless local area networks (WLAN) because of  their 
convenience. The trade-off  is convenience of  wireless over the speed of  wired network 
connections. Today’s most advanced wireless standard, IEEE 802.11g, operates at roughly half  
the speed of  the most common 100Mbit/sec wired LAN. The IEEE began to address this speed 
differential in the middle of  2003. Their vision was IEEE 802.11n, which would provide speeds 
equal to or greater than 100Mbit/sec LANs.  !
The 802.11n standard, ratified in 2009, has seen speeds increase to more than double that of  
802.11g at 54Mbps.  !
IEEE 802.12 - 100Mbps technologies (includes 100BASEVG-AnyLAN) !
802.16 - Known as the WiMAX standard it delivers shared wireless data rates of  up to 70Mbits/
sec over distances reaching 50 kilometres. !
IEEE 802.17 - is a standard designed for the optimised transport of  data traffic over optical fiber 
ring networks. It is designed to provide the resilience found in SONET/SDH networks (50 ms 
protection) but, instead of  setting up circuit oriented connections, provides a packet based 
transmission, in order to increase the efficiency of  Ethernet and IP services. !
IEEE 802.18 - the Radio Regulatory Technical Advisory Group, is a working group of  IEEE 
802, the LAN/MAN Standards Committee (LMCS). The working group currently has 6 projects 
on standards for radio-based systems: !
IEEE 802.11 (Wireless Local area network- WLAN) 
IEEE 802.15 (Wireless Personal area network - WPAN) 
IEEE 802.16 (Wireless Metropolitan area network - WMAN) 
IEEE 802.20 (Wireless Mobility) 
IEEE 802.21 (Hand-off/Interoperability Between Networks) 



IEEE 802.22 (Wireless Regional area network - WRAN). !
WiFi Encryption Standards 
  
WEP, or Wired Equivalent Privacy 
  
Wired Equivalent Privacy (WEP) is a scheme to secure wireless networks ((Wi-Fi). Because a 
wireless network broadcasts messages using radio, it is particularly susceptible to eavesdropping. 
WEP was intended to provide comparable confidentially to a traditional wired network, hence 
the name. Several serious weaknesses were identified by cryptanalysts, and WEP was superseded 
by Wi-Fi Protected Access (WPA) in 2003, and then by the full IEEE 802.11i standard (also 
known as WPA2) in 2004. Despite the weaknesses, WEP provides a level of  security that can 
deter casual snooping. 
  
WEP is part of  the IEEE 802.11 standard ratified in September 1999. WEP uses the stream 
cipher RC4 (Rivest Cipher) for confidentiality and the CRC-32 checksum for integrity. 
  
WPA, or Wi-Fi Protected Access 
  
Wi-Fi Protected Access was intended as an intermediate measure to take the place of  WEP while 
802.11i was prepared. WPA was created by The Wi-Fi Alliance, an industry trade group, which 
owns the trademark to the Wi-Fi name and certifies devices that carry that name. 
  
There are many standards ratified by the standards bodies, and the nature of  the OSI seven-layer 
model is that any Layer 4 code will interface into any Layer 3 code. For two computers to 
communicate with each other successfully, they must have compatible selections for all seven 
layers. A selection of  specific specifications is known as a profile. These are some well known, but 
now defunct, profiles listed below.  !
MAP and Manufacturing  !
Common communications standards are needed for both equipment and programs so that all 
automation equipment can communicate via existing and planned networks. MAP stands for 
Manufacturing Automation  !
Protocol, and was originated by General Motors to enable the interconnection of  various 
proprietary manufacturing computer subsystems which existed in their plants. The standard has 
now become internationally supported, in Europe and the US. MAP has declined in prominence 
because of  the costs of  implementing the broadband infrastructure.  !
TOP  !
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TOP stands for Technical and Office Protocol, and is similar to the  
MAP structure. It enables computer-aided workstations to be linked into manufacturing 
networks. Pioneered by the Boeing Corporation, the TOP specification release 3.0 is very similar 
to MAP release 3.1, except for the application layer and physical layers being based on Ethernet. 
In TOP, only FTAM (File Transfer, Access and Management) and Limited File  !
Management have been specified for the application layer – IEEE802.3 is specified rather than 
the IEEE802.4 Token Ring bus which is used in MAP.  !
GoSIP  !
GOSIP is an acronym of  the OSI profile specified by government procurement departments 
(Government Open Systems Interconnection Profile). This is a selection of  the OSI protocols 
that a supplier must provide to gain any governmental business. The problem with GOSIP is that 
there are two flavours: European GOSIP and US GOSIP. They are different specifications, so 
there are two OSI standard profiles for suppliers to support.  !
PoSIt  !
In 1994, GOSIP changed to POSIT – the Profile for Open System  
Interconnect with TCP/IP. This enabled government procurement departments to purchase 
TCP/IP solutions instead of  demanding OSI protocols from suppliers. The Internet’s reliance on 
and world governments’ specification of  IP signed the death warrant of  other networking 
protocols.  !
There are currently around 5000 identified communications standards or protocols in existence. 
They are formal descriptions of  digital message formats and the rules for exchanging those 
messages in or between computing systems and in telecommunications. Protocols may include 
signaling, authentication and error detection and correction capabilities. A protocol describes the 
syntax, semantics, and synchronisation of  communication and may be implemented in hardware 
or software, or both. !!



Appendix 2 
NETWORK INDUSTRY HISTORY 
The History of  this Industry !
If  you are reading this and have got this far, then you must be working in or with 
communications products. I have lived through all the changes in our industry, and I can 
remember many of  the significant milestones. However, if  you remember them differently let me 
know. !

 



NETWORK INDUSTRY HISTORY !
If  you are reading this and have got this far, you must be working in or with communications 
products. Having lived through all the changes within this industry, the authors can remember 
many of  the significant milestones. However, if  you remember them differently, drop us a line.  !
1956: Bell Labs scientists receive the Nobel Prize for inventing the transistor in 1947; without it 
we would not have our industry, and the world would be a duller place.  !
1969: The founding of  the ARPAnet, the US DoD networking project to create a connectionless 
method of  defense and, later, for academic computer users to connect to each other, enabling the 
sharing of  data and research information. This also starts the process known as RFCs requests 
for comment). This is where the members of  the ARPAnet could develop a solution to a 
communications problem and circulate it to all other members. Once all contributions were 
collated, the RFC was eventually accepted as a specification for widespread implementation. This 
is still the process today, and is driven by the IETF (Internet Engineering Task Force). This 
process led to the development of  TCP/IP in 1982.  !
The other major communications event is the release of  the RS-232 serial interface specification 
for the physical level connections of  computer and communications equipment. This is created 
and published under the EIA (Electronics Industry Association). Apollo II touches down on the 
Sea of  Tranquillity and Neil Armstrong becomes the first man on the moon. 
  
1971: The enabling technology that will drive the communications industry for the foreseeable 
future is released – the Intel 4004 chip. This takes the integrated circuit to a whole new level by 
integrating all of  the components of  a computer, from the central processing unit to memory, and 
input and output controls, onto a single chip. This microprocessor could be mass-manufactured 
and then programmed to perform any and all of  the tasks required by networking manufacturers. 
This has been partly sidelined today with the greater emphasis on Application Specific Integrated 
Circuit (ASIC) technology.  !
1973: Robert Metcalfe publishes a description of  what will become Ethernet, as part of  his 
Harvard PhD thesis. Metcalfe and David Boggs will later create the first Ethernet network at 
Xerox in Palo Alto, California. Metcalfe will later start 3Com Corporation in June 1979.  !
1974: The year that IBM creates System Network Architecture (SNA) as architecture for 
communications, predominantly in mainframe networks. As with everything involved with 
mainframe technology, nothing changes overnight, but by the mid-1980s, SNA had become the 
dominant networking solution for the IBM mainframe environment. The position during the 
early 1990s was that SNA accounted for 50% of  all networks installed. However, throughout the 
decade, a migration grew in the direction of  IP until, by the end of  the decade, it was clearly 



unstoppable. SNA was complex and very expensive to implement, but was well understood, 
reliable, manageable, predictable and secure.  !
1976: X.25 is specified to provide a pay-as-you-go packet-based communications service with 
speeds from 9 600 baud to 48kbit/sec. Also in 1976, the CCITT, now the ITU, defines the X.25 
protocol for public packet-switched networks, causing a huge problem for LAN manufacturers 
building gateways.  !
1977: Digital Equipment Corporation (DEC) becomes the first computer company to create its 
own Internet site. ARCnet from Datapoint Corporation was launched. Running on star-bus co-
ax using a token mechanism, it rapidly becoming a popular way to hook up minicomputers and 
early LANs, but was beaten into submission by Ethernet, which became an open industry 
standard earlier than the proprietary ARCnet.  !
Also in 1977, the Xerox Corporation patents Ethernet. NASA launches the spacecrafts of  
Voyager I and Voyager II to explore and eventually leave our solar system. In 1998, Voyager I 
becomes the most distant man-made object in space when it passes Pioneer 10.  !
1978: In Sydney, Australia, the International Standards Organisation (ISO), a working group of  
the Consultative Committee for International Telephone and Telegraphy (CCITT), publishes a 
specification for Open System Interconnect, which becomes known as the OSI seven-layer 
model. It specifies the rules covering all physical, electrical and process signaling needed to ensure 
that two dissimilar communications devices can connect and transfer meaningful data.  !
The layers have defined interfaces so that any layer can be changed for a different module 
without having to change all seven layers. This enables easier product development, and has been 
used to demarcate manufacturer responsibilities. Today the seven-layer model is still used to 
construct communications equipment and solutions. Different groups have adopted one specific 
standard for each of  the seven layers. This is known as a profile; notable ones are MAP, TOP and 
POSIT.  !
1979: Ungermann-Bass is incorporated and, using co-ax line drivers, manufactures a 4Mbit/sec 
shared media LAN. At Cambridge University there is the development of  the Cambridge Ring, 
based on a ring topology and using slotted ring – that is, a fixed number of  packets on the ring. 
This never really arrives, so is not noticed when it goes.  !
1980: Intel, DEC and Xerox jointly release the Ethernet specification, which becomes the de 
facto networking standard and forms the basis of  the IEEE 802.3 CSMA/CD standard. 
Ungermann-Bass is one of  the first manufacturers to release a commercial Ethernet standard-
based product in the NetOne product range. IBM announces the IBM PC and unwittingly 
creates a new industry: clones.  !



1981: The Institute of  Electrical and Electronic Engineers (IEEE) meets to discuss independent 
standards for the new industry of  networking. The first meeting is in room 802, so they become 
the IEEE802.xxx, where the xxx becomes the standard for any ratified specifications providing 
networking services. They start work on defining the access method and link layer protocol for 
CSMA/CD Ethernet and publish the first Ethernet standard in 1983. They maintain physical 
compatibility with the de facto Ethernet V2 specification from the original gang of  three. IBM 
releases its IBM PC and more than 65 000 are sold in the first four months.  !
1982: The TCP/IP protocol specification is published. Bob Metcalfe (Mr Ethernet) leaves DEC 
to found 3Com and focus on PC networking. IBM releases its first PC networking product, which 
works using broadband token passing. Racal Milgo releases the Planet LAN, which uses token 
passing on a dual co-ax cable. Racal doesn’t pursue the IEEE standards, so the technology is 
never widely supported, and after achieving 25% of  LANs in Europe by 1984, disappears by 
1987. Coincidentally, the FDDI standard that is yet to come has all of  the Planet features, but is 
based on dual fibre.  !
1983: The Internet Activities Board (IAB) is founded and a number of  task forces created, 
including the Internet Engineering Task Force (IETF), with the aim of  handling specific 
technological issues. TCP/IP is officially adopted as the protocol for use on the Internet. 
Cabletron Systems is incorporated and starts life as a cable company. 3Com out-ships IBM in the 
PC networking market. ChipCom is incorporated and manufactures modem products, becoming 
one of  the first manufacturers to support the later released IEEE 802.3 10BASE-36 specification: 
Ethernet over broadband cabling. Novell is out looking for venture capital as PC networking is 
seen as a niche solution, because IBM is providing a limited and expensive solution. TCP/IP 
addressing is seen as complicated and not user-friendly, so the University of  Wisconsin gives the 
world Domain Name Server (DNS).  !
This allows humans to type in user-friendly names while the client looks up the IP address at the 
nearest DNS. TCP/IP and DNS dominate the Unix computer market.  !
1984: BICC (a British networking company), which makes Ethernet transceivers and repeaters, 
signs up Cabletron as its American distribution partner. IEEE802.4 committee ratifies the Token 
Bus standard for broadband networking, which is then adopted by General Motors as its de facto 
standard. GM goes on to specify a complete OSI profile, Manufacturing Automation Protocol 
(MAP). Two companies incorporate to address this market: Concorde Data Systems and INI 
Industrial Networking.  !
The IEEE 802.3 10BASE-36 subcommittee specifies a broadband version of  Ethernet. This uses 
industry-standard co-ax at the physical layer and radio frequencies as a carrier signal down the 
cable plant. Bridge Communications is a player in this market before being purchased by 3Com. 
Ungermann-Bass does not use the IEEE standard, but uses the CCTV (Closed Circuit 
Television) standard, believing that while broadband is too expensive to use just for networking, 



deploying multiple services makes it commercially viable. The ARPAnet is extended from the 
American military to cover academic requirements. ISDN is specified by the CCITT as a 
subscriber service at speeds from 64Kbit/sec to 2Mbit/sec.  !
1985: Cabletron introduces the first networking test equipment, and becomes the first installation 
company that can certify a cable installation. At Xerox, key communications staff  resigned and 
took a license to manufacture and develop Xerox networking products.  !
Thus, Synoptics enters the market with a flying start. Novell hosts its very first NetWorld 
conference and exhibition in Dallas, underlining its newfound dominance in the network 
operating system market. TOP, the Technical Office Protocol, is specified by Boeing, which 
adopts the specifications supported by MAP but uses Ethernet as the MAC layer. Racal Milgo 
becomes the European distributor for Concorde MAP products. IBM releases Token Ring 
networking, close to the IEEE802.5 standard for 4Mbit/sec token passing networking, but not 
quite the same. IBM suffers a major problem, because its network is supposed to support 256 
workstations, but fails above 22 workstations because of  jitter. It takes a year to fix, by reducing 
the rings to 72 devices.  !
This all helps to reduce the market share of  Proteon Networks, which has established itself  as the 
pioneer of  token passing networks with a proprietary 10Mbit/sec product.  !
The most significant change that the young LAN industry has experienced occurs as AT&T 
announces its structured wiring scheme. IBM and others have similar structured wiring schemes, 
but none has the same impact as the unshielded twisted pair solution from AT&T.  !
1986: The US National Science Foundation (NSF) initiates the development of  the NSFNET, 
which provides 45Mbit/sec backbone communications services for the Internet. DEC, having 
been the first manufacturer to register its domain on the Internet, creates the first defenses 
against unauthorised access by building the world’s first firewall.  !
Cabletron releases the first communications product with diagnostic indicators, the ST500 
transceiver. From this release onwards, diagnostic lights become a standard feature on all 
communications products. This innovation launches Cabletron and, within two years, an IDC 
report gives Cabletron 81% of  all transceivers installed worldwide. 3Com increases its offering 
for PC networking by introducing diskless workstations and support for a version of  Microsoft’s 
MS-Net networking operating system, in competition with Novell.  !
IBM, in order to maintain account control, releases NetView, its proprietary network 
management product for SNA networks. IBM follows up this announcement a year later with its 
ONMA (Open Network Management Architecture), for third-party vendors to fall in line with 
how IBM sees the world from its dominant position. IEEE approves 802.3 proposal for 1Mbps 
Ethernet similar to AT&T Starlan  



!
1987: The Simple Gateway Monitoring Protocol (SGMP) is demonstrated to monitor products 
connecting to the Internet. This protocol is later to evolve into SNMP. The MAP standards 
committee releases MAP 2.1 in April and announces that MAP 3.0 will be released in October, 
requiring a hardware upgrade. At the time of  the announcement, Concord has 16% market 
share and INI, owned by Ungermann-Bass, has 75% market share; IBM, DEC and Ferranti 
share 9%. From the announcement in April, customers stop buying MAP product, waiting for 
the completion of  MAP 3.0. This results in salespeople not achieving targets and hence not 
getting paid, and MAP engineers not installing networks and having to be redeployed.  !
With no revenue coming from MAP products by October, Ungermann-Bass discontinues its 
MAP range and closes down INI. Users of  MAP have no upgrade and no future products from 
the dominant player in the market. Today, MAP based on broadband is dead. Structured wiring 
is taking off  for telephony installations, but uptake is slow for data services until Gartner 
compares telephony ownership costs against data terminal ownership costs, since both resources 
live on employees’ desks. In a seminal report, Gartner shows that telephony devices have an 
annual cost of  ownership of  $300, but computer devices are $1 500.  !
This is a result of  the churn rate, the adds, moves and changes that occur in an organisation 
every year, the average being 22.5% of  all employees who will change location. In the finance 
industry, this proves to be 75% of  employees over the next five years. The savings in telephony 
are attributed to the support of  saturation wiring, making the churn rate easier to implement and 
manage.  !
1988: The network industry responds big time with Cabletron and the MMAC chassis, 
Ungermann-Bass with the Access One, and Synoptics with its 1000 chassis. These are all 
modular hub devices that support structured wiring schemes with different technologies: 
Ethernet, Token Ring, FDDI, terminal servers; Ungermann-Bass even has 3270 cluster controller 
networking devices. 3Com moves into mainstream networking, purchasing Bridge 
Communications, giving it a bridge and router range of  products.  !
Tandem Computers purchases Ungermann-Bass, but never really figures out how to benefit from 
being able to provide a complete solution. ETSI rewrites the ISDN specification and tries to unify 
the different interpretations across Europe known as EuroISDN. The ANSI standards body 
ratifies the HIPPI specifications for 800Mbit/sec simplex and 1.6Gbit/sec full-duplex.  !
This solution is focused on the supercomputer market and is supported by only a handful of  
manufacturers. The first transatlantic fibre optic cable linking North America and Europe is 
completed and can handle 40 000 telephone calls simultaneously. It is nothing to do with 
networking, but it is really cool. Voyager I passes Pioneer 10 to become the most distant man-
made object in existence, and will continue to send information back to earth until 2020. IBM 
gets ready to ship 16Mbps Token Ring.  



!
1989: IBM finally figures out that PC networking is the way of  the future and that its unique, 
proprietary implementation is inhibiting the success of  Token Ring, which is being outsold by 
Ethernet by a ratio of  ten to one. Madge Networks, a UK Token Ring company, is out-shipping 
IBM in the adaptor market, using these funds to develop a whole range of  networking products 
that compete directly with IBM in its own customer base.  !
Synoptics sets its stall in the market by dropping its 1000 chassis and replacing it with a new 
chassis – the 3000 – with no buy-back, upgrade or compensation for customers of  the 1000 who 
found that they had no future.  !
Another significant event is the advent of  a group of  IBM NetView developers who leave IBM 
and set up Tivoli to build true open systems management based on the ideas created by the 
Network Management Forum, supported by the ISO. It will become one of  the dominant 
systems management framework products in the market by the late 1990s. The first specification 
for Point-to-Point Protocol (PPP) is released in RFC 1134, a protocol used by almost all dial-up 
Internet users today. Tim Berners-Lee at CERN proposes the World Wide Web.  !
1990: The year when network management becomes a significant tool in the network market. 
There are several vendor-specific implementations of  SNMP management regimes, and 
computer company Sun releases SUNNet Manager, a generic management platform for 
hardware manufacturers to customise and sell, so they have only to develop hardware agents. 
Sun even goes through a phase of  giving it away to gain significant market share.  !
From the diagnostics point of  view, HP comes up with a similar idea for HP OpenView, another 
generic platform for launching vendor-specific modules using a common database of  information 
about the networking infrastructure. The major achievement of  the year is the release of  
Spectrum by Cabletron Systems. A network management product with a difference, it is based on 
artificial intelligence. The technology is cutting-edge, using C++ and object-oriented 
programming, with inductive modeling at its core. It leverages a new technique called inference 
handlers, which is revolutionary for a hardware vendor that only started manufacturing 
transceivers five years earlier.  !
The competition reacts to the launch by announcing that it will have C++ product by 1995, thus 
enhancing the amazing achievement of  Cabletron. 3Com withdraws the Network Operating 
System market after failing to achieve penetration with 3+Open, based on MS LAN Manager, 
admitting defeat in trying to take on Novell.  !
A scientist at CERN, Tim Berners-Lee, releases the specification for HTML, the Hypertext 
Mark-up Language that makes page information the way to share information on the Internet, 
and HyperText Links, which enable hopping from page to page without worrying about location. 



This opens up the Internet for use by non-technical users. Berners-Lee is the first to coin the 
phrase World Wide Web.  !
An ‘upstart’ router company with vast quantities of  software and expensive hardware launches 
and IPOs. Onto the scene steps Cisco Systems. Focusing on WAN interoffice networks, Cisco isn’t 
seen as a significant networking player, a huge mistake by marketing strategists. They argue that a 
LAN might need two to three hundred hubs in each building, but you only need one router at 
each end of  the link. Cisco is dismissed as a niche player.  !
1991: Chipcom joins the hub club with its release of  the online Ethernet segmenting hub. Bytech 
enters the Token Ring market with a hub that supports port assignment. This means that once 
devices are connected, rings can be configured by any combinations of  ports, whereas the 
competition has to assign whole interface cards to specific rings. These start-ups are out-
manoeuvred by the vastly more resourced big three: Cabletron, Synoptics and 3Com. 3Com 
purchases BICC, which gives it a chassis product line. All three companies respond with multi-
segmenting hub releases. Crescendo releases 100Mbit/sec FDDI over UTP. Linux kernel is 
released, no-one at the time thinks anything of  it, apart from Linus Torvalds and Richard 
Stallman.  !
1992: The big move in the market is IBM’s SNA network architecture recognising that TCP/IP 
dominates the world of  communications and that its customer base wants more open systems 
that allow the use of  open platforms. Cabletron moves into the SNA market with TCP/IP-to-
SNA encapsulating products, so that both protocols can securely transition the other’s 
infrastructure.  !
Ungermann-Bass always had solutions for this market, and Synoptics solved the problem with 
development partnerships. The oddball is 3Com, which decides that this is the moment to 
discontinue its 3174 and 5250 networking solutions. IBM puts resources into network 
management to lock the competition out with NetView and its master-slave architecture; only 
IBM can be a master of  this. Cabletron responds by integrating into the architecture a release of  
Blue Vision that puts its Spectrum AI product into IBM accounts, enabling the SNA world and 
the IP world to be managed and controlled from the same platform. It will take until 1996 when 
IBM purchases Tivoli for it to solve the same problem.  !
During the 1992 US presidential election, vice-presidential candidate Al Gore promises to make 
the development of  the information superhighway an administrative priority. This fuels 
investment into the Internet on a global basis. Countries which have not been taking this 
communications revolution seriously finally see the light.  !
1993: The year of  ATM, a solution without a problem. Fore Systems launches serious products, 
and the big three all go along for the ride. The premise is that you no longer need to purchase 
and support multiple technologies, Ethernet, Token Ring, FDDI and a whole set of  WAN 



products. Instead, ATM can be deployed end-to-end and will support all service requirements of  
voice, video and data. This turns out to be a big mistake.  !
What the manufacturers’ marketing departments do not do is check the economics. If  a 
corporation has 3 000 nodes of  Ethernet working well, why would it change out the technology 
for ATM, when there are no specific ATM-dependent applications. Three thousand nodes at $1 
500 per node is $4 500 000, and then you must swap out all of  your networking hubs for ATM 
switches. This is not an economically viable proposition. Ungermann-Bass tries to re-invent itself, 
with a new name and rationalised product range, as UB Networks. The first Web graphics 
browser, Mosaic, is released.  !
1994: Wellfleet buys Synoptics. Although announced as a merger, the senior management team 
around the world is predominantly Wellfleet staff. They rename the company Bay Networks. 
Wellfleet was Cisco’s major router competitor with well-engineered products, but not the protocol 
support. 3Com releases its stackable product range to challenge the modular hub in the SME 
market. Kalpana releases the first Ethernet switch. A cut-through switch, it ushers in a new era to 
the networking industry of  switching.  !
Cabletron launches SecureFast, a router-free network that can implement routing and bandwidth 
control per MAC address. This is the first implementation of  the future directory-enabled 
networks (DEN. This work pioneers virtual networking. Wireless LANs become the new fad, but 
they only deliver low speeds of  around about 1-2Mbit/sec, so they don’t become mainstream. 
The core backbone of  the Internet is upgraded to ATM. It is not an easy task, as the traffic is 
based on TCP/IP packets, so these units have to support routing services.  !
The final specification for IPv6 is released by the IAB recommending 128-bit addresses (RFC 
1883), enough to address everyone in the world several times over. Also this year, the leading 
Token Ring manufacturers form the Alliance for Strategic Token Ring Advancement and 
Leadership (ASTRAL). ASTRAL’s mission is to promote Token Ring technology in the face of  
the increasing popularity of  Ethernet. It is a strange interest group, as most are Ethernet 
suppliers benefiting from its popularity.  !
1995: Cisco realises that LAN suppliers dominate corporate directions, because they control all 
of  the desktops. Cisco’s response is to start an acquisition trail that eventually builds the largest 
company in the industry, at one time topping Microsoft. It acquires Grand Junction for its Fast 
Ethernet and desktop switching, Kalpana for its switching, and Lightstream, an Ungermann-Bass 
company focused on ATM solutions, both LAN and WAN, and this is just the start of  a whole 
raft more. Xylan starts up and is first to develop a modular switch that can support Ethernet, 
Token Ring, FDDI and ATM in one cross-connected chassis. 1Gbit/sec is pitched as backbone 
alternative by Compaq, 3Com and Sun. IBM acquires Lotus.  !



1996: Xylan starts its marketing campaign to be known as the Virtual Networking Company, and 
does a reasonable job because Alcatel takes a 10% equity stake and signs up as a worldwide 
partner. Most of  the manufacturers are pushing switching as the new paradigm. The industry, as 
a whole, is promoting LAN switching in the core of  the network, and the router is relegated to a 
software service on the edge of  the network. 3Com purchases Research Machines, which 
manufactures a range of  consumer and modem products, giving the impression that it is heading 
to the retail market, away from the SME market where it has been dominant.  !
WorldCom acquires MFS Communications, a fibre optic network builder, for $14 billion, and 
signals the start of  major consolidation of  the communications industry that will continue into 
the new millennium. AT&T restructures into separate companies: Lucent Technologies, NCR 
and a new focused AT&T. AT&T Labs is formed from Bell Laboratories in the same 
restructuring. HP finally abandons 100VG AnyLAN in the face of  Fast Ethernet’s market success.  !
Microsoft unveils Windows NT, shows off  NT Server 5 with distributed directory and 
management services. Bob Frankenberg leaves Novell, and the slow wasting away of  the 
company begins. Microsoft releases Internet Explorer 3 weeks before Netscape releases their 
third version. The browser war is on.  !
1997: ATM struggles to make any headway in the enterprise market. It has some success 
competing with FDDI as a backbone technology, but all the issues of  deployment involving 
LANE and MPOA mean that it fails to gain any real traction on the desktop. The use of  
25Mbit/sec is not helping, as the industry views this as IBM using its Token Ring chipset to wind 
down the inventory. Madge Networks comes out with a neat piece of  technology, cell in frame; an 
American university has specified a way of  putting ATM cells into Ethernet and Token Ring 
frames so that you can write an ATM application and run the exact same code on an Ethernet 
workstation or a Token Ring workstation. This has the promise of  getting some ATM 
applications developed for the huge Ethernet market, but running native on an ATM network.  !
Madge develops a voice application. In its development labs in the UK, it has 200-plus ATM 
users with a few Token Ring users using exactly the same application and no PABX. The 
engineers can make and receive phone calls, watch television, listen to local radio and run 
applications in different windows on the PC. Although this is proof  of  network convergence 
involving ATM, Ethernet and Token Ring, Madge never releases the product.  !
Alteon, Foundry and others demonstrate Gigabit Ethernet, 3Com acquires  
US Robotics, a deal that sees both giants slowly waste away. Cabletron buys Digital Equipment 
Corp’s (DEC) network business.  !
1998: The year of  storage area networking, this year sees fibre channel announcements from a 
range of  companies. Analysts report that storage requirements will double every 12 months. If  
your archive requires eight hours to complete, it will take 16 hours by the end of  the year. 



Compaq purchases the rest of  DEC; who would ever have thought that there could be a 
networking industry with no Digital in it? Olicom and IBM are the first companies to ship 
100Mbit/sec Token Ring, a standard that only supports dedicated connections, which means a 
switched or point-to-point connection. The ANSI standards body ratifies the HIPPI-6400 
specification for 6.4Gbit/sec simplex and 12.8Gbit/sec full-duplex connections for high 
performance networking.  !
1999: Integrated voice and data move closer to realisation with Siemens launching its Hi-path IP 
voice solution onto the market. Cisco has released its AVVID solution, so the market is being 
primed for a round of  Voice over IP. IBM throws in the towel in the networking market, selling its 
business to Cisco. Governments across Europe auction the next-generation wireless licenses to 
European telecom suppliers, raising $127 billion, crippling the telecom industry and the major 
manufacturers who supply them with infrastructure products. It will be at least another four years 
before any products are available to use these new services. The telcos stop installing new 
infrastructure products.  !
Across the globe, 140 million kilometres of  fibre is installed to build the new communications 
infrastructure. It is enough fibre to reach the sun, but only 5% is lit. JDS Uniphase, a Canadian 
laser manufacturer which makes components for driving light down the communications fibres, 
acquires SDL, a company no one has heard of, for $41 billion, the largest acquisition in the 
communications industry. In a sign that the world has gone mad, over the next 12 months the 
company’s value will fall to $6 billion.  !
The most significant event of  this year is that scientists, after five years of  research using the 
Hubble telescope, announce that the universe as we know it was formed 12 billion years ago.  !
2000: The event of  the year is the NASDAQ falling to 50% of  its value during the first quarter, 
which affects our industry massively. Cisco, the dominant player in the market, has honed its 
strategy of  development by acquisition using its share price, but virtually overnight its business 
strategy is left up the creek without a paddle. This is attributed to the dotcoms, but the whole 
industry is topsy-turvy.  !
3Com discontinues its CoreBuilder range of  products, which ate heavily into development 
budget, but contributed only a fraction of  the revenue stream. The serious, but amusing, event of  
the year happens to Microsoft. The IEEE802.1x committee, chaired by Microsoft, is developing a 
new security standard for user authentication. This is embedded into the next generation of  OS 
from Microsoft, codenamed `Whistler’. In November, a hacker steals the source code to Whistler.  !
Also in this year, Cabletron Systems announces that it is reforming its business, and spins off  four 
independent operations: Riverstone, focusing on ISP/ASP markets; GNTS, an independent 
consultancy group; software management company Aprisma; and Enterasys Networks, an 
enterprise-focused solutions manufacturer. Shortly after the announcement, Lucent Technologies 



announces its enterprise division. At the same time, Microsoft is fighting to stay as one company 
as the Department of  Justice case rolls on.  !
2001: Cisco announces that it is reducing its workforce by 25%, a major blow to the networking 
industry. If  the largest player in our industry is seen to be failing, what chance has the rest? Nortel 
and Lucent fare no better. Lucent Technologies is in talks with BT, which is trying to reduce its 
$30 billion debt, talks that are seen as a major threat to the new, focused Marconi Systems – 
which in turn is rumoured to be an acquisition target of  Cisco.  !
Enterasys Networks releases the first commercial pre-standards 10Gigabit Ethernet product.  !
2002: Wireless users rejoice – the much faster 802.11a Wireless LAN ships, giving 54Mbit/sec 
connections. WorldCom, the 800-pound gorilla of  telecommunications, files for bankruptcy with 
some $9 billion in accounting irregularities. The DoJ-Microsoft case starts to wind up, with a 
federal judge approving the antitrust settlement. Very little changes as far as the world can see.  !
2003: Just to show that the security scare-mongers were right, the MS-SQL Slammer worm 
leaves a trail of  devastation across the Web, hitting some half-million vulnerable servers. 
Standards-based 10Gigabit Ethernet switches start to ship. The Space Shuttle Columbia brakes 
up in the atmosphere 15 minutes before its scheduled landing. !
2004: The social networking phenomenon got into gear with the launch of  the MySpace official 
site. Mark Zuckerberg launches Thefacebook which later becomes Facebook. The photo sharing 
site Flickr is launched. Security comes under threat with the Mydoom computer virus as it wreaks 
havoc, infecting 250,000 sites around the world. Google announces Gmail – although many are 
skeptical as the word goes out on 1 April – April Fool’s Day. New developments come in the form 
of  Apple’s Mac OS X 10.4, code-named Tiger and Intel’s development of  the BTX form factor.  !
On the corporate front Google acquires Picasa while the search engine giant’s initial public 
offering (IPO) becomes available at $85 a share. NASA’s Stardust mission, the first sample-return 
mission to a comet, successfully navigates through the nebulous cloud of  ice and dust 
surrounding the nucleus of  comet Wild 2. !
2005: Jeffrey Parson aka T33kid is convicted for designing the Blaster computer worm. SBC 
purchases AT&T Corp for more than $16 billion and Lenovo completes the acquisition of  IBM's 
Personal Computing Division. Google Maps is launched and YouTube is founded. The first 
YouTube video entitled "Me at the zoo" is uploaded. Yahoo announces that it will acquire the 
popular photo service Flickr. Microsoft Windows XP Professional x64 Edition is released while 
Apple switches its computer to the Intel processor. IBM halts all sales of  its OS/2 and ends 
support for it.  !
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In terms of  mergers and acquisitions, MySpace is purchased by News Corporation for $580 
million and Maxtor is acquired by Seagate Technology. Enterasys Networks is acquired by The 
Gores Group and Tennenbaum Capital Partners in a going-private, $386 million transaction. 
The Space Shuttle Discovery makes NASA’s first return to human spaceflight after the Columbia 
tragedy.  !
2006: Network security veteran Mike Fabiaschi is appointed as Enterasys Networks’ CEO. 
Wikipedia volunteers create the article that passes the 1,000,000 mark. New technology releases 
come from Intel in the form of  Intel Core and Viiv and Toshiba with the first HD DVD player. 
Apple announces Boot Camp, allowing users to run Windows XP on their computers. Dell 
purchases Alienware and John Hui, the former owner of  eMachines purchases Packard Bell. HP 
announces its plans to purchase the PC maker VoodooPC. The GIF standard and pictures 
becomes officially free. Google purchases YouTube for $1.65 billion. Sony releases the 
PlayStation 3 and Twttr, now known as Twitter, is officially launched..Time magazine names 
"You" as the person of  the year with the continued growth and success of  community driven 
websites and content. Dr John Mather, of  NASA’s Goddard Space Flight Centre, receives the 
2006 Nobel Prize for Physics. !
2007: Apple drops “computer” from its name as it expands its horizons, introducing the iPhone. 
Estonia becomes the first country to conduct an election over the Internet. The Internet domain 
name business.com is sold to RH Donnelley for $345 million. Microsoft releases Microsoft 
Windows Vista and Office 2007. At the same time Google introduces Google Apps Premier 
Edition, a new version of  its hosted services for communication and collaboration designed for 
businesses of  all sizes. The tabloid war is initiated as Amazon.com releases the first Kindle and 
Google launches Android, a software stack for mobile devices that includes an operating system, 
middleware and key applications. !
2008: The HTC Dream, the first commercially available phone to run the Android operating 
system, is released. Microsoft releases the WorldWide Telescope (WWT) program while AOL 
ends support for the Netscape Internet browser which is finally laid to rest. XM and Sirius 
complete their merger. Apple introduces the Apple iMac computer and Google releases the first 
public version of  Chrome. Mike Fabiaschi, Enterasys Networks’ CEO dies before his plans for a 
joint venture with Siemens Enterprise Communications are realised. Mark Stone, Enterasys 
Chairman of  the Board, is named interim CEO and completes the transaction. !
2009: Microsoft Internet Explorer 8 is introduced and Google acquires security company 
reCAPATCHA while Microsoft launches the Bing search engine. Unsurprisingly, CompuServe 
shuts down. Steve Jobs is named “CEO of  the decade” by Fortune Magazine. The European 
Commission finds Intel guilty of  anti-competitive practices in Europe, including giving rebates to 
OEMs conditional on not buying, or limiting purchase of, AMD x86 processors. Nortel files for 
protection from creditors, then ceases operations, selling off  all of  its business units. !
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Virtualisation technology - essentially a software layer that facilitates the creation of  a virtual 
environment (rather than an actual one) in which hardware and software systems are ‘simulated’ - 
gains rapid acceptance. Tier1 Research says, globally, more than 70% of  enterprises are using 
server virtualisation technology to reduce costs and increase agility.  !
2010: The UK-based Cloud Industry Forum (CIF) launches a code of  practice to assist members 
to develop “a clear, professional and trustworthy approach to the delivery of  cloud services” 
spawned by virtualisation technology. Key objectives of  the code include an accurate definition 
of  the services offered by service providers, with explanations of  how they will impact business 
processes going forward.  !
Apple hits the headlines with its new iPad and Google Buzz is released. Woot.com is acquired by 
Amazon.com. The world’s first all-robotic surgery is performed at Montreal General Hospital. 
Planet Calypso, a virtual planet in the game Entropia becomes the most valuable “virtual” item 
selling for $635,000. Space travel for the man-in-the-street comes closer as Virgin Galactic’s 
space tourism rocket, SpaceShip Two, achieves its first solo glide flight. !
2011: Watson, an IBM super-computer, beats the two best human Jeopardy players in a three-day 
event with a score greater than the two human players combined. On the technology front, 
researchers at North Carolina State University develop a new device called a double floating-gate 
field effect transistor (FET) representing a significant advance for computer memory, making 
large-scale server farms more energy efficient and allowing computers to start more quickly.  !
Ready access to high performance WiFi technology becomes a necessary part of  the digital 
lifestyle. The rise in popularity of  smartphones and tablets, combined with enterprise Bring Your 
Own Device (BYOD) programmes, sends the demand for enterprise Wi-Fi connectivity 
skyrocketing. !
Texas Instruments buys National Semiconductor while Microsoft pays US$ 8.5 billion for Skype. 
Steve Jobs dies on 5 October. !
2012: The number of  smart phones worldwide reaches one billion. It took 14 years to reach this 
number. It is estimated that it will take three more years to reach two billion. Tablet computers 
become the fastest growing hardware technology with a 10% adoption rate in 2.5 years.  !
The benefits of  cloud computing in terms of  increased storage, flexibility and cost reduction are 
realised on a large scale, although concerns about data security are voiced.  Amazon Web 
Services, the market pioneer in infrastructure-as-a-service (IaaS), builds a cloud computing 
platform which cuts the cost of  storing financial data. !
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Microsoft cuts its prices for Windows Azure, its compute and storage pay-as-you-go service, in the 
face of  growing competition in the cloud from Google and other players. The software giant also 
acquires PhoneFactor to give it stronger authentication for cloud and application based services. !
2013: Cloud computing continues its march to broad acceptance and the ultimate transformation 
of  the computing landscape, with service providers placing an increasing emphasis on a la carte 
pricing. This allows customers to purchase only the level of  service they need at reduced rates. 
The number of  applications moving to the cloud increases, spanning the boundaries of  multiple 
devices. !
With security issues largely resolved, cloud computing services enable enterprises to expand their 
infrastructures, adding capacity on demand. The technology encourages corporate customers to 
outsource increasing amounts of  their IT infrastructures, resulting in greater flexibility, a wider 
choice of  computing resources and significant cost savings. !
A new-generation technology, Network Functions Virtualisation (NFV), makes its appearance, 
advancing significant change in the way telecom networks are built, operated and managed.  !
Extreme Networks acquires Enterasys Networks amid a rapidly changing business landscape in 
which mobile, social, cloud, big data and the application economy play increasing roles. Verizon 
announces moves to to acquire EdgeCast, a fast-growing content delivery network start-up. !

OOOO !
The last few years have certainly not been quiet – the industry has been rife with start-ups, 
mergers, acquisitions, new technologies and new trends. Who would have thought that some of  
the shining lights would be dimmed or vanish completely, eaten like a snack by the majors. Who 
would have contemplated the giant leaps forward in technology and the mushrooming of  trends 
such as social networking, the use of  smart phones, the growing popularity of  downloadable 
books and magazines and the proliferation of  cloud computing, software defined networking and 
other new-generation technologies.  !
Suffice it to say that the IT industry in general and the networking industry in particular will 
always be fascinating. Thirty years ago we were looking at Ethernet at 1Mbit/sec. Today data 
rates are in the Gigabit/sec range with wireless technologies predominating. The network is 
changing – but it will always need to carry our data safely, quickly and reliably. !



Appendix 3 
GLOSSARY 
For reference here is a glossary of  common networking terms. There are more topic-specific 
glossaries in some of  the sections - cabling terms Chapter 1 of  Part I, and WAN/LAN security, 
compression, certification tunneling and encryption terms in Chapter 1 of  Part II. !!

 !



A !
Accelerated Hub Architecture (AHA)  
Also called Intel Hub Architecture, AHA is an Intel 800-series chipset design that uses a 
dedicated bus to transfer data between the two main processors instead of  using the Peripheral 
Component Interconnect (PCI) bus, which was used in previous chipset architectures. The 
Accelerated Hub Architecture provides twice the bandwidth of  the traditional PCI bus 
architecture at 266MB per second. The Accelerated Hub Architecture consists of  a memory 
controller hub and an input/output (I/O) controller hub (a controller directs or manages access 
to devices). !
Access control method  
This is the main distinguishing feature between different LAN technologies. It regulates each 
workstation’s physical access to the cable or other transmission medium, directs traffic around the 
network, and determines the order in which nodes gain access so that each user gets an efficient 
service. Access methods include Token Ring’s token passing, ARCnet, FDDI and Carrier Sense 
Multiple Access with Collision Detection (CSMA/CD),employed by Ethernet.  !
Acknowledgment  
Notification sent from one network device to another to acknowledge that some event (for 
example, receipt of  a message) has occurred. Sometimes abbreviated ACK.  !
ACL  
Access control list is a security feature to control and authenticate users of  networks or resources 
or information. A user name and password are required to gain access to the resource or 
information. The current implementation of  ACLs includes the rights and privileges that a user 
has with respect to a resource once access is granted.  !
ACR  
Allows cell rate. Parameter defined by the ATM Forum for ATM traffic management. ACR 
varies between the MCR and the PCR, and is dynamically controlled using congestion control 
mechanisms.  !
Access Point  
A wireless Access Point (AP) is the device mounted in an area to provide  wireless connections 
typically using IEEE 802.11a/b/g modulation and management standards. Originally APs were 
all ‘fat’ or ‘thick’, and had all the intelligence built in. More recently ‘thin’ APs have become 
popular in switched wireless implementations, were the AP only handles the signaling, and is 
connected to a module in the wiring closet which provides security and management.  !
Address  
This refers to one of  a group of  characters that specifies the recipient or originator of  
transmitted data. Alternatively, an address may denote the position of  a piece of  data in 
computer memory or the packet of  data while traversing the network. IEEE802.3 and 802.5 
recommended a unique address for each and every device worldwide. IP has its own 32-bit 



addressing scheme and, with 128-bit IPv6, there are enough addresses to give everyone on the 
planet a unique number.  !
Address Mapping  
Technique that allows different protocols to interoperate by translating addresses from one format 
to another. For example, when routing IP over X.25, the IP addresses must be mapped to the X.
25 addresses so that the IP packets can be transmitted by the X.25 network. See also address 
resolution.  !
Address Mask  
Bit combination used to describe which portion of  an address refers to the network or subnet and 
which part refers to the host. Sometimes referred to simply as mask, also subnet mask.  !
Address Resolution  
When two addressing systems refer to the same entity, the process of  translating or expressing the 
address of  an entity on one system to the equivalent address of  the same entity in the second 
system. For instance, translating an IP address to its given DNS name.  !
Adjacency  
Relationship formed between selected neighbouring routers and end nodes for the propose of  
exchanging routing information. Adjacency is based upon the use of  a common media segment.  !
Adjacent Nodes  
1. In SNA, nodes that are connected to a given node with no intervening nodes.  
2. In DECnet and OSI, nodes that share a common network segment (in Ethernet, FDDI, or 
Token Ring networks).  !
Adjusted ring length  
When a segment of  trunk cable fails in a Token Ring network, the wrap feature connects the 
main path to the back-up path (Token Ring is a dual ring). The worst case (that is, the longest 
path) would be brought about by the failure of  the shortest trunk cable segment. To compensate 
for the worst case, the adjusted ring length (ARL) is calculated during network design to ensure 
that the system will always work.  !
ADSU  
ATM DSU. Terminal adapter used to access an ATM network via an HSSI-compatible device.  !
Advertising  
Router process in which routing or service updates are sent at specified intervals so that other 
routers on the network can maintain lists of  usable routes.  !
AEP  
AppleTalk Echo Protocol. Used to test connectivity between two AppleTalk nodes. One node 
sends a packet to another node and receives a duplicate, or echo, of  that packet.  !
AFP  



AppleTalk Filing Protocol. The Apple proprietary specification for a network file system.  !
Agent  
1. An active process in a computer that is responsible for a certain type of  activity when 
demanded by an outside entity.  
2. In SNMP, the active process in a computing device that is responsible for determining the 
parameters defined in the MIB (Management Information Base) and reporting them on demand 
to a Console.  !
AIS  
Alarm indication signal. In a T1 transmission, an all-ones signal transmitted in lieu of  the normal 
signal to maintain transmission continuity and to indicate to the receiving terminal that there is a 
transmission fault that is located either at, or upstream from, the transmitting terminal.  !
Algorithm  
An algorithm is a process or set of  rules necessary for a computer to perform a task.  !
Analogue  
An analogue signal is electrical and varies constantly in voltage, unlike a digital signal, which 
varies between two constant values, usually denoted as 0 and 1. The value of  the analogue signal 
varies all the time during transmission, whereas a digital signal only ever changes between two set 
values without intermediate variations.  !
APPC  
Advanced Program-to-Program Communications (APPC), developed by IBM, was a 
communications protocol that enabled peer-to-peer communications and was implemented on 
LU6.2-compliant products.  !
AppleTalk  
A stack of  OSI-compliant, media-independent protocols that can run on Ethernet, Token Ring 
and LocalTalk. LocalTalk is Apple Computer’s proprietary cabling system for connecting PCs, 
Apple Macintosh and peripherals, and using a Carrier Sense Multiple Access with Collision 
Avoidance (CSMA/CA) access method.  !
Applet  
This is a small program that performs a specific function on your computer, commonly used 
when accessing the Internet. It is downloaded from a host computer to accomplish a given task, 
such as display an image, search a file or run an animation.  !
Application layer  
This is the seventh of  the seven-layer OSI data communications model, drawn up by the ISO. 
Layer 7 provides the interface between the end user application and the communication system. 
Its function is to present the end user application with the various available services, including file 
transfer and electronic mail. (See OSI and ISO).  !
Application software  



Software that carries out a task which is both of  use to the user and with which the user interacts, 
as opposed to the network operating system or system software, which is transparent to the user. 
Applications programs include spreadsheets, databases, graphics, word processing and 
communications packages.  !
Application programming interface (API)  
An API makes a computer’s facilities accessible to an application program; all operating systems 
and network operating systems have APIs. In a networking environment, it is essential that 
various machines’ APIs are compatible, otherwise programs would be exclusive to the machines 
in which they reside. As networking has developed, some APIs have become de facto standards.  !
AR (Access Rate) 
The data rate of  the user access channel in a Frame Relay network. The speed of  the access 
channel determines how fast (maximum rate) the end user can inject data into a Frame Relay 
network. !
Architecture  
Normally used to describe how a piece of  hardware or software is constructed, and which 
protocols and interfaces are required for communications. Network architecture specifies the 
functions and data transmission formats needed to convey information across a network from 
user to user.  !
ARP  
Address Resolution Protocol is used by an IP network device to broadcast to everyone to find the 
destination’s MAC address. The device matching the IP request sends its MAC address. If  the 
MAC address is on a different network, the router responds with its own MAC address.  !
ARQ  
Automatic Repeat reQuest is a type of  error correction that ensures that a transmission device 
automatically resends any data that contains errors when received.  !
ASCII  
The American Standard Code for Information Interchange is a means of  encoding characters 
into bits. It is the US version of  the International Standards Organisation’s 7-bit character set, 
used in data communications and processing on smaller machines. It often contains an eighth or 
parity bit. 128 different characters can be represented in ASCII. HTML documents are sent as 
ASCII files with tags that are interpreted by Web browsers to display the content.  !
ASIC  
Application Specific Integrated Circuit is the term used to describe the new paradigm in network 
hardware design. Instead of  running a process in memory controlled by a processor and software 
much like a PC, ASICs have replaced this by putting the function into silicon. This means that 
the operations are carried out directly in the hardware, which greatly improves the speed.  !
Asynchronous  



A way of  transmitting data where each character or data item is sent separately, without the 
sender or receiver’s clocks needing to be synchronised. This means that each of  these has to be 
labelled so that the recipient machine can recognise the character by adding other bits to the 
beginning and end of  each character, known as the start and stop bits. Asynchronous 
transmission is the most rudimentary type of  communication, as the originating and recipient 
machines do not have to be in step. It is generally regarded as a cheap, reliable method of  
communication, commonly used by PCs and minicomputers. The disadvantage of  asynchronous 
communication is all the extra bits necessary for the information to be interpreted, which 
consume bandwidth. It is also known as start/stop transmission.  !
ATM  
Asynchronous Transfer Mode, a high-speed switching technology that uses 53-byte cells (5-byte 
heater, 48-byte payload) to transmit different types of  traffic simultaneously, including voice, 
video and data.  !
ATM Adaptation Layer (AAL)  
These are standard protocols to translate user traffic from the higher layers of  the protocol stack 
into cells.  !
AAL 1 addresses CBR (constant bit rate) traffic such as digital voice and  video, and is used for 
applications that are sensitive.  !
AAL 2 is used with time-sensitive, VBR (variable bit rate) traffic such as packet voice. 
  
AAL 3/4 handles bursty connection-oriented traffic, such as error messages, or variable rate 
connectionless traffic, such as LAN file transfers.  !
AAL 5 accommodates bursty LAN data traffic with less overhead than AAL 3/4. It is also known 
as the Simple and Efficient Adaptation Layer (SEAL).  !
ATM Forum  
A worldwide organisation that promotes and sets standards for ATM networks and equipment.  !
Attenuation  
When signals are being transmitted, they naturally become weaker or attenuated the further they 
travel from their point of  origin. Amplifiers are used to recharge the signal. Attenuation is a 
major factor in LAN design, and the lengths to which cables can be run.  !
Audit trail  
A network audit trial is a record of  a network’s activity, and is a useful network management tool 
because it shows how resources are being used and who is using them, which can help identify 
where problems lie.  !
Authentication  
Users must be authenticated, checked and approved, to verify that they are who they claim to be 
and that they are permitted access to the destination network. Authentication schemes must offer 



a secure, easy-to-manage method for transferring user credentials to the security server. 
IEEE802.1x is a standard for user authentication for access to networks. The authentication 
server protocol allows the user to be validated against a user list with other servers and functions. 
The most common protocol is RADIUS, and it is supported by nearly all user database systems. 
NT and NDS can be accessed by RADIUS.  !
Automatic Rate Fallback 
Ensures that the logical channel remains open even if  individual links fail, by automatically 
dropping to the next lower rate. When failed links are recovered, the original rate is restored. !
Available bit rate  
ABR defines a class of  service in which the ATM network makes a ‘best effort’ to meet the 
traffic’s bit-rate requirements.  !
B !
Backbone 
A backbone is a central conduit designed to transfer network traffic at high speeds. Network 
backbones are designed to maximize the reliability and performance of  large-scale, long-distance 
data communications. The best known network backbones have been those used on the Internet. 
Backbones typically consist of  network routers and switches connected by fibre optic or Ethernet 
cables. !
Bandwidth 
Bandwidth is the data rate supported by a network connection or interface. One most commonly 
expresses bandwidth in terms of  bits per second (bps). The term comes from the field of  
electrical engineering, where bandwidth represents the total distance or range between the 
highest and lowest signals on the communication channel (band). Bandwidth also represents the 
capacity of  the connection. The greater the capacity, the more likely that greater performance 
will follow, though overall performance also depends on other factors, such as latency. !
Baud 
A unit of  measure for analog signaling. At a minimum, one baud corresponds to one bit per 
second (bps) although at higher signaling speeds, multiple bits can be transferred in a single baud. 
The term baud was popular in the early days of  modems, but it is no longer relevant in 
mainstream computer networking terminology. !
Bit 
A bit is the smallest unit of  data transfer on a computer network. Bits represent the two binary 
values "on" or "off." Bits are often stored on computers as the digital numbers '1' and '0', but in 
networking, bits can also be "encoded" by electrical signals and pulses of  light. Some network 
protocols send and receive data in the form of  bit sequences. These are called bit-oriented 
protocols. Examples of  bit-oriented protocols include PPP. !
Bluetooth 



Bluetooth is a specification for the use of  low-power radio communications to wirelessly link 
phones, computers and other network devices over short distances. The name Bluetooth is 
borrowed from Harald Bluetooth, a king in Denmark more than 1,000 years ago. Bluetooth 
technology was designed primarily to support simple wireless networking of  personal consumer 
devices and peripherals, including cell phones, PDAs, and wireless headsets. Wireless signals 
transmitted with Bluetooth cover short distances, typically up to 10 meters. Bluetooth devices 
generally communicate at less than 1 Mbps.  !
Bridge 
A bridge device filters data traffic at a network boundary. Bridges reduce the amount of  traffic on 
a LAN by dividing it into two segments. Bridges operate at the data link layer (Layer 2) of  the 
OSI model. Bridges inspect incoming traffic and decide whether to forward or discard it. An 
Ethernet bridge, for example, inspects each incoming Ethernet frame - including the source and 
destination MAC addresses, and sometimes the frame size - in making individual forwarding 
decisions. Bridges serve a similar function as switches, that also operate at Layer 2. Traditional 
bridges, though, support one network boundary, whereas switches usually offer four or more 
hardware ports. Switches are sometimes called ‘multi-port bridges’ for this reason. !
Broadband 
The term broadband refers to any type of  transmission technique that carries several data 
channels over a common wire. DSL service, for example, combines separate voice and data 
channels over a single telephone line. In DSL, voice fills the low end of  the frequency spectrum 
and data fills the high end. In home networking, broadband constitutes any form of  high-speed 
Internet access using this transmission technique. Both DSL and cable modem are common 
broadband Internet technologies. So-called broadband routers and broadband modems are 
network devices that support both DSL and cable. !
Byte 
A byte is a sequence of  bits. In computer networking, some network protocols send and receive 
data in the form of  byte sequences. These are called byte-oriented protocols. Examples of  byte-
oriented protocols include TCP/IP and telnet. The order in which bytes are sequenced in a byte-
oriented network protocol is called the network byte order. The maximum size of  a single unit of  
transmission for these protocols, the Maximum Transmission Unit (MTU), is also measured in 
bytes. Network programmers routinely work both with network byte ordering and MTUs. !
C !
Cable Range 
Range of  network numbers that is valid for use by nodes on an extended AppleTalk network. 
The cable range value can be a single network number or a contiguous sequence of  several 
network numbers. Node addresses are assigned based on the cable range value. !
Cache 
A group of  memory locations set aside for temporary storage of  data, especially frequently-used 
data or data needing high speed retrieval by the CPU. !



Call Admission Control 
The traffic management mechanism used in ATM networks that determines whether the network 
can offer a path with sufficient bandwidth for a requested VCC. !
Call Priority 
Priority assigned to each origination port in circuit-switched systems. This priority defines the 
order in which calls are reconnected. Call priority also defines which calls can or cannot be 
placed during a bandwidth reservation. !
Catenet 
Network in which hosts are connected to diverse networks, which themselves are connected with 
routers. The Internet is a prominent example of  a catenet. !
CCS 
Common Channel Signaling. Signaling system used in telephone networks that separates 
signaling information from user data. A specified channel is exclusively designated to carry 
signaling information for all other channels in the system. !
CDDI 
Copper Distributed Data Interface. Implementation of  FDDI protocols over STP and UTP 
cabling. CDDI transmits over relatively short distance (about 100 meters), providing data rates of  
100Mbps using a dual-ring architecture to provide redundancy. Based on the ANSI Twisted-Pair 
Physical Medium Dependent (TPPMD) standard. !
Cell Relay 
Network technology based on the use of  small, fixed-size packets, or cells. Because cells are fixed-
length, they can be processed and switched in hardware at high speeds. Cell relay is the basis for 
many high-speed network protocols including ATM, IEEE802.6, and SMDS. !
Chaining 
SNA concept in which RUs are grouped together for the propose of  error recovery. !
Channel-attached 
Pertaining to attachment of  devices directly by data channels (input/output channels) to a 
computer. !
CHAP 
Challenge Handshake Authentication Protocol. Security feature supported on lines using PPP 
encapsulation that prevents unauthorized access. CHAP does not itself  prevent unauthorized 
access, it merely identifies the remote end. The router or access server than determines whether 
that user is allowed access. 
  
Cheapernet 
Industry term used to refer to the IEEE 802.3 10Base2 standard or the cable specified in that 
standard. Compare with Thinnet. See also 10Base2, Ethernet, and IEEE 802.3. !



Circuit Switching 
Switching system in which a dedicated physical circuit path must exist between sender and 
receiver for the duration of  the "call." Used heavily in the telephone company network. Circuit 
switching can be contrasted with contention and token passing as a channel-access method, and 
with message switching and packet switching as a switching technique. !
Client/Server 
A type of  relationship between two computers where the two have different roles in the 
relationship. Typically, the client computer drives the relationship and uses a resource of  the 
server computer. !
Connectionless Network Protocol. 
OSI network layer protocol that does not require a circuit to be established before data is 
transmitted. See also CLNS. !
CLNS 
Connectionless Network Service. OSI network layer service that does not require a circuit to be 
established before data is transmitted. CLNS routes messages to their destinations independently 
of  any other messages.  !
CMIP 
Common Management Information Protocol. !
CMIS 
Common Management Information Services. OSI network management service interface 
created and standardised by ISO for the monitoring and control of  heterogeneous networks. !
CODEC 
Coder-decoder. Device that typically uses PCM to transform analog signals into a digital bit 
stream and digital signals back into analog. !
Collapsed Backbone 
Non-distributed backbone in which all network segments are interconnected by way of  an 
internetworking device. A collapsed backbone might be a virtual network segment existing in a 
device such as a hub, a router, or a switch. !
Companding 
Contraction derived from the opposite processes of  compression and expansion. Part of  the 
PCM process whereby analog signal values are logically rounded to discrete scale-step values on a 
nonlinear scale. The decimal step number is then coded in its binary equivalent prior to 
transmission. The process is reversed at the receiving terminal using the same nonlinear scale. !
Concentrator 
A synonym for a multi-port repeater that may also perform bridging and routing functions. !
CONP 



Connection-Oriented Network Protocol, OSI protocol providing connection-oriented operation 
to upper-layer protocols. !
Contention 
A network access method where all the devices on the network have equal changes of  gaining 
control of  the network at any time. Includes avoidance (CSMA/CA) access methods. !
CPU 
Central Processing Unit. The main processor in the computer's configuration that handles 
processing tasks or directs auxiliary processors (coprocessors) to perform them. !
CPU bound 
A computing activity or network interaction whose speed is limited by the speed at which the 
CPU can perform the necessary computing tasks. !
Cut-through Packet Switching 
Packet switching approach that streams data through a switch so that the leading edge of  a 
packet exits the switch at the output port before the packet finishes entering the input port. A 
device using cut-through packet switching reads, processes, and forwards packets as soon as the 
destination address is looked up, and the outgoing port determined. Also known as on-the-fly 
packet switching. Contrast with store and forward packet switching. !
D !
DAC 
Dual-attached concentrator. FDDI or CDDI concentrator capable of  attaching to both rings of  
an FDDI or CDDI network. It can also be dual-homed from the master ports of  other FDDI or 
CDDi concentrators. !
Daemon 
In the UNIX operating system, a computing process that, once started, is not under user control, 
but continues to run in the background. Daemons usually perform a particular purpose on 
demand, such as supplying information to another processor. An example in AppleTalk 
networking is the ‘atalkad’ daemon, which supplies AppleTalk tunneling information to routers 
on request. !
Daisy Chain 
In LocalTalk, a daisy chain is made by linking LocalTalk connectors together with patch cord. In 
telephony, a daisy chain refers to the method of  linking a series of  wall outlets together with 
twisted pair cabling rather than the normal practice of  connecting the wall outlets to a central 
location (home run). In telephony, ‘daisy chaining’ is equivalent to the ‘backbone’ method of  
LocalTalk construction. !
Data Encryption Standard 
Standard cryptographic algorithm developed by the US. !



Data Flow Control Layer 
Layer 5 of  the SNA architectural model. This layer determines and manages interactions 
between session partners, particularly data flow. Corresponds to the session layer of  the OSI 
model. See also data link control layer, path control layer, physical control layer, presentation 
services layer, transaction services layer, and transmission control layer. !
Data Link 
The physical connection between two devices such as Ethernet,LocalTalk or Token Ring that is 
capable of  carrying information in the service or networking protocols such as AppleTalk, TCP/
IP or XNS. !
Data Link Layer 
Layer 2 of  the OSI reference model. This layer provides reliable transit of  data across a physical 
link. The data link layer is concerned with physical addressing, network topology, line discipline, 
error notification, ordered delivery of  frames, and flow control. The IEEE has divided this layer 
into two sublayers: The MAC sublayer and the LLC sublayer. Sometimes simply called link layer. 
Roughly corresponds to the data link control layer of  the SNA model. See also application layer, 
LLC, MAC, network layer, physical layer, presentation layer, session layer, and transport layer. !
Data Link Protocol 
The protocol that controls the network signaling and receiving hardware, performing data 
integrity checks and formatting information according to the rules of  the data link. !
DDP 
Datagram Delivery Protocol. Apple Computer network layer protocol that is responsible for the 
socket-to-socket delivery of  datagrams over an AppleTalk internetwork. !
DDR 
Dial-on-demand routing. Technique whereby a Cisco router can automatically initiate and close 
a circuit-switched session as transmitting stations demand. The router spoofs keeps alive so that 
end stations treat the session as active. DDR permits routing over ISDN or telephone lines using 
an external ISDN terminal adapter or modem. !
Decay 
A loss in the clarity or readability of  an electronic signal caused by the interaction of  the signal 
with its carrier and electrical environment. !
DECnet 
Group of  communications products (including a protocol suite) developed and supported by 
Digital Equipment Corporation. DECnet/OSI (also called DECnet Phase V) is the most recent 
iteration and supports both OSI protocols and proprietary Digital protocols. Phase IV Prime 
supports inherent MAC addresses that allow DECnet nodes to coexist with systems running other 
that have MAC address restrictions.  !
Default Route 



Routing table entry that is used to direct frames for which a next hop is not explicitly listed in the 
routing table. !
Demand Priority 
Media access method used in 100VG-AnyLAN that uses a hub that can handle multiple 
transmission requests and can process traffic according to priority, making it useful for servicing 
time-sensitive traffic such as multimedia and video. Demand priority eliminates the overhead of  
packet collisions, collision recovery, and broadcast traffic typical in Ethernet networks. See also 
100VG-AnyLAN. !
Demultiplexing 
The separating of  multiple input streams that have been multiplexed into a common physical 
signal back into multiple output streams.  !
Differential Encoding 
Digital encoding technique whereby a binary value is denoted by a signal change rather than a 
particular signal level. !
Differential Manchester Encoding 
Digital coding scheme where a mid-bit-time transition is used for clocking, and a transition at the 
beginning of  each bit time denotes a zero. The coding scheme used by IEEE802.5 and Token 
Ring networks. !
Distance Vector Routing Algorithm 
Class of  routing algorithms that iterate on the number of  hops in a route to find a shortest-path 
spanning tree. Distance vector routing algorithms call for each router to send its entire routing 
table in each update, but only to its neighbors. Distance vector routing algorithms can be prone 
to routing loops, but are computationally simpler than link state routing algorithms. Also called 
Bellman-Ford routing algorithm.  !
DNA 
Digital Network Architecture. Network architecture developed by Digital Equipment 
Corporation. The products that embody DNA (including communications protocols) are 
collectively referred to as DECnet.  !
DQDB 
Distributed Queue Dual Bus. Data link layer communication protocol, specified in the 
IEEE802.6 standard, designed for use in MANs. DQDB, which permits multiple systems to 
interconnect using two unidirectional logical buses, is an open standard that is designed for 
compatibility with carrier transmission standards and is aligned with emerging standards for 
BISDN. SIP (SMDS Interface Protocol) is based on DQDB.  !
DPCM  
Adaptive differential pulse code modulation. Process by which analog voice samples are encoded 
into high-quality digital signals.  !



DTE 
Data Terminal Equipment. The X.25 term for an end node. Device at the user end of  a user-
network interface that serves as a data source, destination, or both. DTE connects to a data 
network through a DCE device (for example, a modem) and typically uses clocking signals 
generated by the DCE. CTE includes devices such as computers, protocol translators, and 
multiplexers. Compare with DCE. !
DUAL 
Diffusing Update Algorithm. Convergence algorithm used in Enhanced IGRP that provides 
loop-free operation at every instant throughout a route computation. Allows routers involved in a 
topology change to synchronize at the same time, while not involving routers that are unaffected 
by the change. See also Enhanced IGRP. !
Dual Counter-rotation Ring 
Network topology in which two signal paths, whose directions are opposite one another, exist in a 
token-passing network. FDDI and CDDI are based on this concept. !
Dynamic Routing 
Routing that adjusts automatically to network topology or traffic changes. Also called adaptive 
routing. !
E !
E1 
Wide-area digital transmission scheme used predominantly in Europe that carries data at a rate 
of  2.048 Mbps. E1 lines can be leased for private use from common carriers.  !
Early Token Release 
Technique used in (generally obsolete) Token Ring networks that allows a station to release a new 
token onto the ring immediately after transmitting, instead of  waiting for the first frame to 
return. This feature can increase the total bandwidth on the ring.  !
Echo Test 
A diagnostic test in which packets are sent by one node to another node, which immediately 
returns them to the original node. The data recorded by the echo test includes the success rate of  
their turn as well as the time needed to complete the round trip. !
EDI 
Electronic Document (or Data) Interchange. The term EDI usually refers to a system where 
authentication and security methods guarantee the integrity and origin of  the information. !
EEPROM 
Electrically erasable programmable read-only memory. EPROM that can be erased using 
electrical signals applied to specific pins. !
EGP 



Exterior Gateway Protocol. Obsolete Internet protocol for exchanging routing information 
between autonomous systems. Documented in RFC 904. Not to be confused with the general 
term exterior gateway protocol.  !
ELAN 
Emulated LAN. ATM network in which an Ethernet or Token Ring LAN is emulated using a 
client-server model. ELANs are composed of  an LEC, an LES, a BUS, and an LECS. Multiple 
ELANs can exist simultaneously on a single ATM network. ELANs are defined by the LANE 
specification.  !
Emulation 
A network activity in which a computer acts as if  it is another kind of  computer or terminal. An 
example is when a Macintosh user opens a remote terminal session to a VAX, it may run a 
program that emulates a DEC VT240 terminal. !
Encapsulation 
The process of  placing one protocol inside of  another. Usually implies that the encapsulated 
protocol was not originally intended by its designers to be carried by the encapsulating protocol. !
Encapsulation Bridging 
Carries Ethernet frames from one router to another across disparate media, such as serial and 
FDDI lines. Contrast with translational bridging. !
Encoder 
Device that modifies information into the required transmission format. !
Encryption 
The application of  a specific algorithm to data so as to alter the appearance of  the data making it 
incomprehensible to those who are not authorised to see the information. !
Enhanced IGRP 
Enhanced Interior Gateway Routing Protocol. Advanced version of  IGRP developed by Cisco. 
Provides superior convergence properties and operating efficiency, and combines the advantages 
of  link state protocols with those of  distance vector protocols.  !
Enterprise network 
A networking system that allows communication and resource sharing among all of  a company's 
business functions and workers. In some circles, this would even include the company's business 
including its suppliers and distributors. !
Entity 
A hardware (or firmware) device or software process capable of  initiating or responding to 
communication. Entities typically possess a unique address. !
Entropy 
1. A measure of  the disorder of  a system.  



2. The thermodynamic tendency of  a system to reduce its overall energy state by increasing its 
disorder. Theoretically, an equilibrium is reached where the energy reduction that can be gained 
by a further increase in entropy is offset by the energy necessary to contain that increase. !
EPROM 
Erasable programmable read-only memory. Nonvolatile memory chips that are programmed 
after they are manufactured and, if  necessary, can be erased by some means and reprogrammed.  !
Error checking 
In data transmission, an action where the integrity of  data is verified. !
Error Control 
Technique for detecting and correcting errors in data transmissions. !
Error-correcting Code 
Code having sufficient intelligence and incorporating sufficient signaling information to enable 
the detection and correction of  many errors at the receiver. !
Error-detecting Code 
Code that can detect transmission errors through analysis of  received data based on the 
adherence of  the data to appropriate structural guidelines. !
Ethernet 
A specification for a transmission system including Layers 1 and2 of  the OSI 7-layer model using 
the CSMA/CD access method.In common usage, "Ethernet" refers to both the DIX (DEC - 
Intel - Xerox) version of  this specification or to the IEEE version, more formally known as 
"802.3". The DIX version is distinguished by the reference "Ethernet V.2". !
Excess Rate 
Traffic in excess of  the insured rate for a given connection. Specifically, the excess rate equals the 
maximum rate minus the insured rate. Excess traffic is delivered only if  network resources are 
available and can be discarded during periods of  congestion. Compare with insured rate and 
maximum rate. !
Expedited Delivery 
Option set by a specific protocol layer telling other protocol layers, or the same protocol layer in 
another device, to handle specific data more rapidly. !
Explicit Route 
In SNA, a route from a source subarea to a destination subarea, as specified by a list of  subarea 
nodes and transmission groups that connect the two. !
F !
Failure Domain 



Area in which a failure has occurred in a Token Ring, defined by the information contained in a 
beacon. When a station detects a serious problem with the network (such as a cable break), it 
sends a beacon frame that includes the station reporting the failure, its NAUN, and everything in 
between. Beaconing in turn initiates a process called autore configuration. !
Fan-out Unit 
Device that allows multiple devices on a network to communicate using a single network 
attachment. !
Fast Ethernet 
A 100 MB network using 4 twisted pairs. !
Fault Management 
One of  five categories of  network management defined by ISO for management of  OSI 
networks. Fault management attempts to ensure that network faults are detected and controlled.  !
FDDI 
Fibre Data Distributed Interface. A specification (ANSI X 3T9.5)for 100 MBits/sec. on dual 
counter-rotating token passing ring implemented on fibre optic cabling. !
FDDI II 
ANSI standard that enhances FDDI. FDDI II provides isochronous transmission for 
connectionless data circuits and connection-oriented voice and video circuits. Compare with 
FDDI. !
FDM 
Frequency-division multiplexing. Technique whereby information from multiple channels can be 
allocated bandwidth on a single wire based on frequency. Compare with ATDM, statistical 
multiplexing, and TDM. !
FECN 
Forward explicit congestion notification. Bit set by a Frame Relay network to inform DTE 
receiving the frame that congestion was experienced in the path from source to destination. 
DTE-receiving frames with the FENC bit set can request that higher-level protocols take flow-
control action as appropriate.  !
FEP 
Front-end processor. Device or board that provides network interface capabilities for a networked 
device. In SNA, typically an IBM 3745 device. !
Fibre optic 
A transmission media that uses a light wave for signaling. !
Fibre-optic Cable 



Physical medium capable of  conducting modulated light transmission. Compared with other 
transmission media, fibre-optic cable is more expensive, but is not susceptible to electromagnetic 
interference and is capable of  higher data rates. Sometimes called optical fibre. !
File system 
Refers to the collection of  system software routines that manages and accesses files located on a 
computer's storage volumes. !
File Transfer 
Popular network application that allows files to be moved from one network device to another. !
Filter 
A network manager-defined conditional test placed on incoming packets in a network bridge or 
protocol analyzer. Generally, if  the packet meets the conditions defined in the filter criteria, it 
under goes further processing. If  the packet does not meet the filter criteria, it is rejected. !
Finger 
A collection of  software routines used by computers running theIP protocol stack, which allows a 
user to read public information about a user on the same, or a remote machine, often including: 
full name, telephone number and extension, snail-mail address, time and place of  last login, 
whether user has any pending un-read mail, and witticisms selected by the user. !
Firewall 
Router or access server, or several routers or access servers, designated as a buffer between any 
connected public networks and a private network. A firewall router uses access lists and other 
methods to ensure the security of  the private network. !
FireWire 
High-speed external data bus intended to replace the SCSI busin the Macintosh system 
architecture, as the bus of  choice for the connection of  storage devices, external video and image 
I/O, etc. !
Firmware 
A collection of  programmed routines and instructions that is implemented in a computer chip or 
similar hardware form instead of  a software form. !
Flag 
In a packet, a bit (or sometimes a group of  bits) that indicates a condition. For example, the ZIP 
GetNetInfo Reply includes a 1-bitflag that indicates whether the zone name specified either is or 
is not a valid home zone name for the node that requested the information. !
Flash memory 
Technology developed by Intel and licensed to other semiconductor companies. Flash memory is 
non-volatile storage that can be electrically erased and reprogrammed. Allows software images to 
be stored, booted, and rewritten as necessary. !



Flash Update 
Routing update sent synchronously in response to a change in the network topology. Compare 
with routing update. !
Flooding 
Traffic-passing technique used by switches and bridges in which traffic received on an interface is 
sent out all of  the interfaces of  that device except the interface on which the information was 
originally received. !
Flow 
Stream of  data traveling between two endpoints across a network (for example, from one LAN 
station to another). Multiple flows can be transmitted on a single circuit. !
Flow Control 
Technique for ensuring that a transmitting entity, such as a modem, does not overwhelm a 
receiving entity with data. When the buffers on the receiving device are full, a message is sent to 
the sending device to suspend the transmission until the data in the buffers has been processed. In 
IBM networks, this technique is called pacing. !
FOIRL 
Fibre Optic Inter Repeater Link. An asynchronous fibre optic connection that links two Ethernet 
repeaters (hubs) with a maximum transmission distance of  2 kilometres when used at 10MBits/
sec. !
Forwarding 
Process of  sending a frame toward its ultimate destination by way of  an internetworking device. !
Fourier Transform 
Technique used to evaluate the importance of  various frequency cycles in a time series pattern. !
FRAD 
Frame Relay access device. Any network device that provides a connection between a LAN and a 
Frame Relay WAN. !
Fragment 
Piece of  a larger packet that has been broken down to smaller units. !
Fragmentation 
Process of  breaking a packet into smaller units when transmitting over a network medium that 
cannot support a packet of  the original size. See also reassembly. !
Frame 
In data networks, the information packet and all of  the preceding and succeeding signals 
necessary (flag bytes, preambles, frame checks, abort sequences, etc.) to convey it along the data 
link. !



Frame Relay 
Industry-standard, switched data link layer protocol that handles multiple virtual circuits using 
HDLC encapsulation between connected devices. Frame relay is more efficient than X.25, the 
protocol for which it is generally considered a replacement. See also X.25. !
Frame Relay Bridging 
Bridging technique, described in RFC 1490, that uses the same spanning-tree algorithm as other 
bridging functions, but allows packets to be encapsulated for transmission across a Frame Relay 
network. !
Fast Sequenced Transport 
Connectionless, sequenced transport protocol that runs on top of  the IP protocol. SRB traffic is 
encapsulated inside of  IP datagrams and is passed over an FST connection between two network 
devices (such as routers). Speeds up data delivery, reduces overhead, and improves the response 
time of  SRB traffic. !
File Transfer Protocol 
Lowest-common-denominator protocol for the point-to-point transfer of  text and binary files 
between IP connected hosts. !
Full-duplex 
A communication system between two entities in which either entity can transmit simultaneously. !
Full Mesh 
Term describing a network in which devices are organised in a mesh topology, with each network 
node having either a physical circuit or a virtual circuit connecting it to every other network 
node. A full mesh provides a great deal of  redundancy, but because it can be prohibitively 
expensive to implement, it is usually reserved for network backbones.  !
G !
G.804 
ITU-T framing standard that defines the mapping of  ATM cells into the physical medium. !
Gateway 
1. A device that performs a protocol translation at the Session Layer or higher.  
2. Archaic. A TCP/IP router that routes packets between different network numbers. !
GNS 
Get Nearest Server. Request packet sent by a client on an IPX network to locate the nearest 
active server of  a particular type. An IPX network client issues a GNS request to solicit either a 
direct response from a connected server or a response from a router that tells it where on the 
internetwork the service can be located. GNS is part of  the IPX SAP. !
GOSIP 



Government OSI Profile. US Government procurement standard that specified interoperability 
standards for computing equipment and software purchased. !
GRE 
Generic Routing Encapsulation. Tunneling protocol developed by Cisco that can encapsulate a 
wide variety of  protocol packet types inside IP tunnels, creating a virtual point-to-point link to 
Cisco routers at remote points over an IP internetwork. By connecting multi-protocol sub-
networks in a single-protocol backbone environment, IP tunneling using GRE allows network 
expansion across a single-protocol backbone environment. !
GUI 
Graphical User Interface. User environment that uses pictorial as well as textual representations 
of  the input and output of  applications and the hierarchical or other data structure in which 
information is stored. Conventions such as buttons, icons, and windows are typical, and many 
actions are performed using a pointing device (such as a mouse). !
H !
Hacker 
1. An expert computer programmer.  
2. A knowledgeable but disruptive computer user. !
Half  Duplex 
Capability for data transmission in only one direction at a time between a sending station and a 
receiving station.  !
Handshake 
Sequence of  messages exchanged between two or more network devices to ensure transmission 
synchronization. !
Hardware Address 
An address, fixed at the time of  manufacturing, that identifies a network adapter such as an 
Ethernet card. !
H Channel 
High-speed channel. Full-duplex ISDN primary rate channel operating at 384 Kbps. Compare 
with B channel, D channel, and E channel. !
HDLC 
High-level Data Link Control. An ISO standard for encapsulation of  data on synchronous links. !
Headend 
The end point of  a broadband network. All stations transmit toward the headend; the headend 
then transmits toward the destination station. !
Header 



In a network packet or frame, a section of  data that describes the data that immediately follows. !
Heap 
The RAM memory allocated by system software and system extensions to hold frequently used 
instructions and data not contained in ROM or firmware. !
HELLO 
Interior routing protocol used principally by NSF net nodes. HELLO allows particular packet 
switches to discover minimal delay routes. Not to be confused with the Hello protocol. !
Hello Packet 
Multicast packet that is used by routers for neighbour discovery and recovery. Hello packets also 
indicate that a client is still operating and network-ready. !
Hello Protocol 
Protocol used by OSPF systems for establishing and maintaining neighbor relationships. Not to 
be confused with HELLO. !
HEPnet 
High-Energy Physics Network. Research network that originated in the United States, but that 
has spread to most places involved in high-energy physics. Well-known sites include Argonne 
National Laboratory, Brookhaven National Laboratory, and the Stanford Linear Accelerator 
Center (SLAC). !
Hertz (HZ) 
A unit of  measure of  the frequency of  cyclic wave form, equal to one cycle or period per second. !
Heterogeneous Network 
Network consisting of  dissimilar devices that run dissimilar protocols and in many cases support 
dissimilar functions or applications. !
Hexadecimal 
A numerical system with a base of  16 that is useful for expressing digital data. One hexadecimal 
digit represents for bits. !
Hint 
In dynamic addressing, an address that a node will test for uniqueness first. The hint is either the 
last successful address the node used previously (the Macintosh keeps such a hint in PRAM) or a 
particular address that is specific to a particular model of  device (the GatorBox always tries 128 
first or LocalTalk networks). !
HIPPI 
High-Performance Parallel Interface. High-performance interface standard defined by ANSI. 
HIPPI is typically used to connect supercomputers to peripherals and other devices. !
Holddown 



State into which a route is placed so that routers will neither advertise the route nor accept 
advertisements about the route for a specific length of  time (the holddown period). Holddown is 
used to flush bad information about a route from all routers in the network. A route is typically 
placed in holddown when a link in that route fails. !
Homologation 
Conformity of  a product or specification to international standards, such as ITU-t, CSA, TUV, 
UL, or VCCI. Enables portability across company and international boundaries. !
Hop 
In routed networks, the passage of  a packet through a router on the way to its destination. !
Hop Distance 
A unit of  measure used to express the number or routers that a packet must pass through its way 
to its destination. !
Host 
In terminal emulation, the remote computer that is being controlled by the terminal emulation 
software. !
Host Number 
Part of  an IP address that designates which node on the subnetwork is being addressed. Also 
called a host address. !
HPCC 
High Performance Computing and Communications. US government funded program 
advocating advances in computing, communications, and related fields. The HPCC is designed 
to ensure US. leadership in these fields through education, research and development, industry 
collaboration, and implementation of  high-performance technology.  !
HSRP 
Hot Standby Router Protocol. Provides high network availability and transparent network 
topology changes. HSRP creates a Hot Standby router group with a lead router that services all 
packets sent to the Hot Standby address. The lead router is monitored by other routers in the 
group, and if  it fails, one of  the standby routers inherits the lead position and the Hot Standby 
group address. !
HSSI 
High-Speed Serial Interface. Network standard for high-speed (up to 52 Mbps) serial connections 
over WAN links. !
HTML 
Hypertext markup language. Simple hypertext document formatting language that uses tags to 
indicate how a given part of  a document should be interpreted by a viewing application, such as 
a WWW browser.  !



Hub 
1. Generally, a term used to describe a device that serves as the center of  a star-topology network. 
2. Hardware of  software devices that contains multiple independent but connected modules of  
network and internetwork equipment. Hubs can be active (where they repeat signals sent through 
them) or passive (where they do not repeat, but merely split, signals sent through them). 3. In 
Ethernet and IEEE 802.3, an Ethernet multi-port repeater, sometimes referred to as a 
concentrator. !
Hybrid Network 
Internetwork made up of  more than one type of  network technology, including LANs and 
WANs. !
Hypertext 
Electronically-stored text that allows direct access to other texts by way of  encoded links. 
Hypertext documents can be created using HTML, and often integrate images, sound, and other 
media that are commonly viewed using a WWW browser. !
I !
I/O 
Input/Output. A computer activity where data is either loaded into (input) or extracted from 
(output) RAM. !
I/O Bound 
A computer or network activity whose speed is limited by the time necessary to perform I/O 
functions. !
IAB 
Internet Architecture Board. Board of  internetwork researchers who discuss issues pertinent to 
Internet architecture. Responsible for appointing a variety of  Internet-related groups such as the 
IANA, IESG, and IRSG. The IAB is appointed by the trustees of  the ISOC. !
IANA 
Internet Assigned Numbers Authority. Organisation operated under the auspices of  the ISOC as 
a part of  the IAB. IANA delegates authority for IP address-space allocation and domain-name 
assignment to the NIC and other organisations. IANA also maintains a database of  assigned 
protocol identifiers used in the TCP/IP stack, including autonomous system numbers.  !
ICD 
International Code Designator. One of  two ATM address formats developed by the ATM forum 
for use by private networks. Adapted from the subnetwork model of  addressing in which the 
ATM layer is responsible for mapping network layer addresses to ATM addresses !
ICMP 
Internet Control Message Protocol. Network layer Internet protocol that reports errors and 
provides other information relevant to IP packet processing. Documented in RFC 792. 



!
IDPR 
Interdomain Policy Routing. Interdomain routing protocol that dynamically exchanges policies 
between autonomous systems. IDPR encapsulates interautonomous system traffic and routes it 
according to the policies of  each autonomous system along the path. IDPR is currently an IETF 
proposal.  !
IDRP 
IS-IS Interdomain Routing Protocol. OSI protocol that specifies how routers communicate with 
routers in different domains. !
IEC 
International Electrotechnical Commission. Industry group that writes and distributes standards 
for electrical products and components. !
IEEE 
The Institute or Electrical and Electronic Engineers, a non-profit organisation that, among many 
other activities, endeavours to coordinate, synthesize and promote data networking standards. !
IEEE 802.1 
IEEE specification that describes an algorithm that prevents bridging loops by creating a 
spanning tree. The algorithm was invented by Digital Equipment Corporation. The Digital 
algorithm and the IEEE 802.1 algorithm are not exactly the same, nor are they compatible.  !
IEEE 802.12 
IEEE LAN standard that specifies the physical layer and the MAC sublayer of  the data link layer. 
IEEE 802.12 uses the demand priority media-access scheme at 100 Mbps over a variety of  
physical media.  !
IEEE 802.2 
The committee of  the IEEE charged with the responsibility of  coordinating standards at the 
Data Link Layer. The committee also oversees the work of  many sub-committees that govern 
individual Data Link standards such as the 802.3 standard. !
IEEE 802.3 
IEEE LAN protocol that specifies an implementation of  the physical layer and the MAC sublayer 
of  the data link layer. IEEE 802.3 uses CSMA/CD access at a variety of  speeds over a variety of  
physical media. Extensions to the IEEE 802.3 standard specify implementations for Fast 
Ethernet. Physical variations of  the original IEEE 802.3 specifications include 10Base2, 10Base5, 
10BaseF, 10BaseT, and 10Broad36. Physical variations for fast ethernet include 100BaseT, 
100BaseT4, and 100BaseX. !
IEEE 802.4 
IEEE LAN protocol that specifies an implementation of  the physical layer and the MAC sublayer 
of  the data link layer. IEEE 802.4 uses token-passing access over a bus topology and is based on 
the token bus LAN architecture. 



!
IEEE 802.5 
IEEE LAN protocol that specifies an implementation of  the physical layer and MAC sublayer of  
the data link layer. IEEE 802.5 uses token passing access at 4 or 16 Mbps over STP cabling and is 
similar to IBM Token Ring.  !
IEEE 802.6 
IEEE MAN specification based on DQDB technology. IEEE 802.6 supports data rates of  1.5 to 
155 Mbps !
IESG 
Internet Engineering Steering Group. Organisation, appointed by the IAB, that manages the 
operation of  the IETF.  !
IETF 
Internet Engineering Task Force. Task force consisting of  over 80 working groups responsible for 
developing Internet standards. The IETF operates under the auspices of  ISOC.  !
IGP 
Interior Gateway Protocol. Internet protocol used to exchange routing information within an 
autonomous system. Examples of  common Internet IGPs include IGRP, OSPF, and RIP.  !
IGMP 
Internet Group Management Protocol. Used by IP hosts to report their multicast group 
memberships to an adjacent multicast router. !
IGRP 
Interior Gateway Routing Protocol. IGP developed by Cisco to address the problems associated 
with routing in large, heterogeneous networks. Compare with Enhanced IGRP. !
IITA 
Information Infrastructure Technology and Applications. Component of  the HPCC program 
intended to ensure US leadership in the development of  advanced information technologies.  !
ILMI 
Interim Local Management Interface. Specification developed by the ATM Forum for 
incorporating network-management capabilities in the ATM UNI. !
IMP 
Interface message processor. Old name for ARPANET packet switches. An IMP is now referred 
to as a PSN (packet-switch node). See also PSN (packet-switch node). !
Impedance 
A measure of  the opposition to the flow of  an alternating signal by its media. !
Implementation 



The physical manifestation of  a network standard or design. !
In-band signaling 
Transmission within a frequency range normally used for information transmission. Compare 
with out-of-band signaling. !
Infrared 
A portion of  the electromagnetic spectrum situated between visible light and microwaves. A 
means of  short distance wireless networking that depends on an unobstructed line of  sight path. !
Insured Burst 
The largest burst of  data above the insured rate that will be temporarily allowed on a PVC and 
not tagged by the traffic policing function for dropping in the case of  network congestion. The 
insured burst is specified in bytes or cells. Compare with maximum burst.  !
Insured Rate 
The long-term data throughput, in bits or cells per second, that an ATM network commits to 
support under normal network conditions. The insured rate is 100 percent allocated; the entire 
amount is deducted from the total trunk bandwidth along the path of  the circuit. Compare with 
excess rate and maximum rate. See also insured burst. !
Insured Traffic 
Traffic within the insured rate specified for the PVC. This traffic should not be dropped by the 
network under normal network conditions. See also CLP and insured rate. !
Integrity 
In networking, a desirable condition where the information received is exactly equal to the 
information sent. !
Intelligence 
The ability of  a system to use general information to respond appropriately to specific events. !
Interarea Routing 
Term used to describe routing between two or more logical areas.  !
Internet 
The worldwide system of  linked networks that is capable of  exchanging mail and data through a 
common addressing and naming system based on TCP/IP protocols. Any group of  linked 
networks capable of  exchanging electronic mail and data using a common protocol. !
Internet Address 
An address that identifies a communication entity on an internet. !
Internet protocol 
Any protocol that is part of  the TCP/IP protocol stack.  !



Internet Router 
A router that uses the rules of  one or more Network Layer protocols to forward packets between 
networks. !
Internetwork 
Collection of  networks interconnected by routers and other devices that functions generally) as a 
single network. Sometimes called an internet, which is not to be confused with the Internet. !
Internetworking 
General term used to refer to the industry that has arisen around the problem of  connecting 
networks together. The term can refer to products, procedures, and technologies. !
Interoperability 
Ability of  computing equipment manufactured by different vendors to communicate with one 
another successfully over the network. !
IPX 
Internetwork Packet Exchange. A protocol family that is proprietary to the Novell Netware 
system. !
IPXWAN 
Protocol that negotiates end-to-end options for new links. When a link comes up, the first IPX 
packets sent across are IPXWAN packets negotiating the options for the link. When the 
IPXWAN options have been successfully determined, normal IPX transmission begins. !
IRDP 
ICMP Router Discover Protocol. Enables a host to determine the address of  a router that it can 
use as a default gateway. Similar to ES-IS, but used with IP. !
IRN 
Intermediate routing node. In SNA, a subarea node with intermediate routing capability. !
Isarithmic Flow Control 
Flow control technique in which permits travel through the network. Possession of  these permits 
grants the right to transmit. Isarithmic flow control is not commonly implemented. !
ISDN 
Integrated Services Digital Network. Communication protocol, offered by telephone companies, 
that permits telephone networks to carry data, voice, and other source traffic !
Intermediate System to Intermediate System 
A dynamic routing protocol for IP. !
ISO 
International Organisation responsible for a wide range of  standards, including those relevant to 
networking. ISO developed the OSI reference model, a popular networking reference model. 



!
ISO 9000 
Set of  international quality-management standards defined by ISO. The standards, which are 
not specific to any country, industry, or product, allow companies to demonstrate that they have 
specific processes in place to maintain an efficient quality system. !
Isochronous Transmission 
Asynchronous transmission over a synchronous data link. Isochronous signals require a constant 
bit rate for reliable transport. Compare with asynchronous transmission, plesiochronous 
transmission, and synchronous transmission. !
J !
Jabber 
Error condition in which a network device continually transmits random, meaningless data onto 
the network. In IEEE 802.3, a data packet whose length exceeds that prescribed in the standard. !
JANET 
Joint Academic Network. X.25 WAN connecting university and research institutions in the 
United Kingdom. !
Jitter 
The difference between a real signal and its ideal due to distortion. !
Jumper 
Electrical switch consisting of  a number of  pins and a connector that can be attached to the pins 
in a variety of  different ways. Different circuits are created by attaching the connector to different 
pins. !
K !
Karn's Algorithm 
Algorithm that improves round-trip time estimations by helping transport layer protocols 
distinguish between good and bad round-trip time samples. !
Keepalive Interval 
Period of  time between each keepalive message sent by a network device. !
Keepalive Message 
Message sent by one network device to inform another network device that the virtual circuit 
between the two is still alive. !
Kermit 
Very slow telecom data-transfer protocol developed at Columbia, and used primarily in VAX 
environments, although widely ported. Like any other telecom data-transfer protocol it's purpose 



is to break a data stream into blocks, and provide flow-control, error detection, and re-
transmission on the transfer of  the blocks. Much less efficient than Xmodem, Ymodem, or 
Zmodem. !
Kludge 
A word used to describe a solution to a problem that lacks elegance or that contains components 
for a purpose significantly different that their original design purpose. !
L !
Label Swapping 
Routing algorithm used by APPN in which each router that a message passes through on its way 
to its destination independently determines the best path to the next router. !
LAN 
Local area network. A communication infrastructure that supports data and resource sharing 
within a small area (<2 km diameter) that is completely contained on the premises of  a single 
owner. !
LANE 
LAN emulation. Technology that allows an ATM network to function as a LAN backbone. The 
ATM network must provide multicast and broadcast support, address mapping (MAC-to-ATM), 
SVC management, and a usable packet format. LANE also defines Ethernet and Token Ring 
ELANs.  !
LAN Server 
A general term used to describe a device that manages and allows the use of  more than one kind 
of  resource such as storage or file services, print services, communication services, data base 
services, etc. !
LAN Switch 
High-speed switch that forwards packets between data-link segments. Most LAN switches 
forward traffic based on MAC addresses. This variety of  LAN switch is sometimes called a frame 
switch. LAN switches are often categorized according to the method they use to forward traffic: 
cut-through packet switching or store-and-forward packet switching. Multilayer switches are an 
intelligent subset of  LAN switches.  !
LAP 
Link Access Protocol. Any protocol of  the Data Link Layer, such as EtherTalk. !
LAT 
Local Area Transport. DECnet's method for communication between terminals and terminal 
servers. LAT cannot be routed. !
Latency 



In data transmission, the delay in transmission time that occurs while information remains in a 
device's buffered memory (such as a bridge or router) before it can be sent along its path. !
Layer 
A term used to describe a group of  communication functions and the protocols implemented to 
perform them as defined by a network standards organisation, most often referring to a group of  
functions as described by the OSI 7-Layer Model designated by the ISO. !
Leaf  Internetwork 
In a star topology, an internetwork whose sole access to other internetworks in the star is through 
a core router. !
Learning Bridge 
Bridge that performs MAC address learning to reduce traffic on the network. Learning bridges 
manage a database of  MAC addresses and the interfaces associated with each address.  !
Leased Line 
Transmission line reserved by a communications carrier for the private use of  a customer. A 
leased line is a type of  dedicated line. See also dedicated line. !
LEC 
LAN Emulation Client. Entity in an end system that performs data forwarding, address 
resolution, and other control functions for a single ES within a single ELAN. A LEC also 
provides a standard LAN service interface to any higher-layer entity that interfaces to the LEC. 
Each LEC is identified by a unique ATM address, and is associated with one or more MAC 
addresses reachable through that ATM address.  !
LECS 
LAN Emulation Configuration Server. Entity that assigns individual LANE clients to particular 
ELANs by directing them to the LES that corresponds to the ELAN. There is logically one LECS 
per administrative domain, and this serves all ELANs within that domain.  !
LES 
LAN Emulation Server. Entity that implements the control function for a particular ELAN. 
There is only one logical LES per ELAN, and it is identified by a unique ATM address.  !
Line Code Type 
One of  a number of  coding schemes used on serial lines to maintain data integrity and reliability. 
The line code type used is determined by the carrier service provider. \ !
Line Conditioning 
Use of  equipment on leased voice-grade channels to improve analog characteristics, thereby 
allowing higher transmission rates. !
Line Driver 



Inexpensive amplifier and signal converter that conditions digital signals to ensure reliable 
transmissions over extended distances. !
Line of  Sight 
Characteristic of  certain transmission systems, such as laser, microwave, and infrared systems, in 
which no obstructions in a direct path between transmitter and receiver can exist. !
Link 
Network communications channel consisting of  a circuit or transmission path and all related 
equipment between a sender and a receiver. Most often used to refer to a WAN connection. 
Sometimes referred to as a line or a transmission link. !
Little-endian 
Method of  storing or transmitting data in which the least significant bit or byte is presented first. 
Opposite of  big-endian. !
Local Management Interface 
Set of  enhancements to the basic Frame Relay specification. LMI includes support for a keep 
alive mechanism, which verifies that data is flowing; a multicast mechanism, which provides the 
network server with its local DLCI and the multicast DLCI; global addressing, which gives 
DLCIs global rather than local significance in Frame Relay networks; and a status mechanism, 
which provides an on-going status report on the DLC Is known to the switch. Known as LMT in 
ANSI terminology. !
Load Balancing 
In routing, the ability of  a router to distribute traffic over all its network ports that are the same 
distance from the destination address. Good load-balancing algorithms use both line speed and 
reliability information. Load balancing increases the utilization of  network segments, thus 
increasing effective network bandwidth. !
Local Acknowledgment 
Method whereby an intermediate network node, such as a router, responds to acknowledgments 
for a remote end host. Use of  local acknowledgments reduces network overhead and, therefore, 
the risk of  time-outs. Also known as local termination. !
Local Explorer Packet 
Generated by an end system in an SRB network to find a host connected to the local ring. If  the 
local explorer packet fails to find a local host, the end system produces either a spanning explorer 
packet or an all-routes explorer packet. See also all-routes explorer packet, explorer packet, and 
spanning explorer packet. !
LocalTalk 
A Data Link Layer protocol defined in Inside AppleTalk by Apple Computer that covers the 
transmission of  data on twisted pair wire using CSMA/CA at 230.4 Kilobits per second. !
Local Traffic 



Filtering Process by which a bridge filters out (drops) frames whose source and destination MAC 
addresses are located on the same interface on the bridge, thus preventing unnecessary traffic 
from being forwarded across the bridge. Defined in the IEEE 802.1 standard.  !
Logical Channel 
Non-dedicated, packet-switched communications path between two or more network nodes. 
Packet switching allows many logical channels to exist simultaneously on a single physical 
channel. !
Login 
A formal procedure where a computing device initiates a sustained connection to another 
computing device for the purpose of  using a resource managed by the computer. !
Logout 
A Formal procedure where a computing device severs its connection to another computing 
device. !
Loop 
Route where packets never reach their destination, but simply cycle repeatedly through a 
constant series of  network nodes. !
Loopback packet 
A test packet sent by a network adapter with a destination address equal to the adapter's own 
hardware address. The purpose of  this test is typically to establish that the adapter is connected 
to a network that is functional enough to support a data transmission. !
Loopback test 
A test packet sent by a network adapter with a destination address equal to the adapter's own 
hardware address. The purpose of  this test is typically to establish that the adapter is connected 
to a network that is functional enough to support a data transmission. !
Loss 
The aggregate attenuation of  a signal due to interaction with its environment. !
LSP 
Link State Packet. A packet broadcast by a link state router listing the router's neighbours. !
Lossy 
Characteristic of  a network that is prone to lose packets when it becomes highly loaded. !
LPD 
Line printer daemon. Protocol used to send print jobs between UNIX systems. !
LSA 



Link-state Advertisement. Broadcast packet used by link-state protocols that contains information 
about neighbours and path costs. LSAs are used by the receiving routers to maintain their routing 
tables. Sometimes called a link-state packet (LSP). !
LSP 
Link State Packet. A packet broadcast by a link state router listing the router's neighbours. !
M !
MAC 
Media Access Control. The method whereby a computing device takes control of  the 
transmission media for the purpose of  sending an information packet. !
Mac address 
Standardised data link layer address that is required for every port or device that connects to a 
LAN. Other devices in the network use these addresses to locate specific ports in the network and 
to create and update routing tables and data structures. MAC addresses are 6 bytes long and are 
controlled by the IEEE. Also known as a hardware address, a MAC-layer address, or a physical 
address. !
MAC address learning 
Service that characterises a learning bridge, in which the source MAC address of  each received 
packet is stored so that future packets destined for that address can be forwarded only to the 
bridge interface on which that address is located. Packets destined for unrecognised addresses are 
forwarded out every bridge interface. This scheme helps minimize traffic on the attached LANs. 
MAC address learning is defined in the IEEE 802.1 standard. !
MAN 
Metropolitan-area network. Network that spans a metropolitan area. Generally, a MAN spans a 
larger geographic area than a LAN, but a smaller geographic area that a wide area network 
(WAN). !
Managed Object 
In network management, a network device that can be managed by a network management 
protocol. !
Management Services 
SNA functions distributed among network components to manage and control an SNA network. !
MAP 
Manufacturing Automation Protocol. Network architecture created by General Motors to satisfy 
the specific needs of  the factory floor. MAP specifies a token-passing LAN similar to IEEE 802.4. !
MAPI 
Microsoft Application Programming Interface. A programming library for Windows developers 
that provides messaging services to their applications. 



!
MAU 
Media Access Unit. The component of  a network adapter that directly attaches to the 
Transmission media. !
Maximum Burst 
Specifies the largest burst of  data above the insured rate that will be allowed temporarily on an 
ATM PVC but will not be dropped at the edge by the traffic policing function, even if  it exceeds 
the maximum rate. This amount of  traffic will be allowed only temporarily; on average, the 
traffic source needs to be within the maximum rate. Specified in bytes or cells. !
Maximum Rate 
Maximum total data throughput allowed on a given virtual circuit, equal to the sum of  the 
insured and uninsured traffic from the traffic source. The uninsured data might be dropped if  the 
network becomes congested. The maximum rate, which cannot exceed the media rate, represents 
the highest data throughput the virtual circuit will ever deliver, measured in bits or cells per 
second. !
MBONE 
Multicast backbone. The multicast backbone of  the Internet. MBone is a virtual multicast 
network composed of  multicast LANs and the point-to-point tunnels that interconnect them. !
MBPS 
A unit of  measure used to describe the rate of  data transmission equal to one millions bits per 
second. !
MByte 
A unit of  measure used to describe an amount of  information equal to 1,048,576 (220) bytes. !
MCA 
Micro channel architecture. Bus interface commonly used in PCs and some UNIX workstations 
and servers. !
MCI 
Multi-port Communications Interface. Card on the AGS+ that provides two Ethernet interfaces 
and up to two synchronous serial interfaces. The MCI processes packets rapidly, without the 
interframe delays typical of  other Ethernet interfaces. !
MCR 
Minimum cell rate. Parameter defined by the ATM Forum for ATM traffic management. MCR 
is defined only for ABR transmissions, and specifies the minimum value for the ACR. !
Mesh 
Network topology in which devices are organised in a manageable, segmented manner with 
many, often redundant, interconnections strategically placed between network nodes. !



Message 
Application layer (Layer 7) logical grouping of  information, often composed of  a number of  
lower-layer logical groupings such as packets. The terms datagram, frame, packet, and segment 
are also used to describe logical information groupings at various layers of  the OSI reference 
model. !
Message Switching 
Switching technique involving transmission of  messages from node to node through a network. 
The message is stored at each node until such time as a forwarding path is available. !
Message Unit 
Unit of  data processed by any network layer. !
Metalanguage 
A language that represents another language. !
Metasignaling 
Process running at the ATM layer that manages signaling types and virtual circuits. !
MHS 
Message Handling Service. A synonym of  X.400 store and forward messaging. 2. Message 
Handling System. A Novell protocol for mail handling. !
MIB 
Management Information Base. In SNMP, a specification of  the data objects and data structures 
that the Agent is responsible for knowing and reporting to the Console on demand. !
MIC 
Media interface connector. FDDI de facto standard connector. !
MIDI 
Musical Instrument Digital Interface. !
Midsplit 
Broadband cable system in which the available frequencies are split into two groups: one for 
transmission and one for reception. !
Mips 
Millions of  instructions per second. Number of  instructions executed by a processor per second. !
MIS 
Management Information System. Used to describe the set of  computing resources that hold and 
allow access to the information owned by an Organisation. !
Mode 



One particular method or way of  accomplishing a goal. In fibre optic transmission, a particular 
path between a light source and a receiver. In statistics, the result with the highest frequency 
within the sample group. !
Modem 
A device that can covert data signals between analog and digital signaling systems. !
Modem eliminator 
Device allowing connection of  two DTE devices without modems. !
Modulation 
Process by which the characteristics of  electrical signals are transformed to represent 
information. Types of  modulation include AM, FM, and PAM. !
MOP 
Maintenance Operation Protocol. Digital Equipment Corporation protocol that provides a way 
to perform primitive maintenance operations on DECnet systems. !
Mosaic 
Public-domain WWW browser, developed at the National Center for Supercomputing 
Applications (NCSA). !
MOSPF 
Multicast OSPF. Intradomain multicast routing protocol used in OSPF networks. Extensions are 
applied to the base OSPF unicast protocol to support IP multicast routing. !
MOV 
Metal Oxide Varister. A device that acts as a surge suppresser by forcing transient high voltages to 
ground. !
MQI 
Message Queueing Interface. International standard APO that provides functionality similar to 
that of  the RPC interface. In contrast to RPC, MQI is implemented strictly at the application 
layer. !
MSAU 
Multi-station access unit. Wiring concentrator to which all end stations in a Token Ring network 
connect. The MSAU provides an interface between these devices and the Token Ring interface. !
MSL 
Maximum Segment Lifetime. !
MSS 
Maximum Segment Size. !
MTA 



Message Transfer Agent. In x.400, a process that is responsible for storing and forwarding 
messages. !
MTU 
Maximum Transmission Unit. A specification in a data link protocol that defines the maximum 
number of  bytes that can be carried in any one packet on that link. !
Mu-law 
North American companding standard used in conversion between analog and digital signals in 
PCM systems. !
Multiaccess Network 
Network that allows multiple devices to connect and communicate simultaneously. !
Multicast 
Single packets copied by the network and sent to a specific subset of  network addresses. These 
addresses are specified in the destination address field. !
Multicast Group 
Dynamically determined group of  IP hosts identified by a single IP multicast address. !
Multicast router 
Router used to send IGMP query messages on their attached local networks. Host members of  a 
multicast group respond to a query by sending IGMP reports noting the multicast groups to 
which they belong. The multicast router takes responsibility for forwarding multicast datagrams 
from one multicast group to all other networks that have members in the group. !
Multicast Server 
Establishes a one-to-many connection to each device in a VLAN, thus establishing a broadcast 
domain for each VLAN segment. The multicast server forwards incoming broadcasts only to the 
multicast address that maps to the broadcast address. !
Multidrop Line 
Communications line having multiple cable access points. Sometimes called a multipoint line. !
Multihomed Host 
Host attached to multiple physical network segments in an OSI CLNS network. !
Multihoming 
Addressing scheme in IS-IS routing that supports assignment of  multiple area addresses. !
Multilayer switch 
Switch that filters and forwards packets based on MAC addresses and network addresses. A 
subset of  LAN switch. !
Multimode Fibre 



Optical fibre supporting propagation of  multiple frequencies of  light. !
Multiplexing 
Scheme that allows multiple logical signals to be transmitted simultaneously across a single 
physical channel. !
Multi-user 
A term used to describe a computing process that can handle the requirements of  several users 
simultaneously. !
Multitasking 
A descriptive term for a computing device whose operating system can handle several tasks 
concurrently. In mono processors, each active task is given short periods of  time to use the CPU 
in a rotational fashion. !
Multivendor network 
Network using equipment from more than one vendor. !
MVS 
Multiple Virtual Storage. The primary operating systems for IBM mainframes. !
N !
Nagel's Algorithm 
Actually two separate congestion control algorithms that can be used in TCP-based networks. 
One algorithm reduces the sending window; the other limits small datagrams. !
NAK 
Negative acknowledgment. Response sent from a receiving device to a sending device indicating 
that the information received contained errors. !
Name Caching 
Method by which remotely discovered host names are stored by a router for use in future packet-
forwarding decisions to allow quick access. !
Name Server 
Server connected to a network that resolves network names into network addresses. !
Name Service 
In AppleTalk, a computing process that has used Name Binding Protocol to register a process so 
that it may be located using a network resource management like the Chooser. !
Nano 
A prefix that denotes a 1 billionth portion of  a unit of  measure, as in nanosecond or nanometer. !
NAP 



Network access point. Location for interconnection of  internet service providers in the United 
States for the exchange of  packets. !
Native 
Something is a standard component of  a computer system, such as a native file system or a native 
protocol. !
NAU 
Network addressable unit. SNA term for an addressable entity. Examples include LUs, PUs, and 
SSCPs. NAUs generally provide upper-level network services. !
NAUN 
Nearest active upstream neighbour. In Token Ring or IEEE 802.5 networks, the closest upstream 
network device from any given device that is still active. !
NBMA 
Non broadcast multiaccess. Term describing a multiaccess network that either does not support 
broadcasting (such as X.25) or in which broadcasting is not feasible (for example, an SMDS 
broadcast group or an extended Ethernet that is too large). !
NBP 
Name Binding Protocol. The AppleTalk protocol that associates the name, type and zone of  a 
process with its Internet Socket Address. !
NCP 
Network Control Protocol. !
NEARNET 
Regional network in New England (United States) that links Boston University, Harvard 
University, and MIT. !
Neighbouring Routers 
In OSPF, two routers that have interfaces to a common network. On multiaccess networks, 
neighbours are dynamically discovered by the OSPF Hello protocol. !
NET 
Network entity title. Network addresses, defined by the ISO network architecture, and used in 
CLNS-based networks. !
Net 
Short for network. !
NetBIOS 
Network Basic Input/Output System. API used by applications on an IBM LAN to request 
services from lower-level network processes. These services might include session establishment 
and termination, and information transfer. 



!
NetView 
A network and device management system developed by IBM. !
NetWare 
A trademark of  Novell that includes network operating systems and LAN server processes that 
run on and/or serve many computing platforms, operating systems and protocols. !
Network 
The infrastructure that supports electronic data exchange. !
Network Adapter 
A hardware device that translates electronic signals between a computing device's native network 
hardware and the transmission media. A network adapter may also include memory or 
additional hardware or firmware to aid or perform the computing device's network operations. !
Network Address 
Network layer address referring to a logical, rather than a physical, network device. Also called a 
protocol address. !
Network Administrator 
A person who is charged with the responsibility of  caring for a network and the communication 
abilities of  its users. !
Network Analyser 
Hardware or software device offering various network troubleshooting features, including 
protocol-specific packet decodes, specific pre-programmed troubleshooting tests, packet filtering, 
and packet transmission. !
Network Architecture 
A set of  specifications that defines every aspect of  a data network's communication system, 
including but not limited to the types of  user interfaces employed, the networking protocols used 
and the structure and types of  network cabling that may be used. !
Network Interface 
Boundary between a carrier network and a privately-owned installation !
Network Layer 
Layer 3 of  the OSI reference model. This layer provides connectivity and path selection between 
two end systems. The network layer is the layer at which routing occurs. Corresponds roughly 
with the path control layer of  the SNA model. !
Network Management 
A set of  activities and duties whose goal is to provide high-quality, reliable communication among 
a group of  networked computer users. Typical activities may include resource planning, network 
design, providing user assistance and training, reconfiguration of  the network due to a change in 



user requirements, assessing user needs and designing appropriate solutions and troubleshooting 
and remedying network problems as they arise. !
Network Node Server 
SNA NN that provides resource location and route selection services for ENs, LEN nodes, and 
LUs that are in its domain. !
Network Number 
Part of  an IP address that specifies the network to which the host belongs. !
Network Operating System 
A term mostly used in DOS networking systems to refer collectively to the proprietary protocols 
and network file systems that computers use to exchange data with their LAN Servers. !
Network Operator 
Person who routinely monitors and controls a network, performing tasks such as reviewing and 
responding to traps, monitoring throughput, configuring new circuits, and resolving problems. !
NFS 
Network File System. A file meta-language and set of  procedure calls to access and manage files 
that is standard issue on nearly every computer that uses TCP/IP protocols as its standard 
network protocols. Designed by Sun Microsystems, NFS is a standard feature of  nearly all Unix 
systems. !
NHRP 
Next Hop Resolution Protocol. Protocol used by routers to dynamically discover the MAC 
address of  other routers and hosts connected to a NBMA network. These systems can then 
directly communicate without requiring traffic to use an intermediate hop, increasing 
performance in ATM, Frame Relay, SMDS, and X.25 environments. !
Nibble 
One-half  of  a byte, which can be represented by a single hexadecimal digit. !
NIC 
1. Network Information Centre. The group responsible for the assignment of  IP addresses.  
2. Network Interface Card. A network adapter on a circuit board that plugs into a computer 
internal bus architecture.  
3. A 16-bit Ethernet chip designed by Texas Instruments. !
NIS 
Network Information System. Protocol developed by Sun Microsystems for the administration of  
network-wide databases. the service essentially uses two programs: one for finding a NIS server 
and one for accessing the NIS databases. !
N-ISDN 



Narrowband ISDN. Communication standards developed by the ITU-T for baseband networks. 
Based on 64-kbps B channels and 16- or 64-kbps D channels. !
NIST 
National institute of  Standards and Technology. Formerly the NBS, this U.S. government 
organisation supports and catalogues a variety of  standards. !
NLM 
NetWare Loadable Module. Individual program that can be loaded into memory and function as 
part of  the NetWare NOS. !
NLSP 
NetWare Link Services Protocol. Link-state routing protocol bases on IS-IS. !
NMS 
Network management system. System responsible for managing at least part of  a network. An 
NMS is generally a reasonably powerful and well-equipped computer such as an engineering 
workstation. NMSs communicate with agents to help keep track of  network statistics and 
resources. !
NMVT 
Network management vector transport. SNA message consisting of  a series of  vectors conveying 
network management-specific information. NNNetwork node. SNA intermediate node that 
provides connectivity, directory services, route selection, intermediate session routing, data 
transport, and network management services to LEN nodes and ENs. The NN contains a CP 
that manages the resources of  both the NN itself  and those of  the ENs and LEN nodes in its 
domain. NNs provide intermediate routing services by implementing the APPN PU 2.1 
extensions. !
NNI 
Network-to-Network Interface. ATM Forum standard that defines the interface between two 
ATM switches that are both located in a private network or are both located in a public network. 
The interface between a public switch and private one is defined by the UNI standard. Also, the 
standard interface between two Frame Relay switches meeting the same criteria. !
NOC 
Network Operations Centre. Organisation responsible for maintaining a network. !
Node 
A networked computing device that takes a protocol address and can initiate and respond to 
communication from other networked devices that employ similar protocols. !
Noise 
Undesirable electrical or electromagnetic signals. !
Nonseed Router 



In AppleTalk, a router that must first obtain and then verify its configuration with a seed router 
before it can begin operation. !
Non-stub Area 
Resource-intensive OSPF area that carries a default route, static routes, intra-area routes, 
interarea routes, and external routes. Non-stub areas are the only OSPF areas that can have 
virtual links configured across them and are the only areas that can contain an ASBR. !
Non-Volatile 
Information that will remain usable by a computer despite loss of  power or shutdown. !
NOS 
Network operating system. Generic term used to refer to what are really distributed file systems. !
NREN 
National Research and Education Network. Component of  the HPCC programme designed to 
ensure US technical leadership in computer communications through research and development 
efforts in state-of-the-art telecommunications and networking technologies. !
NRM 
Normal response mode. HDLC mode for use on links with one primary station and one or more 
secondary stations. In this mode, secondary stations can transmit only if  they first receive a poll 
from the primary station. !
NRZ 
Non return to zero. NRZ signals maintain constant voltage levels with no signal transitions (no 
return to a zero-voltage level) during a bit interval. !
NTP 
Network Time Protocol. !
Nubus 
One of  a large number of  computer bus architecture's used in Macintosh computers. !
O !
Object 
In NBP, the proper term for describing the individual name given to a service. In the Chooser, it 
is the name that is displayed in the list of  devices. !
ODI 
Open Data-link Interface. A Novell specification for network interface card device drivers that 
allows multiple protocol stacks to use the same card simultaneously. !
OEM 



Original Equipment Manufacture. A system of  distribution where a company markets equipment 
purchased from another company under its own label. !
Ohm (Ω) 
A measure of  the opposition to the flow of  electric current. !
OLE 
Object Linking and Embedding. A Microsoft specification for the exchange of  data objects 
between applications. !
OpenDoc 
An open cross-platform, compound document architecture developed by Apple with help and 
support from Novell and WordPerfect, among others. !
OpenView 
HP's SNMP console and network management system. !
Operating System 
A collection of  system software routines that manages all of  the peripherals, hardware 
components and other computing resources and processes in a computing device. !
OS/2 
IBM's operating system for 80x86 based systems. !
Oscillate 
A condition where a system changes between two or more configurations on a recurring basis. !
Oscilloscope 
A test device that can capture and display an oscillating electrical signal. !
OSF 
Open Software Foundation. !
OSI 
Open Systems Interconnection. Referring to the subset of  the ISO that promotes and defines 
standards for open networking systems. !
OSI 7-Layer Model 
A method of  describing the relationships between network protocols by grouping them according 
to the communication functions the protocols provide. The OSI model defines 7 distinct 
categories (Layers) that act successively on data as it makes its way between the user and the 
transmission media. !
OSPF 
Open Shortest Path First. A link state routing protocol for IP. !



Out of  Band 
Referring to a transmission system that is separate and auxiliary to the network's transmission 
system and who's operability is independent of  the operability of  the network. !
Output 
A representation of  a system's data that is externally visible. !
Overwrite 
An error condition that occurs when a process stores data in a location that it  
1. has not properly allocated for that purpose or  
2. has been allocated by another process. !
P !
Packet 
A discrete chunk of  communication in a pre-defined format. !
Padding 
Additional, meaningless data adds to a packet to increase its size. !
Parity Checking 
A method of  error checking where an extra bit is used to signify the condition of  a small group 
of  data bits. !
PDA 
Personal Digital Assistant. !
PDS 
Processor Direct Slot. One of  a large number of  computer bus architecture's used in Macintosh 
computers. !
Peek 
A term used to describe the viewing of  network data not ordinarily visible to a user. !
Peer 
In networking, a device to which a computer has a network connection that is relatively 
symmetrical, i.e. where both devices can initiate or respond to a similar set of  requests. !
Peripheral 
1. Any hardware resource used by a computer that is external to a computer's enclosure case that 
is accessed by serial or parallel connections, or bus architectures such as SCSI, MIDI or VME.  
2. Any hardware computing resource that can be accessed by a user. !
Physical Address 
A synonym for Hardware Address or MAC - layer address. !



Pico 
A prefix denoting a 1 trillionth portion of  a unit of  measure, as in picosecond or picofarad. !
Pin 
A type of  electrical contact point for a single conductor. !
Ping 
1. A network diagnostic utility on Unix systems that sends an ICMP Echo Request to a distant 
node which must then immediately return an ICMP Echo Reply packet back to the originating 
node. 
2. An ICMP Echo Request packet. !
Plug 
A synonym for male connector. !
Poke 
A term used to refer to the transmission of  a packet on a network for test purposes only. !
Polarity 
A Term used to describe the orientation of  a differential voltage. !
Polling 
A means of  Media Access Control where a device may only transmit information when it is given 
permission to transmit by a controller device. !
Port 
On a network hub, bridge or router, a physically distinct and individually controllable set of  
transmission hardware. Each such port is connected to the devices other ports through the 
device's internal electronic structures. !
POSIX 
Portable Operating Systems Interface. An IEEE standard that specifies requirements for portable 
UNIX operating systems. !
PostScript 
An extensible programming language that is capable of  describing and drawing complex images 
that was developed by Adobe Systems. !
PowerOpen 
Apple's next-generation operating system co-developed with IBM. !
Power PC 
A Motorola-developed RISC chip. Also refers to the successor of  the Macintosh powered by this 
chip. !
PPC 



1. Process-to-Process Communication.  
2. Sometimes used as an acronym for PowerPC. !
PPP 
Point-to-Point Protocol. A specification for synchronous or asynchronous data communication 
between two routers or between a computer system and a network. !
Precision 
Referring to the smallest difference in measurement that a test instrument can distinguish. !
PRI 
Primary Rate Interface. An ISDN service over a T1 link that provides 23 data channels "bearer" 
or "b" Channels" at 64 KBPS and one 16 KBPS control channel (or "D" channel). !
Print Spooler 
A software process that accepts a print job from a workstation as if  it were a printer and then 
sends the print job to an actual printer at a later time. There are two styles, a background spooler, 
where the print spooling process is resident in the same node as the process seeking the print 
service, and a hardware spooler, where the print spooling process is in a separate node. !
Printer Driver 
In the Macintosh, a System Extension that is intermediate between the CPU and the printer. It 
accepts the Macintosh's internal representation of  an image and translates it into the control 
codes and image descriptions necessary for the printer to manufacture an image. !
Process 
A set of  instructions, as in a computer program or application that is currently active, i.e. 
consuming CPU time and memory resources. While an "application" is a process, that term 
usually refers to a process that a user can launch from the Finder and directly control, where the 
use of  the term "process" often implies that the process has been launched by the system and is 
not under direct user control. !
Program 
A set of  instructions that has been coded into a computer language and compiled into a machine 
language. !
PROM 
Programmable Read-Only Memory. Firmware in which a chip has had a program "burned in" to 
its internal circuitry. The designation "EPROM" indicates that the program is Erasable. !
Promiscuous 
A LAN station that receives and processes all of  the packets on its network. !
Proprietary 



Meaning that information concerning the methods or implementation of  a technology are 
owned by an individual or a company. "Proprietary" may mean that the information is secret or 
that the information must be licensed from the owner before it can be used. !
Protocol 
In networking, a specification of  the data structures and algorithms necessary to accomplish a 
particular network function. !
Protocol Stack 
A group of  protocols, usually specified by a single vendor or organisation, that are implemented 
at more than one Layer of  the OSI 7-Layer model that also have Service Access Points defined. !
Publish & Subscribe 
An Apple proprietary method of  defining and maintaining a live link between a file and an 
external piece of  data. !
Q !
Quad 
A low-grade implementation of  twisted pair wire, where four conductors (two pairs) are all 
twisted together with no independent twisting between the pairs. !
Quantum 
The maximum unit of  time that a real-time process can occupy the CPU. !
Query 
A general term to describe the formation, usually in a prescribed format, that a computer process 
would use to retrieve specific information from another process as opposed to a wholesale transfer 
of  data. !
QuickTime 
A multi-media technology developed by Apple. !
R !
Radio (RF) Frequency 
1. Electromagnetic radiation with a frequency in the range of  10 KHz to 300 GHz.  
2. Wireless data communication using such radiation. !
RAM 
Random Access Memory. A group of  memory locations that are numerically identified to allow 
high speed access by a CPU. In random access, any memory location can be accessed at any time 
by referring to its numerical identifier as compared to sequential access, where memory location 
6 can only be accessed after accessing memory locations 1-5. !



RARP 
Reverse Address Resolution Protocol. A method for workstations to ask a server for their IP 
address during bootstrap operations. !
Reboot 
A user activity where the user starts a computing device without interrupting its source of  
electrical power. !
Receiver 
The node or process for which a packet or other information is intended. !
Remote Access 
AppleTalk Remote Access. Apple's protocol that allows a single user to gain network access over a 
modern connection. !
Repeater 
A Physical Layer device which restores, amplifies, re-clocks or otherwise improves a network 
signal that it receives on one of  its ports and transmits the improved signal without buffering or 
interpreting it. !
ResEdit 
A Macintosh utility that allows a user to modify the resource fork of  an HFS file. !
Reset button 
A small button that, when pushed, will restart a Macintosh. !
Resistor 
A passive electrical device that adds resistance to a circuit. !
Resource Fork 
In a Macintosh file, the portion of  the file that contains such auxiliary information as the menus, 
the dialog boxes and sounds that a file may require in addition to its data. !
Response Time 
The gap between the time when a user initiates an action and the time that the action displays its 
results. !
RF Interference 
Radio Frequency signals that degrade the integrity of  a data signal. !
RFC 
Request For Comment. For the IETF, the document that specifies a standard after an exhaustive 
review process. !
RFS 
Remote File Sharing. The activity of  sharing a file among remote computers. 



!
Ring 
A type of  network topology where the devices are connected to a continuous conductor. !
RIP 
Routing Information Protocol. A distance vector routing protocol for IP. !
ROM 
Read Only Memory. A chip or other electronic device that contains memory that cannot be 
altered. In the Macintosh, the ROM contains the Macintosh OS and instructions for basic system 
operations. !
Router 
A device that forwards packets between networks according to the rules of  a network layer 
protocol such as DDP and information it has gathered during its service concerning the structure 
of  the internet. !
RPC 
Remote Procedure Call. A command given by one computer to a second computer over a 
network to execute a defined system call, such as in an NFS session. !
RTT 
Round Trip Time. the time between the transmission of  a packet and the receipt of  its 
acknowledgment or reply. !
S !
SAA 
Systems Application Architecture. IBM's architecture for communications and application 
development. !
SAP 
Service Access Point. The interface between one protocol and another in an adjacent layer. !
Scalability 
The suitability of  a system (particularly a network system to operate properly and efficiently when 
configured on a large scale. !
Screen Saver 
A background process that monitors system activity such as mouse clicks and key strokes and 
takes over the system during prolonged periods of  idle activity to cover the screen with a display 
that will prevent damage to its phosphors either by reducing the intensity of  electron flow or by 
displaying an image that changes often enough to avoid screen "burn-in". Some screen savers 
also offer a security option by requiring a password before a user can regain control of  the 
system. !



Script 
A set of  instructions that a computer can operate. Unlike a program, script instructions are not 
compiled into machine language but are interpreted by the system at the time of  execution. 
Scripting languages for the Macintosh include HyperTalk, Frontier and AppleScript. !
SCSI 
Small Computer Systems Interface. A specification (ANSI X3T9.2) for a short distance ((6 meters 
max.) Local Area Network using bus topology for up to eight devices. The Macintosh uses this 
network for attaching devices such as external disk drives and scanners. !
SDLC 
Synchronous Data Link Control. IBM's specification for encapsulation of  data over synchronous 
links. Analogous to HDLC. !
Serial Port 
A port on a computing device that is capable of  either transmitting or receiving one bit at a time. 
Examples include the Mac's printer and modem ports. !
Server 
A device that is shared by several users of  a network. !
Session 
An on-going relationship between two computing devices involving the allocation of  resources 
and sustained date flow. !
Session Layer 
The layer in the OSI 7-Layer Model that is concerned with managing the resources required for 
the session between two computers. !
Set 
In SNMP, the command given by the Console that asks the MIB to change the value of  a data 
object in its MIB. !
Short 
The direct connection of  two or more conductors of  a circuit with each other. !
Signal 
The means of  conveyance for a communication, typically an electromagnetic wave that is 
modulated to encode the information communicated. !
Signal to Noise Ratio 
In an electromagnetic signal, the ratio of  the amplitude (strength) of  a signal to the amplitude of  
the ambient radiation and other signal disturbances that are present, usually expressed in decibels 
(dB). !
Slewing Rate 



The maximum rate, usually expressed in volts/second, at which an active device such as a 
transistor or transformer can change its voltage state. !
SLIP 
Serial Line Internet Protocol. A protocol for carrying IP information over serial links. !
SMDS 
Switched Multimegabit Data Service. A metropolitan area packet switching data network using 
T-1 and T-3 lines. !
SMI 
Structure of  Management Information. !
SMTP 
Simple Mail Transfer Protocol. The standard protocol for exchanging mail over TCP/IP 
networks. !
SNA 
Systems Network Architecture. IBM's communications architecture and strategy. !
SNMP 
Simple Network Management Protocol. A de facto standard for management of  networked 
devices using a simple request-response data retrieval mechanism. !
SNMPv2 
Simple Network Management Protocol Version 2. Offers increased performance, better security, 
greater portability and greater ability to manage non-network resources. !
Source 
The node or process transmitting information. !
SONET 
Synchronous Optical Network. A standard for a worldwide digital network using a common 
transport. SONET can run over copper or fiber. !
Specification 
A document that defines a concept and its allowable implementation forms. !
Spike 
A sudden and transient increase in the voltage from a power supply. !
SPX 
Sequential Packet Exchange. A Transport layer protocol developed by Novell to provide in-
sequence data transfer. !
SQL 



Structured Query Language. A widely used meta-language for data base access and 
management. AN IBM and ANSI standard. !
Square wave 
An electromagnetic wave that oscillates between two voltage states, theoretically requiring no 
time to accomplish a state transition. !
Standard 
1. A synonym for specification.  
2. A component or way of  accomplishing a task that is so frequently and widely used that is 
seems to be part of  a specification. !
Standby Monitor 
Device placed in standby mode on a Token Ring network in case an active monitor fails. See also 
active monitor and ring monitor. !
Star 
A network topology that is constructed by connecting computing devices to a common device. !
StarLAN 
CSMA/CD LAN, based on IEEE 802.3, developed by AT&T. !
Star Topology 
LAN topology in which end points on a network are connected to a common central switch by 
point-to-point links. A ring topology that is organised as a star implements a unidirectional 
closed-loop star, instead of  point-to-point links. Compare with bus topology, ring topology, and 
tree topology. !
Static Route 
Route that is explicitly configured and entered into the routing table. Static Routes take 
precedence over routes chosen by dynamic routing protocols. !
Statistical Multiplexing 
Technique in which information from multiple logical channels can be transmitted across a single 
physical channel. Statistical multiplexing dynamically allocates bandwidth only to active input 
channels, making better use of  available bandwidth and allowing more devices to be connected 
than with other multiplexing techniques. Also referred to as statistical time-division multiplexing 
or stat mux. !
STM-1 
Synchronous Transport Module level 1. One of  a number of  SDH formats that specifies the 
frame structure for the 155.52-Mbps lines used to carry ATM cells. !
Store And Forward Packet Switching 
Packet-switching technique in which frames are completely processed before being forwarded out 
the appropriate port. This processing includes calculating the CRC and checking the destination 



address. In addition, frames must be temporarily stored until network resources are available to 
forward the message. !
STP 
Shielded twisted-pair. Two-pair wiring medium used in a variety of  network implementations. 
STP cabling has a layer of  shielded insulation to reduce EMI. !
STS-1 
Synchronous Transport Signal level 1. Basic building block signal of  SONET, operating at 51.84 
Mbps. Faster SONET rates are defined as STS-n, where n is a multiple of  51.84 Mbps. !
STS-3c 
Synchronous Transport Signal level 3, concatenated. SONET format that specifies the frame 
structure for the 155.52-Mbps lines used to carry ATM cells. !
Stub Area 
OSPF area that carries a default route, intra-area routes, and interarea routes, but does not carry 
external routes. Virtual links cannot be configured across a stub area, and they cannot contain as 
ASBR. !
Stub Network 
Network that has only a single connection to a router. !
Subarea 
Portion of  an SNA network that consists of  a subarea node and any attached links and peripheral 
nodes. !
Subarea Node 
SNA communication controller or host that handles complete network addresses. !
Subchannel 
In broadband terminology, a frequency-based subdivision creating a separate communications 
channel. !
Subinterface 
One of  a number of  virtual interfaces on a single physical interface. !
Subnet Address 
Portion of  an IP address that is specified as the subnetwork by the subnet mask. See also IP 
address, subnet mask, and subnetwork. !
Subnet Mask 
A representation of  a user's Internet address where all of  the bit positions corresponding to the 
user's network and subnetwork id are 1's and the bit corresponding to the user's host id are 0's. !
Subnetwork 



1. In IP networks, a network sharing a particular subnet address. Subnetworks are networks 
arbitrarily segmented by a network administrator in order to provide a multilevel, hierarchical 
routing structure while shielding the subnetwork from the addressing complexity of  attached 
networks. Sometimes called a subnet.  
2. In OSI networks, a collection of  ESs and ISs under the control of  a single administrative 
domain and using a single network access protocol. !
Subvector 
A data segment of  a vector in an SNA message. A subvector consists of  a length field, a key that 
describes the subvector type, and subvector specific data. !
SURAnet 
Southeastern Universities Research Association Network. Network connecting universities and 
other organisations in the Southeastern United States. SURAnet, originally funded by the NSF 
and a part of  the NSFNET, is now part of  BBN Planet. !
SVC 
Switched virtual circuit. Virtual circuit that is dynamically established on demand and is torn 
down when transmission is complete. SVCs are used in situations where data transmission is 
sporadic. Called a switched virtual connection in ATM terminology. !
Switch 
A switch is a device that forwards packets between nodes based on the packet's destination node 
address (either hardware or protocol), typically with a buffer time longer than a repeater but 
shorter than the transmission time of  the packet. !
Switched 56 
A dial-up communication service available from a telephone service provider that offers a 
fractional portion of  a T1 line built from as many as 24 channels of  56 KBPS each. Also called 
Fractional T1. !
Switched LAN 
LAN implemented with LAN switches. !
Synchronisation 
Establishment of  common timing between sender and receiver. !
Synchronous 
1. A communication system where stations may only transmit at prescribed intervals and must 
provide a timing pulse with their packet.  
2. Term describing digital signals that are transmitted with transmission precise clocking. Such 
signals have the same frequency, with individual characters encapsulated in control bits (called 
start bits and stop bits) that designate the beginning and end of  each character. Compare with 
asynchronous plesiochronous transmission. !
Sysgen 



System generation. Process of  defining network resources in a network. !
System 
Any computer system that can be controlled by a user consisting of  a CPU and optional 
equipment such as display monitors, disk drives, and other peripherals. !
System File 
The Macintosh file that contains system software for the Macintosh OS, including patches or 
replacements to obsolete code contained in ROM. !
System Folder 
The directory in which the System File resides. !
System Management 
Activities that focus on the care and management of  individual computer systems. !
System Software 
Software in a computing system that provides basic functionality like file management, visual 
display, and keyboard input and is used by application software to accomplish these functions. !
T !
T-1 
A Telecommunications technology for wide area networks (WAN) with a transmission speed of  
1.554 MBPS over 24 multiplexed 56 KBPS channels. !
T-2 
Four multiplexed T-1 lines offering a communication channel at 6.3 MBPS. Available !
T-3 
Twenty-eight multiplexed T-1 circuits with a bandwidth of  44.736 MBPS !
TAC 
Terminal Access Controller. Internet host that accepts terminal connections from dial-up lines. !
TACACS 
Terminal Access Controller Access Control System. Authentication protocol, developed by the 
DDN community, that provides remote access authentication and related services, such as event 
logging. User passwords are administered in a central database rather than in individual routers, 
providing an easily scalable network security solution. !
Tagged Traffic 
ATM cells that have their CLP bit set to 1. If  the network is congested, tagged traffic can be 
dropped to ensure deliver of  higher-priority traffic. Sometimes called DE (discard eligible) traffic. !
Tap 



An intrusion into a network cable by a connector. !
Task 
1. Synonym for process.  
2. An activity or group of  activities necessary to accomplish a goal. !
TAXI 4B/5B 
Transparent Asynchronous Transmitter/Receiver Interface 4-byte/5-byte. Encoding scheme 
used for FDDI LANs, as well as for ATM. Supports speeds of  up to 100 Mbps over multimode 
fibre. TASI is the chipset that generates 4B/5B encoding on multimode fibre. !
T-carrier 
TDM transmission method usually referring to a line or cable carrying a DS-1 signal. !
TCP 
Transmission Control Protocol. A reliable Transport Layer Protocol for managing IP that 
supports re-transmission, sequencing and fragmentation. !
TCP/IP 
Transmission Control Protocol/Internet Protocol. A Transport and Network Layer Protocol, 
respectively, used by a large number of  computers. !
TCU 
Trunk coupling unit. In Token Ring networks, a physical device that enables a station to connect 
to the trunk cable. !
TDM 
Time-division multiplexing. Technique in which information from multiple channels can be 
allocated bandwidth on a single wire based on preassigned time slots. Bandwidth is allocated to 
each channel regardless of  whether the station has data to transmit. !
TDR 
Time domain reflectometer. Device capable of  sending signals through a network medium to 
check cable continuity and other attributes. TDRs are used to find physical layer network 
problems. !
Telco 
Abbreviation for telephone company. !
Telecommunications 
The system of  technologies used in telephone communications. !
Telephony 
The science and practice of  telecommunications. !
Telex 



Teletypewriter service allowing subscribers to send messages over the PSTN. !
Telnet 
A process to access a remote computer system, often a Unix system, over the network. Origin: 
Teletype Network. !
Tempest 
US military standard. Electronic products adhering to the Tempest specifications are designed to 
withstand EMP. !
TERENA 
Trans-European Research and Education Networking Association. Organisation that promotes 
information and telecommunications technologies development in Europe. Formed by the 
merging of  EARN and RARE. !
Termid 
SNA cluster controller identification. Termid is meaningful only for switched lines. Also called 
Xid. !
Terminal 
Simple device at which data can be entered or retrieved from a network. Generally, terminals 
have a monitor and a keyboard, but no processor or local disk drive. !
Terminal Adapter 
Device used to connect ISDN BRI connections to existing interfaces such as EIA/TIA-232. 
Essentially, an ISDN modem. !
Terminal Emulation 
A computing activity in which a computer runs an application and communicates with a host as 
if  it were a terminal such as a DEC VT220. !
Terminal Server 
Communications processor that connects asynchronous devices such as terminals, printers, hosts, 
and modems to any LAN or WAN that uses TCP/IP, X.25, or LAT protocols. Terminal servers 
provide the internetwork intelligence that is not available in the connected devices. !
Terminator 
Typically, a resistor placed at the end of  a bus to prevent the reflection of  signals. !
TFTP 
Trivial File Transfer Protocol. A simplified version of  FTP. !
TH 
Transmission header. SNA header that is appended to the SNA basic information unit (BIU). 
The TH uses one of  a number of  available SNA header formats. !



Thick Ethernet 
Also known as 10Base5. !
Thinnet 
Term used to define a thinner, less expensive version of  the cable specified in the IEEE 802.3 
10Base2 standard. !
Throughput 
Rate of  information arriving at, and possibly passing through, a particular point in a network 
system. !
TIA 
Telecommunications Industry Association. Organisation that develops standards relating to 
telecommunications technologies. Together, the TIA and the EIA have formalised standards, 
such as EIA/TIA-232, for the electrical characteristics of  data transmission. !
TIC 
Token Ring interface coupler. Controller through which an FEP connects to a Token Ring. !
Tightly Coupled 
A term that describes the relationship between two computing processes whose successful 
completion and individual performance rates are highly inter-dependent. !
Time-Out 
Event that occurs when one network device expects to hear from another network device within a 
specified period of  time, but does not. The resulting time-out usually results in a retransmission 
of  information or the dissolving of  the session between the two devices. !
TN3270 
Terminal Emulation software that allows a terminal to appear to an IBM host as a 3278 Model 2 
terminal. !
TNotify 
Time Notify. Specifies how often SMT initiates neighbor notification broadcasts. !
Token 
Frame that contains control information. Possession of  the token allows a network device to 
transmit data onto the network. !
Token bus 
LAN architecture using token passing access over a bus topology. This LAN architecture is the 
basis for the IEEE 802.4 LAN specification. !
Token Passing 
A MAC method where stations may only transmit when they are in possession of  a special bit 
sequence (token) passed from station to station. 



!
Token Ring 
A ring topology network that uses token passing for MAC. !
Toner 
Also tone generator. In a tone test set, the tone generating device. !
Tool 
Any device, software program or instrument constructed for the purpose of  aiding a human in 
accomplishing a goal. !
TOP 
Technical Office Protocol. !
Topology 
1. The arrangement of  computing devices in a network.  
2. A term describing such an arrangement. !
Trailer 
The group of  bytes that marks the end of  a frame and usually contains an error checking 
mechanism such as a CRC. !
Transceiver 
1. In Ethernet, an electronic device that transforms signals between a node's internal circuitry 
and the Ethernet signals and also detects collisions.  
2. Any device that can simultaneously transmit and receive. !
Transfer Rate 
The rate at which data is transferred from one device to another, usually expressed in bit per 
second or in bytes per second. !
Transient 
A short-lived electrical event. !
Transmission 
The activity of  sending or conveying information. !
Transmit 
To send information. !
Transport Protocol 
The Protocol Layer of  the OSI 7-Layer Model that is concerned with management of  the data 
flow between source and destination. !
Transport 
Any of  the functions carried out by protocols in the Network or Transport Layers. 



!
Trap 
In SNMP, a message sent from the Agent to the Console when the Agent detects that condition 
defined by the network manager has occurred. !
TREDI 
Traffic Reduced Encapsulation of  DDP in IP. An AppleTalk tunneling protocol developed by 
Cayman. !
Trojan Horse 
A maliciously-created computer program or virus that causes significant damage to a system. 
Trojan Horses are typically given attractive file names and placed on bulletin board systems. 
Damage usually occurs when the user launches the Trojan horse on his own system. Named after 
a successful offensive ploy made by the ancient Greek army at the siege of  Troy. !
TrueType 
An outline font technology developed as an alternative to Adobe Postscript fonts. !
Truncate 
A method of  formatting data by removing characters at the end of  the data that do not conform 
to the format desired. !
Trunk 
A synonym for bus. !
TSO 
Time Sharing Option. !
Tuple 
A set of  two related data items. !
Tweak 
A minor adjustment. !
Type Field 
A byte or group of  bytes that indicates the protocol used by the data that is to follow. !
U !
UDP 
User Datagram protocol. !
UNIX 
A 32-bit multi-tasking, multi-user operating system invented by Bell Labs that is used on many 
type of  computer systems. !



Upload 
The activity of  transferring a file from a user's computer system to a remote system. !
UPS 
Uninterruptible Power Supply. An electrical supply system that conditions electrical power for a 
computer system and will allow continued operating in the event of  a power failure. !
User 
A person who uses a computer system to accomplish a non-computing goal, as compared to a 
programmer or network manager. !
User Interface 
The collection of  display symbols and other sensory stimuli made by a computer that present 
information to a human and the collection of  physical action that a human can take to present 
data to a computer. !
User Area 
The area where users work and where the computer systems are located. !
UTP 
Unshielded twisting pair wiring. !
UTP Ethernet 
1. A synonym for 10BaseT.  
2. Any of  a number of  Ethernet technologies in use before the adoption of  the 10BaseT 
Standard that provided a 10 MBPS network system using CSMA/CD. !
UUCP 
Unix-to-Unix Copy. A simple yet powerful mechanism to copy files from one Unix computer to 
another over a network or modem connections. !
V !
Vapourware 
A computer program that has been publicly announced but is not shipping. !
Variable 
1. A situation or aspect that cannot be expressed explicitly because it may have one of  several 
values.  
2. In troubleshooting, an aspect of  a problem that makes it differ from a normal situation.  
3. In a mathematical expression, a symbol that represents a number. !
VAX 
A family of  computers made by the Digital Equipment Corporation. !
VINES 



A Network Operating System developed by Banyan. !
Virtual 
A quality used to describe a situation where a computer simulates aspects of  an activity or device 
but the activity or device does not have a physical form. !
Virus 
A piece of  computer code that attaches itself  to applications and data files without their consent 
or knowledge. !
VITAL 
Virtually Integrated Technical Architecture Lifecycle. A conceptual framework, designed by 
Apple, for designing, building and maintaining enterprise information systems. !
VM 
Virtual Machine. An operating system for IBM mainframes within which multiple other 
operating systems can be processing, each with its own applications. !
Voice grade 
A classification of  communication wiring indicating that the wiring is unsuitable for network data 
transfer. !
Volt 
The standard unit of  measure for a difference in electric potential !
VSAM 
Virtual Storage Access Method. the Primary Mechanism for accessing data on IBM mainframes. !
VTAM 
Virtual Terminal Access Method. the primary communication control software for SNA. !
VTP 
Virtual terminal Protocol. OSI's remote terminal protocol. !
W !
WAN 
Wide Area Network. A network that is created between and among devices separated by large 
distances (typically in excess of  50 miles). !
Watt 
A standard unit of  measure for electrical power. !
Wave 
The phenomena that occurs when a physical medium is host to a measurable condition that 
varies in intensity, frequency or velocity with time. 



!
Well Behaved 
A condition that exhibits expected properties. !
Wireless 
A system that provides communication without the use of  wires. !
Wiring closet 
In wiring for telephone or data systems, any location from which the communication wires 
emanate, usually enclosed. !
Workgroup 
A group of  networked computer users who frequently communicate with each other and share 
common devices. !
X !
X.25 
A packet switching network. !
X.400 
An OSI standard for a group of  store and forward message handling services. !
X.500 
Directory Services for OSI provides consistent data storage, retrieval and management for 
information about all network objects. !
X11 
The specifications for X Windows. !
XDR 
External Data Representation. The presentation layer protocol used by NFS. !
X Windows 
A way of  operating remote systems. The window allows the user to control and application 
remotely and view the application's output. !
Y !
Y2K 
Stands for Year 2000. However, this term is more often used to refer to the ‘Millennium Bug’. !
Yahoo!  
Yahoo! is one of  the Internet's leading search engines. It is also the largest Web portal !



Yobibyte  
A yobibyte is a unit of  data storage that equals 2 to the 80th power, or 
1,208,925,819,614,629,174,706,176 bytes !
Z !
ZIP 
Zone Information Protocol. the AppleTalk protocol that correlates network addresses with zone 
names. !
Zone 
In an AppleTalk internet, a reference to a logical group of  devices and services. 


